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Abstract

Memory-safety bugs are a major source of vulnerabilities in
C code. Much work has focused on spatial memory safety
(e.g., buffer overflows), while temporal memory safety (e.g.,
use-after-free) has received less attention. One solution for
achieving temporal memory safety is to apply an owner-
ship model to an existing program and enforce it. In this
paper, we describe the design and implementation of a new
temporal memory safety model for C source code. Our de-
sign improves on CERT’s Pointer Ownership Model with
enhancements including use of a SAT solver to enforce con-
straint satisfaction, LLMs to complete a per-program model,
and an improved mechanism to prevent use-after-free er-
rors inspired by Rust’s borrow checker and object lifetimes.
Our implementation performed well on a large test suite of
memory-safe and memory-unsafe code examples. We tested
all 4,604 C code examples for the 5 CWEs associated with
temporal memory safety (CWEs 401, 415, 416, 590, 761) from
the Juliet C/C++ test suite. In our tests, all of the memory-
unsafe examples were correctly recognized as unsafe, and
81% of the 2,302 memory-safe examples were correctly rec-
ognized as memory-safe.

CCS Concepts: « Software and its engineering — Soft-
ware verification; Automated static analysis.
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1 Introduction

Memory-related bugs such as use-after-free and buffer over-
flows are among the most prevalent and challenging issues
in C and C++ code. Temporal memory safety is particularly
important because use-after-free remains highly exploitable
in practice and, among memory-safety weaknesses, is second
only to buffer overflow in the 2025 CWE Top 25 [34]. These
bugs are difficult to detect, often resulting in significant vul-
nerabilities and system instability. Formal methods, which
use rigorous logical reasoning, offer a powerful approach to
systematically prove the absence of these types of bugs, pro-
viding greater confidence in software reliability and safety.
Formal methods are traditionally labor intensive and difficult
to scale, with ongoing research making inroads against those
challenges [3, 13, 24, 28, 36, 37, 43, 55]. Lightweight formal
methods (our work’s category) balance rigor with usability,
focusing on targeted partial analysis and system verification,
often using automated tools and model checking [61].

This paper describes the design of the Pointer Ownership
Model (POM), a temporal memory-safety model for C code,
together with an approach to automatically check whether
a program satisfies this model. The original CERT Pointer
Ownership Model (POM) [53] project had similar goals of
proving temporal memory safety using responsible and irre-
sponsible pointers. It was a simpler project, with all models
built manually. Our design improves on the CERT POM with
enhancements that include use of a SAT solver to enforce
compliance with the model; a large language model (LLM)
to complete a per-program model and models of well-known
standard-library functions; a sound mechanism to prevent
use-after-free errors, inspired by Rust’s borrow checker and
object lifetimes; improved function argument handling with
a new abstraction of diligent or producer arguments; and
handling structs and unions.

The heap is the part of a computer’s memory that is used
during a program’s execution for dynamic memory alloca-
tion and deallocation of memory blocks of varying size and
varying lifetimes. To avoid heap errors, C and C++ devel-
opers must be disciplined in preserving temporal memory
safety in the heap. Such discipline requires them to inter-
nalize a mental model of how the platform will manage
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heap memory as instructed by their code. This model can
be informed by literature, such as CERT Recommendation
MEMO00-C, which specifies to allocate and free memory in the
same module, at the same level of abstraction [48]. Technol-
ogy can also provide constrained models, which we will call
“formal models,” such as POM and RAII (see Section 9). We
will refer to the contents of files that specify the application
of POM to an actual program as a “p-model.” Each p-model
is stored in a YAML file. Fig. 1 shows an example C source
program, and Fig. 2 shows its associated p-model; details
about the program and p-model are available in Sections 2.2
and 2.3.

Our POM design can be used to enforce temporal memory
safety. It has the goal of being intuitive for C programmers
who work with dynamic memory, since that work requires
a mental discipline similar to what our design requires. We
developed a conceptual model, a builder, and a verifier for it.

Our design is not intended to verify that every valid C
program is temporally memory-safe. Some programs, even
well-defined ones, will violate a p-model meant for them.
This means that you cannot use our design alone to com-
pletely confirm such a program’s temporal memory safety.
If a program has pointers that violate its p-model, you must
either use an external validation technology or modify the
program to comply with its p-model. For example, our de-
sign does not handle (1) reference-counted smart pointers,
such as C++’s std: : shared_ptr<>; (2) cyclic pointers, such
as in doubly linked lists; (3) Windows handles; or (4) pointers
managed by a garbage collector.

However, our design can provide strong memory guaran-
tees: If all pointers in a program comply with the POM design,
then the program is temporally memory-safe. The POM design
is also strong enough to capture a wide range of memory
vulnerabilities. For example, using the Common Weakness
Enumeration (CWE), our design addresses CWEs 401 [29],
415 [30], 416 [31], 590 [32], and 761 [33].

3// ...

4 void usage(charx msg) {

5 fprintf(stderr, msg);

6 free(msg); Functions:
7} usage:
8 args:
9 int main(int argc, charx* msg:

argv) {
charx errmsg;
if (argc <= 2) {

resp: responsible
start: [GOOD]
end: [ZOMBIE]

12 errmsg = malloc(100); return: []
13 if (errmsg != NULL) {
14 snprintf(errmsg, 100, main:

"Need more than %d args:

arguments!", argc); argv:
15 usage(errmsg); resp: diligent
16 free(errmsg); start: [VALID]
17 exit(1); referent:
18 } resp: diligent
19 } locals:
20 // . errmsg:

resp: responsible

Figure 1. Example C source
code with a double-free bug

Figure 2. Example p-
model for code in Fig. 1
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1.1 Contributions

This paper substantially extends CERT’s earlier Pointer Own-
ership Model [53] with the following contributions:

1. A formal ownership and borrowing model for C that
tracks each pointer’s responsibility (ownership), muta-
bility, and state (good, null, or zombie) at every program
point. The model enforces unique ownership of heap
blocks, single-writer invariants, and absence of cer-
tain memory errors (use-after-free, double-free, invalid
free, null-pointer dereference, and memory leaks).

2. A borrowing and lifetime analysis that tracks transi-
tive borrows and enforces the single-writer / multiple-
reader property across pointer aliases.

3. A constraint-generation framework that reduces the
problem of POM compliance to a boolean satisfiability
(SAT) problem. If the generated constraints are satisfi-
able, the program is temporally memory-safe under the
POM design; if unsatisfiable, the POM implementation
produces an UNSAT core that localizes the violation.
(An UNSAT core is a subset of constraints that together
suffice to establish unsatisfiability.)

4. An LLM-assisted p-model builder that automatically
generates POM annotations (the “p-model”) for each
function of a target program. Our tool does not rely on
the correctness of the p-model produced by the LLM;
a bad p-model can result in a false alarm, but never a
false assurance of POM compliance.

5. An evaluation on the NIST Juliet C test suite covering
five temporal-memory-safety CWEs (401, 415, 416, 590,
761), totaling 4,604 test cases. Of the 4,144 test cases
that did not use features not currently supported by
POM, our implementation correctly identified 100%
of the unsafe examples and 90% of the safe examples.
(Our tool recognizes the use of unsupported features
and automatically rejects such programs.)

1.2 Data Availability

Our POM tool is publicly available and open-source [52].
Likewise, a self-contained “reproduction artifact” using our
tool is also publicly available [51].

2 Overview of POM
2.1 The Model

Our POM design is intended to help developers avoid, iden-
tify, and fix temporal memory-safety issues in three stages:
1. Following the mental model should help developers avoid
writing code with certain kinds of temporal memory-safety
bugs; 2. Automated generation of a p-model reveals some er-
rors for code where the developer forgot to comply with the
model; and 3. Our POM implementation’s verifier identifies
all remaining p-model compliance errors.

We use the term heap object to denote any single chunk
of memory that is allocated with the malloc or calloc or



A Pointer-Ownership Model for C Inspired by Rust

aligned_alloc or realloc or strdup function. Objects not
allocated using one of these functions are not heap objects
even if they live on the heap on some platforms. In our de-
sign, C pointers are partitioned into responsible pointers,
irresponsible pointers, and out-of-scope pointers. Each re-
sponsible pointer stewards the object it points to; responsible
pointers are intended to point to something on the heap that
must be freed. Irresponsible pointers have no involvement
with allocating or freeing memory as they may point to any
memory (including memory on the stack or into objects), and
may also undergo pointer arithmetic. Our design enforces
no constraints on out-of-scope pointers; they are outside
the scope of the design'. Their memory safety should be
checked by some other mechanism.

If a p-model’s state (which indicates if the pointer might be
invalid or NULL) disagrees with the use of the pointer in code,
then the code violates the p-model and the verifier should
detect it. If the user decides that the pointer is out of scope
(i.e., managed by some other mechanism), then they should
manually update the p-model with this information. The
POM implementation’s builder and verifier ignore pointers
labeled as out of scope.

The terms responsible, irresponsible, and out of scope can
be treated like type qualifiers in C (e.g., const or restrict).
They act as qualifiers on pointer variables, irrespective of
the variables’ values. As with type qualifiers in ISO Standard
C, these qualifiers apply to a variable throughout its lifetime.
For example, if p is considered to be a responsible pointer, it
remains responsible throughout its lifetime and cannot cease
to be responsible. These terms can apply to local pointers,
pointers defined in structs or unions, pointers defined as
function arguments, and the return value of a function if it
is a pointer type. They can also apply to static pointers (that
is, pointers that live in the “global” data segment of memory,
regardless of what they point to), but our design does not
support static pointers yet.

2.2 Responsible Pointers

Responsible pointers are the subset of pointers that shep-
herd heap memory and ensure that the memory eventually
gets freed. Each chunk of heap memory (i.e., a heap object)
may be accessed directly at most by one GOOD responsible
pointer. Responsible pointers never point inside the stack,
inside the “global” data segment of memory, or inside a heap
object except to its beginning.

In ISO C, the value of a pointer can be in one of three
states: VALID (i.e., pointing to initialized memory), NULL,
or INVALID (i.e., uninitialized or not pointing to good mem-
ory) [20]. Like ISO C pointers, responsible pointers have
states that can change over their lifetimes. The states for

This is distinct from the ISO C definition of scope which applies to blocks
of code.
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responsible pointers are GOOD (being the sole good respon-
sible pointer to initialized memory), NULL, and ZOMBIE
(uninitialized or freed or pointing to memory managed by
another responsible pointer). GOOD pointers in our design
are a subset of VALID pointers in ISO C, and ZOMBIE point-
ers are a superset of INVALID pointers.

It is a violation of the POM design for two GOOD respon-
sible pointers to point to the same heap object. Therefore,
assigning one responsible pointer to another and passing a
responsible pointer as a function argument are problematic.
Both involve copying the address value from one pointer
to another. In the POM design, any assignment expression
whose right-hand side indicates a responsible pointer can
have two interpretations: The left-hand side could indicate
an irresponsible pointer; see Section 2.3: Irresponsible Point-
ers for details. Or the left-hand side could indicate a respon-
sible pointer, in which case the right-hand-side pointer is
no longer considered GOOD. While it remains responsible,
it has delegated ownership of the pointed-to object to the
assigned-to pointer and is now a ZOMBIE. The states of
responsible pointers thus employ move semantics [5]. Deref-
erencing a ZOMBIE pointer violates the POM design, even
if the pointer’s value remains VALID, according to ISO C.

Likewise, passing a responsible pointer to a function cre-
ates the same ambiguity that assignment does. If the function
expects an irresponsible pointer as the argument, this is like
assigning a responsible pointer to an irresponsible pointer. If
the function expects a responsible pointer as the argument,
then the function argument receives the same state as the
original pointer, and the original pointer becomes a ZOMBIE:
It has delegated ownership of the pointed-to object to the
function argument, and should not use the pointer, since it
has presumably been consumed by the function.

Fig. 1 shows a program with a responsible errmsg pointer,
as noted by the program’s associated p-model in Fig. 2. In
main(), this pointer begins as a ZOMBIE (uninitialized),
becomes VALID before it is passed to snprintf(), and then
becomes a ZOMBIE again thanks to the call to usage (). The
program is invalid because it tries to free a ZOMBIE pointer.

2.3 Irresponsible Pointers

Irresponsible pointers are not responsible for cleaning up
the memory they point to. Since they do not participate in
memory allocation or deallocation, the main concern with
irresponsible pointers is that they must respect temporal
memory safety. CERT POM had irresponsible pointers but
used no tracking mechanism akin to lifetimes, so it did not
prevent use-after-free errors. Our POM design does.

An irresponsible pointer cannot be assigned the return
value of a function that returns a responsible pointer (such
as malloc()). Unlike a responsible pointer, an irresponsi-
ble pointer can be assigned a value resulting from pointer
arithmetic or a value created by C’s address-of operator &.
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The only liability for an irresponsible pointer is that it
might outlast the object it points to, which might cause a
use-after-free error. Due to the aliasing problem [45], we do
not expect to track the value of every irresponsible pointer.
Instead, we track the lifetime of every object that an irrespon-
sible pointer can reference. This is based on Rust’s borrow
checker and lifetimes. When we speak of an irresponsi-
ble pointer’s lifetime, we refer to the minimum lifetime of
whatever object the pointer references. The pointer may
be assigned to a different object, but that object must still
outlast the minimum lifetime. Rust employs a single-writer
/ multiple-reader property policy for references, and our life-
time analysis also enforces this policy. This should catch
all use-after-free errors, but allows some memory-safe pro-
grams to be flagged as non-compliant with POM. (In fact,
every object has a lifetime; it is only irresponsible pointers
whose objects’ lifetimes must be explicitly tracked.)

By default, irresponsible pointers that are function argu-
ments are assumed to outlast the function call; their life-
times need not be specified unless their referenced object
does not outlast the function call. The same applies to lo-
cally declared irresponsible pointers. Irresponsible pointers
that serve as function return values are different; they must
outlast the function call. Therefore, they must provide an
explicit lifetime, which will typically match the lifetime of
one of the function arguments. Or they could specify the
lifetime “STATIC,” meaning that their object lives until the
program terminates.

2.4 Pointer Arguments in Functions

We ignore out-of-scope pointers; they are outside our model.
For convenience, we have two special types of irresponsi-
ble pointers for function arguments: diligent and producer.

Irresponsible Arguments. An argument whose value is
never freed but might be assigned to point elsewhere should
be irresponsible.

Diligent Arguments. A diligent argument is an irrespon-
sible pointer that never escapes outside the function, except
possibly as the function’s return value. While its contents
may be changed, it may not be freed during its lifetime, and
neither may the contents of any pointers referenced by it (if,
for example, it references an array or struct with pointers).
It is therefore loosely analogous to a Rust reference, but with
more restrictions. In our experience, most function pointer
arguments are diligent. The purpose of diligent pointers is
to quickly eliminate analysis of such pointers in functions
that treated their data as read-only, such as strlen().

Producer Arguments. Another type of irresponsible pointer
is a producer argument. It is a pointer-to-pointer argument
where the outer pointer (i.e., the producer argument itself)
is irresponsible, but should not be changed inside the func-
tion. However, the inner pointer (i.e., the pointer obtained
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by dereferencing the producer argument) is responsible, and
might be allocated, freed or otherwise modified. It is there-
fore loosely analogous to a Rust mutable reference. Like
Rust mutable references, a producer pointer must be the only
pointer through which its pointed-to data may be changed.
Producer arguments are intended to capture an “output pa-
rameter” pattern where the address of a pointer is passed
in and the callee writes a responsible pointer value in the
provided memory location. One example of a function with
a producer argument is the GNU getline() function.

Responsible Arguments. A responsible function argument
is the only pointer in scope to the data in question. A func-
tion that takes a responsible pointer that starts as GOOD but
becomes a ZOMBIE is said to “consume” the argument. A
responsible pointer might also be consumed by assigning its
value to another responsible pointer. Generally, a function
argument pointer should be declared “responsible” only if
the function consumes the argument.

A function with one or more responsible pointer argu-
ments may change the arguments’ states differently based
on whether or not the function produced an error. For exam-
ple, the realloc() function takes a responsible pointer as
its first argument. If it was GOOD and realloc() returns
a non-NULL pointer, it becomes a ZOMBIE. If realloc()
returns NULL, the pointer’s state remains unchanged. POM
does not capture this sort of behavior in general. However,
since realloc() is commonly used, we have implemented a
special case to handle it. See Section 8 for more information
about handling realloc() in a more extensible fashion.

2.5 Control Flow and Responsible Pointer States

When considered across multiple executions of a function,
a pointer can be in multiple states. For example, free()
can handle pointers that are GOOD or NULL. POM assumes
that the set of states a pointer is in can be determined stat-
ically. For any two states, branching can create a pointer
that could be in both states. For example, malloc() returns
a responsible pointer that could be GOOD or NULL.

This can be a source of trouble. In ISO C there is no way
to distinguish GOOD responsible pointers from uninitialized
pointers. This (among other things) requires a developer
to maintain internal discipline to make sure that only valid
pointers are passed to most library functions. The POM tool
keeps track of the states of pointers and issues warnings. For
example, our verifier will warn if a pointer that might be
uninitialized or NULL is dereferenced.

3 Properties of the Model

Now, let us formalize what was discussed more informally
in the previous section.
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3.1 C-Paths and Locations

The POM design uses C-paths to identify/name pointers
in the program. A C-path is rooted at a variable, function
argument, or return value, and may include dereference steps
and struct/union field projections. Concretely, we use the
following forms for C-paths:

e func::locals: :var_name

e func::args::arg_name

e func::return

o xcpath  (dereference of cpath)

e cpath. field name (address of field in struct)

Note we write “cpath. field” to denote the address of the field
rather than the value stored in the field. (In contrast, in
C, “p.field” is syntactically invalid if p is of pointer type;
instead, the syntax “&(*p).field” is used for the address of
a field.)

A heap object that cannot be referenced by any C-path
indicates a memory leak. If no memory leaks exist in a
program at a point in time, then every heap object has at
least one C-path to reference it.

In the implementation of our verifier, local variables are
not variables in the C source code but rather LLVM virtual
registers (identifiers that appear on the left-hand side of
an LLVM IR [1] instruction “var = opcode ...”.) Since
the mem2reg LLVM pass for converting to static single as-
signment (SSA) form can sometimes make it hard to map
an LLVM virtual register back to a variable in the source
code, we insert a custom pass before the mem2reg pass to pre-
serve information and suppress certain optimizations that
mem2reg would otherwise perform.

We use the term “location” to refer to a memory location
(heap object), an LLVM virtual register, the current function’s
return value (“func: : return”), or an argument to the current
function (“func: :args: : arg_name”). Note that multiple C-
paths may refer to the same memory location.

We say that two C-paths are pointer aliases of each other
iff they point to the same memory location. We define the
term location alias as follows:

e For a C-path #p, the location aliases of *p are all C-
paths *q where g points to the same memory as p.

e Any other type of location (an LLVM virtual register,
a function arg, etc.) has only itself as a location alias.

3.2 Type-Qualifier Properties

The following properties act like type qualifiers on a C-path;
they do not vary by program point.

responsible(p): The C-path p owns the memory it points
to and is responsible for freeing it or transferring own-
ership to another responsible C-path.

mut(p): The C-path p may be used for writing to memory
(ie., “xp = . . .” is permitted).
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out_of_scope(p): The C-path p is excluded from the POM
design’s analysis (e.g., for reference-counted pointers).
This is not yet implemented in our tool.

Earlier, the terms “diligent” and “producer” were discussed.
For constraint-generation and verification, “diligent” and
“producer” are not first-class concepts; we treat diligent point-
ers as immutable irresponsible pointers, and we treat pro-
ducer arguments as mutable irresponsible pointers.

3.3 State Properties

A program point is a point immediately before or immediately
after a given statement (LLVM IR instruction) is executed.
Given a statement S, we write SP*™ to denote that program
point before S and we write SP°! to denote the program
point after S.

The POM design has the following properties, for C-path
p and program point ¢:

good(p, t): p may hold a valid (initialized, non-null, non-
freed) address at program point . (The purpose of this
property is for ensuring the absence of memory leaks;
at the end of a responsible C-path’s lifetime, we check
that it is not good.)

null(p, t): p may be NULL at program point .

zombie(p, t): p may be a zombie at program point ¢t. A
C-path is a zombie if the pointer is uninitialized or
it is freed or its value has been assigned to another
responsible pointer variable.

These state properties are over-approximations (i.e., a
“may” analysis rather than a “must” analysis): if the property
is false, then the corresponding state definitely does not hold
on any execution.

Copying a responsible pointer to another responsible C-
path moves ownership: the source becomes a zombie and the
destination becomes the new owner. Copying to an irrespon-
sible destination does not zombify the source. The return
C-path of a function (e.g., foo: : return) is a valid responsi-
ble destination, allowing functions to return ownership.

3.4 Key Invariants

The POM design enforces the following invariants:

1. Unique owner. For every live heap block B and at
every program point, exactly one location holds a good,
responsible pointer to that block.

2. Single writer. For every memory location and at ev-
ery program point, at most one C-path can be used to
write to it (or free it); that C-path must be mutable and
have no outstanding borrows.

4 Borrowing and Lifetimes

The POM design includes a borrowing analysis inspired by
Rust’s borrow checker and non-lexical lifetimes (NLL).
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4.1 Borrow Tracking

When a pointer value is copied from a source C-path to a
destination C-path, POM records a borrow from source to
destination. Borrows are tracked transitively: if p, borrows
from p; and p; borrows from p,, then ps transitively borrows
from p;. For pointer-to-pointer types, borrows propagate
to deeper dereference levels (e.g., if p; and p, are pointers
to pointers, and p; borrows from p;, then *p, borrows from
#p1). The borrow information is used for alias analysis; when
amutable C-path is used to write to memory, we can identify
its potential aliases from the borrow information. We track
both may-borrow and must-borrow information, to enable
doing both may-alias and must-alias analysis.

4.2 Borrow Constraints

e A C-path may not be read through if it (or any C-path
rooted at it) has any outstanding mutable borrows.

e A C-path may not be written through or freed when
it (or any C-path rooted at it) has any outstanding
borrows (mutable or immutable).

e When an instruction makes a direct borrow from a
C-path src to a C-path dest, if there is already a direct
borrow to another C-path other_dest from any C-path
rooted at the root of src, then both dest and other_dest
are constrained to be non-mutable. However, rebor-
rowing thru a chain is permitted, analogously to Rust.

Borrow chain
p2 = pl;
p3 = p2;
*p3 = 42; /* allowed */

Multiple direct borrows
p2 = pl;
p3 = pl;
*p3 = 42; /* violation */

4.3 Lifetime Analysis

Borrow lifetimes are determined by a classic dataflow live-
ness analysis on the LLVM IR, similar to non-lexical lifetimes
in Rust. When a borrowing variable becomes dead, its bor-
rows are removed, potentially unblocking writes or frees
through the source C-path.

4.4 Interprocedural Analysis for Borrowing

For each function, a function summary is created to indicate
the borrowing relations introduced by the function. This
summary is then used at call sites of the function. If this
summary is created by the LLM-based builder (or by another
tool, or manually), then the verifier will verify it. If operating
without a provided summary, then the LLVM analysis tool
will do a whole-program fixed-point analysis to create the
summary, to handle cases of mutually recursive functions.

5 Constraint Generation

Our verifier generates a set of constraints that, if satisfied, im-
ply that the program meets certain temporal memory-safety
properties (in particular, absence of use-after-free errors,
double-free errors, and memory leaks). The constraints are
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encoded as a boolean satisfiability (SAT) problem. Properties
such as “responsible(foo: :args: :x)” are represented as
boolean variables in the SAT problem.

Notation: We write “x — y” to denote material condi-
tional (i.e., logically equivalent to “-x V y”).

5.1 Responsible implies Mutable

Every responsible C-path is constrained to be mutable.

5.2 Control-Flow Constraints

For two IR instructions P (predecessor of S) and S (successor
of P), and for each live C-path ptr, we propagate state:

good(ptr, PP*Y) — good(ptr, SP™)
null(ptr, PP*") — null(ptr, SP™)
zombie(ptr, PP*Y) — zombie(ptr, SP™)

with exceptions for null-check branches and realloc.

5.3 Instruction-Specific Constraints

We generate constraints for each LLVM IR instruction class.

Stack allocation (p = alloca(...)). The result p is an
irresponsible pointer that is good. If p is a pointer-to-pointer,
then *p may be zombie or null.

Heap allocation (malloc, calloc). The result is a re-
sponsible pointer that may be good or null but is not a zombie.
For a pointer-to-pointer variable p:

e For “p =malloc(...);”, *p may be zombie or null.
e For “p = calloc(...);”, *p is null.

Free. The argument to free() must be responsible and
not a zombie. (It may be null.) After the call, this pointer
becomes a zombie if it was good. If the memory being freed
holds a responsible pointer, then the held pointer must not
be good (to prevent a memory leak).

Pointer-Copying Constraints. Many LLVM IR instruc-
tions (loads, stores, phi nodes, function calls, returns) copy
a pointer value from a source C-path to a destination C-
path. Our verifier generates a similar set of pointer-copying
constraints for each such operation.

The constraints fall into four groups:

1. Responsibility and Mutability. If the destination is
responsible, then the source must also be responsible.
If the destination is mutable, then so must the source.
2. Move semantics at the source. If the destination
C-path is responsible, then copying a good pointer
value out of the source must zombify the source, en-
forcing unique ownership. For pointer aliases of the
source C-path that are only may aliases (as opposed to
must aliases), the alias’s good status is conservatively
preserved (in addition to gaining zombie status if the
destination C-path is responsible). For the source C-
path itself and must aliases, the good status is dropped
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if the destination C-path is responsible. The source
C-path must not have any outstanding borrows if the
destination C-path is responsible.

3. State propagation to the destination. The destina-
tion and its location must-aliases inherit each of the
source’s state properties (good, null, zombie). A loca-
tion may-alias ORs its prior value with the source’s.

4. Deep-copy constraints. For pointer-to-pointer
types, the constraints propagate recursively through
dereference levels. If src and dest are of type **T, then
copying src to dest also connects *src to *dest: their re-
sponsibility qualifiers must agree (responsible(xsrc) <
responsible(+dest)), mutability must be compatible
(mut(+dest) — mut(xsrc)), and the state properties of
*src propagate to =dest and its aliases. This continues
to deeper levels, up to the pointer depth.

Load/Store. The pointer used for reading or writing to
memory must not be null or a zombie. Writing to memory
additionally requires the pointer to be mutable. Reading
or writing a pointer value generates pointer-copying con-
straints.

If a non-mutable pointer is used for reading a value of
pointer type from memory, then the result is non-mutable,
even if the read memory location holds a mutable pointer.
So, e.g., for a statement such as “xxp = 5;”, both p and *p
are constrained to be mutable.

Function Calls. Arguments are connected to formal pa-
rameters via pointer-copying constraints. Memory writes
inside the callee are captured by a function summary so that
they may be reflected at the callsite. If the function returns a
value, then the return value at the call site is connected via
pointer-copying constraints to the value of the ret instruc-
tion in the callee. (The LLVM IR is normalized so that each
function has exactly one ret instruction.)

Although not strictly necessary for soundness, our verifier
enforces a constraint that zombie values may not be passed
as arguments. This enables better localization of constraint
violations and enables better partial handling of system li-
brary functions for which models are not provided.

Dead Variables. When a responsible variable x dies, the
POM design requires — good(x) at that point, to prevent
memory leaks.

5.4 SAT Solving and Diagnostics

The generated constraints are converted to DIMACS CNF
format and solved using CryptoMiniSat [49]. If satisfiable,
the satisfying assignment constitutes a valid p-model and
the program complies with it. If unsatisfiable, we extract an
UNSAT core from a DRAT proof [57]. We also have a script
that prompts an LLM to explain the constraint violation in
more human-understandable terms. The prompt for the LLM
includes the UNSAT core, the LLVM IR representation, the
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program source code, and a description of POM. In limited
ad-hoc testing, we have found that this works for small
programs; additional engineering work would be needed to
handle large codebases.

Soundness. See Appendix A for a limited proof sketch
that the constraints described in this section (together with
those in 4.2) suffice for detecting use-after-free and double-
free errors. We outline a proof for a toy LLVM-like instruc-
tion set; for simplicity, we omit realloc and special handling
of null-check branches. The proof sketch covers use-after-
free and double-free but not memory leaks.

6 Implementation

Fig. 3 shows the POM implementation architecture. The im-
plementation stores each program-specific model (p-model)
in a YAML file and supports two automated construction
paths in addition to manual modeling. The first path is an
LLM-based builder. The second path is a SAT-builder method
that reconstructs a p-model from a satisfying assignment
produced by the verifier.

In practice, for a multi-file codebase with a makefile, the
workflow begins by using Bear [39] to produce a compilation
database, then invoking Clang [1] to generate LLVM IR.

[
Abstract Syntax
gz:l’ece Compilation | Tree (AST{ -model
. Database make_run » POM R Builder
_clang [ LLVMIR [ Constraint
Generator b
1
Constraints ’
LLM
. Unsat
SAT Solver |——» < Satisfiable? | drattrim ——

Yes

DONE

Figure 3. POM Implementation Architecture

The implementation supports both single-function check-
ing and whole-program analysis. In whole-program mode,
multiple LLVM IR files are linked before constraint genera-
tion. External and standard-library calls can be handled by
supplying p-models for those functions.

The LLM builder is prompted with the source code for each
function and must return information about each pointer
in that function in a JSON format. These JSON snippets are
used to complete the p-model, which should include any
library functions used by the code. The LLM builder can
be used to create p-models for well-known standard library
functions; in our experience (with Standard C and POSIX
libraries), it is highly accurate.

We hypothesize that an LLM may be better at discerning
programmer intent than static analysis alone, especially if
the code is defective or fails to comply with its p-model.
A risk of using LLMs is that they sometimes hallucinate.
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However, we do not rely on the LLM, since the verifier will
assess the accuracy of a p-model and will indicate an error
on any p-model that the program does not comply with.
A hallucinatory LLM is still useful in that it may generate
correct p-models occasionally, thereby saving developers
from creating them manually.

Note that a “trivial” p-model could be constructed that de-
clares all pointers as out-of-scope. This complies with POM,
but proves nothing about temporal memory safety. When
building the p-model, the LLM is forbidden from declaring
pointers as out-of-scope; it must assign some other respon-
sibility to each pointer.

7 Evaluation

To support reproducibility, we have made the implemen-
tation publicly available [52], along with a “reproduction
artifact” using our implementation [51].

The Juliet C/C++ test suite [6] is organized by CWE. Its
test cases are self-identified as GOOD or BAD, where the
BAD examples violate the CWE in question, and the good
examples do not. Using the model 04-mini-2025-04-16 [42] as
the LLM for building the p-model on the C tests (not the C++
tests), we evaluated the implementation on the five Juliet
CWEs associated with temporal memory safety: 401 [29],
415 [30], 416 [31], 590 [32], and 761 [33]. This totals 4,604
examples (2,302 GOOD and 2,302 BAD).

7.1 Supported Test Cases

Our implementation does not yet support all C features. In
particular for Juliet, we do not support writes to global vari-
ables of pointer type, writes to struct/union fields of pointer
type (when the struct/union is accessed from multiple func-
tions), and certain pointer casts (e.g., casting intx* to int#*
and then casting back to intx*). Some of the Juliet test
cases use function pointers, but our implemented analysis is
sufficient to handle them. Out of the 4,604 total test cases,
our implementation supports 4,144 (2,072 GOOD and 2,072
BAD). Unsupported test cases are conservatively treated as
non-compliant with their p-models.

We did two evaluations with Juliet: one where we used the
LLM-based builder to construct p-models and the SAT-based
verifier to confirm if they are satisfiable, and another where
we used the SAT-based analyzer to both build the p-models
and verify them, without using an LLM.

Figure 4 breaks the Juliet C results down by CWE and
by GOOD/BAD outcome counts, for tests with the LLM
builder then SAT verifier. In that figure, Successful GOOD
denotes a GOOD example for which the tool successfully
generated or validated a compliant model, while Successful
BAD denotes a BAD example for which the tool correctly
concluded that no compliant model exists. The counts show
successful handling of all BAD cases across all five CWEs.
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Figure 4. LLM builder, then SAT verifier: Juliet test-case
outcomes for the five temporal-memory-safety CWEs. Suc-
cessful GOOD and Successful BAD denote cases for which
the tool correctly accepts GOOD examples or rejects BAD
examples, respectively.
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Figure 5. Percentage of supported GOOD Juliet C test cases
where the LLM builder provided a valid p-model.

Figure 5 reports the percentage of supported GOOD ex-
amples that were correctly recognized by the POM imple-
mentation as memory-safe, using the LLM-based builder to
provide the p-model. This is highest for CWE-416 at 95%
and lowest for CWE-415 at 72%, with a mean of 84%.

Figure 6 shows that our whole-program SAT-based ana-
lyzer supported 90% of the temporal memory safety Juliet
C tests for both the GOOD and BAD sets of test cases. Our
implementation correctly recognized every BAD example as
memory-unsafe, and recognized 81% of all GOOD examples
(90% of supported GOOD examples) as memory-safe. (Un-
supported examples are conservatively treated as memory-
unsafe.) Test failures (9% in Fig. 6a) can result if the program
fails to comply with its p-model but is still memory-safe or
from imprecision of static analysis.

The evaluation also included a manual comparison study
on the dos2unix codebase (version 7.5.2) to assess automated
p-model construction on a real program. The dos2unix code
builds on Windows or Linux (with #ifdefs for both). It
has 4 kLoC, 49 functions, and 169 pointers (local, function
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GOOD Test Cases BAD Test Cases

Failing

Unsupported Unsupported

7

90%

81%

Passing Passing

(a) GOOD test cases (no vul).  (b) BAD test cases (vul present).
Figure 6. Whole-Program SAT Solver: Juliet C test suite
results. “Passing” means the tool correctly identifies the
presence or absence of the CWE.

arguments, or return values). There were no arrays of point-
ers?, structs, unions, or static pointers. Our study focuses
on the Linux build. We manually constructed a p-model
for the codebase, which serves as a reference model. We
then applied the LLM-based builder to the same codebase
and compared the generated p-model against the reference
model. In our study, the LLM correctly labeled 159 of 169
pointers (94.1%). Table 1 details the ten LLM labeling errors.
These experiments support the broader claim that LLM-
assisted p-model completion can substantially reduce mod-
eling effort while SAT-based verification preserves trustwor-
thiness by rejecting inconsistent models and exposing an
UNSAT core when the model and program do not agree.

7.2 Reasons for Failures

We used gpt-5.4-mini-2026-03-17 (with reasoning=high)
to analyze the failing GOOD test cases in Juliet. (Yes, this
is a different model than the one we used to generate the
p-models.) The LLM was provided with the source code,
the LLVM IR, the UNSAT core, and a description of POM.
We manually audited a subset of the results and confirmed
that the LLM was providing correct analysis. Table 2 details
the main causes of POM failures on GOOD test cases; these
cover 166 of the 206 failures on GOOD test cases. 95 of these
166 failures represented code that was actually memory-safe,
but violated POM constraints, and the remaining 71 failures
used code that foiled our static analysis.

8 Limitations
The POM design currently has the following limitations:

e Indirect calls (i.e., calls via function pointers). We
do a simple interprocedural analysis to try to discover
the possible target functions. The indirect call is then
replaced by a nondeterministic switch (with one branch

2For the Windows build, there are copies of the argv array, but they are
#ifdefd out in the Linux build.
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for each possible callee). Our analysis flags cases that it

cannot handle, so that a callsite can be marked as pos-

sibly missing potential callees. If no possible targets
are found, the call is treated as a no-op.

Interprocedural structs. Our implementation cur-

rently does not support structs with pointer fields that

are accessed across multiple functions.

e Recursive data structures. Linked lists, trees, and

other recursive heap structures are not yet supported.

We have designs and test examples for singly linked

lists and supporting them is future work. Doubly

linked lists are not currently supported by our design.

Independent field borrowing. Borrowing a field of

a struct currently borrows the entire struct; Rust-style

per-field borrowing is future work.

e Generalizing realloc(). Rather than having code
to handle realloc() specifically, generalize the POM
p-models to specify different end states for function
success and failure.

e Interior scopes. Pointers to locals that escape an in-

ner scope but not the function are not caught, because

LLVM IR does not preserve inner-scope boundaries.

Unions. Pointers in unions require further modeling.

Globals. We currently do not support static pointers.

Multi-threading. So far, we have considered only

single-threaded code.

9 Related Work

Memory-safety violations are a major source of vulnerabil-
ities and have been extensively studied [10-12, 54]. These
primarily include temporal and spatial errors, as well as
invalid pointer values, memory leaks, and segment confu-
sion. In this work, we focus on temporal memory safety by
tracking pointer ownership and checking compliance with
temporal safety constraints.

Several prior formal models have addressed temporal mem-
ory safety, with our approach specifically inspired by three
main directions [2, 50, 53]. First, our approach builds on
CERT POM [53], which allows developers to formally spec-
ify temporal memory-safety constraints via a p-model, which
can be partially inferred using static analysis and automati-
cally validated. We extend POM by enhancing its memory-
safety coverage through explicitly tracking pointer lifetimes.

Second, our approach is influenced by Rust’s borrow
checker, which ensures comprehensive memory safety, in-
cluding thread safety and controlled concurrency [2, 22]. Our
approach supports a limited set of Rust features, specifically
those similar to Rust’s Box pointers and references, but does
not cover Rust’s reference-counted pointers. Translation-
based approaches such as DARPA TRACTOR [15] convert C
to Rust, but may use unsafe Rust code, thereby undermin-
ing Rust’s safety guarantees. Crown infers ownership con-
straints from C2Rust [19] output and solves them with SAT
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Table 1. LLM Builder on dos2unix: The 10 LLM Labeling Errors for dos2unix 7.5.2

Error Count Type Variable Notes

1 State fname_ret  The state is NULL vs. NULL | ZOMBIE. (But fname_ret is involved in a p-
model violation.)

2 Responsible rFN, rval The file is assigned from realpath(), which violates the p-model.

2 State InF, f The LLM does not know InF/f should be passed to fclose().

1 State argv The LLM thinks it can be NULL but is passed to ungetc(), which requires
a VALID pointer.

1 Responsible main(argv) The main(argv) variable should always be diligent.

3 Responsible main The LLM is confused by #ifdefs. Future work: Fix using unifdef or

preprocessed source.

Table 2. Error Classification for Juliet

Error Count Summary

Notes

Type

55 Borrow/write conflict

40 Returning a pointer to
stack/local storage

38 Loop Imprecision

33 free() guarded by

global or static flag

Here, &data is taken twice (dataPtr1 = &data;
dataPtr2 = &data;) and then data is written
to directly while the borrows are still live.

A function returns an invalid pointer, which
pointed to stack space provided by alloca(),
but that pointer is never used.

Has a loop that iterates exactly once (as in for (i
= 0; i < 1; i++)). Memory safety depends
on the number of iterations being exactly one.

The call to free() is guarded by a conditional
such as “if (global_or_static_flag)”, so

Memory-safe, but vio-
lates the p-model

Memory-safe, but vio-
lates the p-model

Insufficient static
analysis
Insufficient static
analysis

the flag is always true.

to refactor raw pointers into safer Rust pointer types [62]. Its
monotonicity assumption avoids alias analysis and enables
high scalability. In contrast to translation approaches, POM
can be used when the code must remain C.

Third, our approach aligns conceptually with the Resource
Acquisition Is Initialization (RAII) paradigm from C++ [7, 14,
50]. RAII systematically associates resource lifetimes—such
as dynamically allocated memory, file handles, and mutex
locks—with object lifetimes, encapsulating resource acquisi-
tion in constructors and resource release in destructors.

Other approaches to guarantee memory safety in C in-
clude extending the language with memory-safe pointers [38,
63, 64]. For instance, Checked C [16] extends C by intro-
ducing checked pointers that explicitly specify bounds for
objects and arrays, allowing compile-time verification or run-
time checks. Even though some semi-automated approaches
have been suggested to transpile C into Checked C code [26],
this method still requires rewriting large parts of the code
base into a safe language, which limits its practicality. The
MSA tool helps port C code to Checked C [35], and like
our builder and verifier, it uses compiler-generated ASTs,
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static analysis, and LLMs to deal with complexity. MSA also
uses symbolic inference, unlike our system. Zhou et al. ex-
tend Checked C with temporally safe fat pointers that use
in-place keys and object locks, checking key-lock agreement
dynamically on dereference [64]. Their design improves
fat-pointer practicality by exposing distinct safe and legacy
pointer types for incremental compatibility; POM instead
leaves ordinary C pointer representations unchanged and
checks ownership/lifetime constraints statically, imposing
no runtime metadata or checks.

Silva et al. pursue a “Rust borrow checker for C” via
source-to-source transpilation, annotations, and MIR-like
normalization, using an intraprocedural NLL-style analysis
to enforce Rust-like ownership and aliasing constraints [46].
Instead of transpilation, POM records a C-specific owner-
ship/lifetime discipline in a separate p-model and uses SAT to
check the original C program for temporal-safety violations.

Alternatively, C-Rusted [4] incorporates Rust-inspired
concepts like ownership and borrowing through standard C
macros that vanish after preprocessing, enabling static anal-
ysis without altering compiler behavior. Its analyzer detects
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errors such as NULL pointer dereferences, memory leaks,
and use-after-free, but extensive manual annotations limit
scalability for large legacy codebases. Similarly, SafeMD ap-
plies Rust-inspired ownership to C for repair: assuming the
input already satisfies exclusive ownership, it tracks each
allocation’s owner, inserts free at last-use candidates, and
selects patches via exact cover [59]. POM is complementary
and broader: it does not repair leaks, but checks an explicit p-
model for leaks, double frees, invalid frees, null dereferences,
and use-after-free without first translating or rewriting the
program into an exclusive-ownership subset.

Cyclone [21] and CCured [40] are influential approaches
to memory safety in C. Cyclone introduces a safe dialect with
region-based memory management and unique/borrowed
pointers, while CCured retrofits legacy code using whole-
program inference and hybrid static/dynamic checking.

Another approach is to extend pointer structures to in-
clude bounds information, inserting run-time checks during
compilation to ensure memory accesses remain within al-
located regions [23, 47]. While effective, this modification
introduces significant run-time and memory overhead [23].

Other approaches to temporal memory safety build on the
low-overhead Capability Hardware Enhanced RISC Instruc-
tions (CHERI) architecture [17, 18, 27, 56, 58], which provides
spatial memory safety and has ongoing standardization ef-
forts with significant industry involvement [27, 56]. CHERI
enforces memory safety using capabilities with hardware
support. These approaches are not available on mainstream
CPUs (e.g., Intel x86-64 and AMD64) since CHERI requires
capability registers, tagged memory, or hardware-enforced
bounds checks for pointers. CHERI dynamically traps during
execution to prevent memory safety violations, while the
POM implementation detects potential temporal memory
safety violations in the code so code can be fixed prior to
execution - both POM and CHERI could be used.

Model checking techniques [8, 9, 25, 41, 44, 60] represent
a general approach for verifying memory properties but face
scalability challenges due to their precise modeling of pro-
gram memory. In contrast, our approach, although targeting
only a subset of memory-safety properties, aims to be light-
weight, scalable, and efficient.

VIP targets a different design point: it verifies C programs
with integer-pointer casts by using a verification-oriented
memory model in which programmers make pointer prove-
nance explicit, e.g., via copy_alloc_id [25]. POM instead
targets temporal heap-safety properties: it records owner-
ship/lifetime intent in a p-model and uses SAT to check
the C program, rather than modeling low-level provenance
through integer-pointer casts.

10 Conclusion and Future Work

This paper describes our approach to demonstrate that our
POM design can be used to prove partial temporal memory
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safety in C code. We highlighted and detailed our POM
design, code evaluation, tool design methodology, validation
tool, and testing. We developed code for automating p-model
creation (via SAT solver and via LLM) and validation (via
SAT solver) as well as an automated testing framework to
run experiments. We tested how accurately the SAT solver
and LLM populated the p-model for some codebases.

Using an LLM for p-model generation support is intended
to lower manual effort and increase correctness, but it risks
hallucinations that cause the verifier to say that the program
does not comply with the p-model. Our test results provide
indications that despite some hallucinations, automation of
p-model generation and validation is feasible with limited
manual effort. Our design is intended to help developers
avoid, identify, and fix temporal memory-safety issues with
its mental model, automated p-model generation, and auto-
mated verification. If successful, our design could improve
the security and functionality of much of the huge amount
of C code currently in use, at a low cost (due to automation)
and with no performance reduction.

Future work will investigate the effectiveness of different
LLMs and prompt designs for p-model generation. We plan
to study interactions between out-of-scope pointers and re-
sponsible/irresponsible pointers in data structures such as
doubly-linked lists and reference-counted pointers, and to
extend our design to support these cases. Finally, we aim to
expand C coverage by supporting static/global pointers and
pointer tracking through integer and non-pointer casts.
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A Proof Sketch of Soundness

We want to prove: If the program satisfies all POM con-
straints (see Sections 5 and 4.2) with no out-of-scope pointers,
then no use-after-free or double-free errors occur.

For simplicity, we will work with the following small
LLVM-like IR instruction set (no structs, unions, or arrays):

e t = malloc() e free(t)

et = load p e store t, p

e t =call(a_l, ..., a_n) e t_ 2 = t_1

e br label e return t

e br nondet(), label_if_true, label_if_false
e t =phi [v_1, label_1], [v_2, label_27, ...,

[v_n, label_n]

We make the following simplifying assumptions:

e malloc() always allocates a fresh address (never NULL
or an address of previously allocated memory). Each
allocated heap block is exactly big enough to hold a
single pointer.

e All called functions, other than malloc() and free(),
are defined by the program. (So, e.g., no realloc.)

o The liveness analysis (for determining lifetimes of vari-
ables) is correct.

e Function summaries are correct; that is, each summary
safely over-approximates the state changes and borrow
relations induced by the corresponding function.

e Each IR variable has an associated type that records
pointer depth (e.g., distinguishes int#* from int#*x),
and the program is well typed.

e Every IR variable is defined before being used, so there
are no uses of uninitialized variables. (However, the
contents of malloc’d memory is uninitialized.)

e The entry point main takes no arguments.

Concrete states. A concrete execution state consists of
(1) a mapping of locations to values and (2) a mapping of
allocated blocks to either live or freed. A pointer value is
either NULL, uninitialized, or the address of a heap block.

Live C-paths. We say that a C-path p is live in a concrete
state if (1) the root of p is live and (2) every dereference
needed to evaluate p follows a pointer to a live block.

Effective Mutability. Suppose that a pointer-valued vari-
able p; points to another pointer p, in memory. Recall that,
when loading p, into a variable v via “vo = load p,”, if p; is
non-mut, then v is constrained to also be non-mut even if p,
is mut (mutable). So, even if the C-path *p; is marked mut,
it is effectively non-mutable if p; is non-mut. In light of this,
we define a notion of effective mutability (emut) as follows:

mut(x) if x is root of C-path
emut(p) A mut(xp) if x = *p

emut(x) = {

We say that a C-path is write-enabled if it is effectively
mutable, is not marked as a zombie, and has no outstanding
borrows.

Notation for dereference chain. Let us write “*'p” to
denote a C-path rooted at p with i dereferences. So, *%p is p,
*1p is *p, *x2p is **p, etc.

Use-after-free and double-free events. A use-after-free
error can occur only when an instruction dereferences a
pointer whose concrete value is the address of a freed heap
block. The dereferencing instructions are load and store. A
double-free error consists of calling free(t) on an already-
freed block. Thus, it suffices to prove:

1. immediately before every load p and store t, p,
the pointer p does not point to a freed heap block; and

2. immediately before every free(t), the pointer ¢ does
not point to a freed heap block.

A key observation is that the generated constraints require
dereferenced pointers (and pointers passed to free) to not be
zombies. Therefore, if we prove that every live C-path whose
concrete value is a dangling address is abstractly marked
zombie, then we have established that use-after-free and
double-free are impossible.

We proceed by induction on the execution trace. Let the
trace be

To =71 = —>1Tn

where each step either corresponds to the execution of one
instruction or traversing a control-flow edge from the post-
point of one instruction to the pre-point of a successor
instruction. Let us write “zombie(p, 7;)” as shorthand for
“zombie(p, t)” where t is the program point to which z; cor-
responds. The inductive invariant has a few parts:

o sy (Single writer): Every memory location is pointed
to by at most one write-enabled live C-path.

Iyo (Unique owner): For every live heap block B, at
most one live location holds a non-zombie responsible
pointer to that block.

I; (Zombie state predicates are sound): For every
C-path p that is live at 7;: If p concretely holds an
uninitialized or freed pointer at z;, then zombie(p, 7;)
is true. (Note: the good predicate is needed to detect
memory leaks, and the null predicate is needed to
detect null pointer dereferences, but neither is needed
to detect use-after-free or double-free.)

Igc (Borrow info is complete): For every live heap

block B with a unique responsible owner o:

— For every live C-path q (other than o itself) that con-
cretely points to B, the current borrow information
records that q is a transitive borrower of o.

Lemma: The above invariants hold true at each point in the
execution trace.
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Base case. In the base case, at the start of the program, all
the invariants are trivially true.

Inductive case. We proceed by a case split on the instruc-
tion type. Most of the cases are straightforward, and we omit
them for brevity. A few interesting cases we discuss below:

e “t = load p” (where ¢ is of pointer type):
— C-paths with changed values are ¢, *t, **t, etc.

— Isy: To show that sy is preserved, we need to show
that, for each *'t, if it is live and write-enabled, then
there isn’t another write-enabled live C-path point-
ing to the same memory location. By the inductive
hypothesis, right before the load, if *'*1p is live,
write-enabled, and points to a memory location L,
then it is the only live write-enabled C-path that
points to L, and after the load, it will no longer be
write-enabled because it will have a borrow to *'t,
which in turn becomes write-enabled. If *'*1p isn’t
live or write-enabled before the load, then neither
will %t after the load.

— Iyo: The load instruction changes the value of a
single location, namely that of the variable t. If  is
irresponsible, then Ijjo trivially still holds after the
load. If t is responsible, then POM constraints zomb-
ify the pointer stored in *p, so that ¢ becomes the
sole live location holding a non-zombie responsible
pointer to the heap block that ¢ points to.

— Iz: For C-paths rooted at something other than ¢, I,
clearly still holds after the load. For C-paths rooted
at t, the state propagation and deep-copy constraints
ensure that I still holds after the load if it held
before the load.

— Ipc: If t is responsible, then POM constraints permit
the load only if there are no outstanding borrows
from *p, so there is no borrow information to update.
If t is irresponsible, then POM records a borrow from
*p to t, from **p to *t, and so on up thru the pointer
depth from the type information, ensuring that Ipc
remains valid after the load.

2

e “store t, p™:

— The store writes the pointer value in ¢ into the mem-
ory location pointed to by p. Thus the C-paths whose
values may change are *p, xxp, *x*p, etc., together
with their location aliases.

— Isw: The instruction writes the value of t to the
location pointed to by p. POM constraints require
p to be write-enabled. Therefore, by the inductive
hypothesis for Isw, no other write-enabled C-path
points to the same memory location as p. When t is
copied to *p, if t is responsible, it is zombified (move
semantics), leaving *p as the sole write-enabled path.
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If ¢t is irresponsible, a borrow is recorded from ¢ to
*p (and recursively for deeper dereferences), which
removes write capabilities from t while granting
them to *p (and recursively for deeper dereferences).

Iyo: If t and *p are responsible, the constraints en-
force move semantics, meaning ¢ gets marked as a
zombie, and *p becomes the new unique owner.

Iz: State propagation constraints require *'*!p (and
its location aliases) to inherit the zombieness of %'t
for i € {0, ..., ptr_depth}.

Igc: If t is responsible, POM requires it to have no
outstanding borrows prior to the move, so there is no
borrow information to update. If ¢ is irresponsible,
POM records a direct borrow from *'t to *'*!p for
i €{0,..., ptr_depth}.

o “free(p)™
— The concrete effect of free(p) is to mark the heap

block pointed to by p as freed. Also, p gets marked
as a zombie (unless p is NULL, in which case the
free instruction is a no-op).

Isw: We need to establish that any newly write-
enabled live C-paths do not point to a memory loca-
tion that is also pointed to by another write-enabled
live C-path. Suppose that, before the free, there was
a live write-enabled C-path r pointing to a location
L, and this C-path r gets killed by the free. By the
inductive hypothesis, before the free, r was the only
write-enabled live C-path that pointed to L. After the
free, the C-path that r was borrowing from (let’s call
it g) now has no outstanding borrows, so g becomes
write-enabled, and the number of live write-enabled
C-paths pointing to L remains 1.

Iyo: The free instruction does not change any pointer
states from zombie to non-zombie, nor does it in-
troduce new heap blocks or change the contents of
existing heap blocks, so Iy is preserved.

I: If the concrete value stored in p is NULL, then the
instruction is a no-op, and I is trivially preserved.
Otherwise, if p is not NULL, then the concrete value
stored in p after the free is a dangling pointer to
the freed block, and p gets marked as a zombie. By
Io, p was the unique responsible owner of B. There
cannot be any other live C-path pointing to the freed
block, because POM constraints forbid calling free
on a C-path with outstanding borrows. Therefore
every live C-path that concretely holds a dangling
pointer after the free is marked zombie, so I is
preserved.

Ipc: The borrow information is updated as described
above for Isy.
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