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1 Summary
In this project, we explore parallel seam carving via two programming models: OpenMP and
CUDA. Seam carving is an algorithm for image resizing that does not distort important parts of
the image, unlike cropping or scaling. It does this by finding seams of least importance in an
image and removing them. In this project we remove vertical seams, which is a path of pixels
connected from top to bottom in an image with one pixel in each row. After implementing a
sequential version, we implemented parallel versions of seam carving using OpenMP and CUDA.
In addition, we introduce and compare two types of parallelism to deal with data dependencies:
row-based and triangle-based. With OpenMP, we achieved an approximately 6x speedup over the
sequential program using 16 threads on the Pittsburgh Super-computing Center (PSC) machines.
With CUDA, we achieved an overall speedup nearly 30x using the GHCmachines with the NVIDIA
RTX 2080 GPU.

2 Background

2.1 Definition and Examples
Seam carving works by finding and removing the least important seams in an image. In this
project, we only consider vertical seams but our ideas could be easily extended to horizontal
seams as well. A seam is defined as a connected path of pixels from the top to the bottom of the
image that includes one pixel in each row with pixels in adjacent rows having columns at most 1
apart (i.e. a pixel in row 𝑟 and column 𝑐 is connected to pixels (𝑟−1, 𝑐−1), (𝑟−1, 𝑐), (𝑟−1, 𝑐 +1)
in the row above and similarly (𝑟 + 1, 𝑐 − 1), (𝑟 + 1, 𝑐), (𝑟 + 1, 𝑐 + 1) in the row below).

Suppose we have some image with dimensions W × H where W > H and we want to reduce the
size such that W = H.
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As seen in the figure, compressing the image causes the castle to be distorted, and cropping the
image results in part of the castle being cut off. With seam carving, it appears as if the image is
unchanged, since the castle and person both look the same, and only the less interesting sky is
removed from the picture. From this example, it is clear that seam carving is an effective resizing
method that preserves important image properties.

2.2 Input, Output, and Data Structures
As input, we take in a bmp image with dimensions W × H. We chose to use this image format
to utilize an open-source bitmap library for loading and saving images [1]. The output is the
seam-carved bmp image. The only key data structures we maintain are simply vectors and arrays
for storing the image data and any intermediate pixel data, such as the gradients. Pixels are
represented a RGB values.

2.3 Seam Carving Algorithm
There are three main steps to the seam carving algorithm: computing the gradient of each pixel,
computing minimum seam costs, and finding the minimum cost seam and removing it. These
three steps are repeated until the desired number of seams is removed.

2.3.1 Computing Gradients

To compute the gradient of a pixel we need RGB values of the four surrounding pixels (left, right,
above, below). To calculate the gradient of a specific pixel, we used the dual-gradient energy
function. Let 𝑅((𝑥1, 𝑦1), (𝑥2, 𝑦2)), 𝐺((𝑥1, 𝑦1), (𝑥2, 𝑦2)), 𝐵((𝑥1, 𝑦1), (𝑥2, 𝑦2)) represent the differ-
ences of the red, green, and blue values between pixels with coordinates (𝑥1, 𝑦1) and (𝑥2, 𝑦2).
Then, let

𝑓𝑥 = 𝑅((𝑥 − 1, 𝑦), (𝑥 + 1, 𝑦))2 + 𝐺((𝑥 − 1, 𝑦), (𝑥 + 1, 𝑦))2 + 𝐵((𝑥 − 1, 𝑦), (𝑥 + 1, 𝑦))2

𝑓𝑦 = 𝑅((𝑥, 𝑦 − 1), (𝑥, 𝑦 + 1))2 + 𝐺((𝑥, 𝑦 − 1), (𝑥, 𝑦 + 1))2 + 𝐵((𝑥, 𝑦 − 1), (𝑥, 𝑦 + 1))2

Here, 𝑓𝑥 represents the gradient in the 𝑥 direction and 𝑓𝑦 in the 𝑦 direction. Combining these
gives us gradient(x,y) =

√︁
𝑓𝑥 + 𝑓𝑦 , the gradient of a pixel with coordinates (x,y). As an example,

suppose we have the following pixel and neighboring values:
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Given this data, the gradient of the center pixel can be calculated as

𝑓𝑥 = (249 − 258)2 + (209 − 200)2 + (101 − 109)2

= 226

𝑓𝑦 = (247 − 257)2 + (207 − 204)2 + (107 − 102)2

= 134

𝑔𝑟𝑎𝑑(𝑥, 𝑦) =
√
226 + 134

= 18.97

2.3.2 Computing Seam Costs

To find the overall minimum seam, we first compute for each pixel, p, the minimum cost of a seam
starting at the top of the image and ending at p. We define the cost of a seam as the sum of the
gradients in the seam. Therefore, the minimum cost seam will be the one corresponding to the
minimum value in the last row. We can compute this using the following dynamic programming
algorithm. We iterate through the image row by row, leaving the first row unchanged. For the rest
of the rows, we update each pixel’s gradient value by adding the minimum (updated) gradient
value of its connecting pixels in the previous row (above and to the left, directly above, above and
to the right). For instance, let 𝑔(𝑥, 𝑦) represent the gradient value of pixel (x,y). Its updated seam
cost value will be

𝑔(𝑥, 𝑦) = 𝑔(𝑥, 𝑦) + 𝑚𝑖𝑛(𝑔(𝑥 − 1, 𝑦 − 1), 𝑔(𝑥, 𝑦 − 1), 𝑔(𝑥 + 1, 𝑦 − 1))

In this way, each pixel’s updated gradient value will be the cost of the minimum seam ending in
it as desired. For a more concrete example, a matrix of gradients is transformed in the following
way: 

1 2 3 4
5 6 7 8
9 10 11 12
13 14 15 16

 =⇒


1 2 3 4
6 7 9 11
15 16 18 21
28 29 31 34


2.3.3 Finding & Removing the Minimum Cost Seam

After computing the minimum seam costs for each pixel, we can then find the minimum seam
to remove. To do this we find the pixel with the smallest updated gradient (calculated from the
previous step) in the last row. This is guaranteed to be the minimum cost seam since all seams
start at the top and end at the bottom of the image. From here, we backtrack up the image row by
row, tracing the seam and removing the corresponding pixels. Eventually, we will have removed
one pixel from each row, forming a seam. Using the same matrix as before, we see we should
remove the following seam 

1 2 3 4
6 7 9 11
15 16 18 21
28 29 31 34
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2.4 Parallelization Observations
Computing Gradients: This portion of the algorithm can be completely parallelized since each
pixel’s gradient calculation is independent of other pixels. The main challenge here is to tune the
granularity of work distribution to achieve the best speed-up to scheduling overhead ratio.

Computing Seam Costs: From our dynamic programming algorithm, it’s clear that there are
data dependencies. Each row relies on the values of the previous row. This limits our parallelism,
especially since most images are only a couple thousand pixels wide. Simply parallelizing pixels
in a row and computing rows sequentially is likely not very scalable as thread scheduling overhead
increases. Therefore, we will later introduce an idea called triangle based parallelism to better
schedule the dependencies in a more scalable way than row-based parallelism.

Finding & Removing Minimum Cost Seam: This portion of the algorithm is inherently sequen-
tial since the pixels we look at depend on the pixel from the previous row that had the minimum
seam cost. There is likely not much parallelism to be gained here and the major challenge will be
to minimize the overhead introduced by the parallel programming models.

3 Approach

3.1 Triangle-Based Parallelism
Before we dive into specific implementation details, let us introduce the idea of triangle-based
parallelism. As discussed above, the data dependencies of the seam carving algorithm make
parallelizing the second step (computing minimum seam costs) difficult. The naive method of
row-based parallelism doesn’t have enough work to parallelize over, causing the overhead of par-
allelism to reduce speedup significantly. Triangle-based parallelism presents a clever trick to in-
crease work per thread by analyzing the data dependency. To see how triangle parallelism works,
consider the following image below, where a square represents a pixel. We can see that it is
possible to divide up a rectangular shaped image into triangles of base 𝐵 and height

𝐵

2
+ 1.

Suppose we want to calculate the minimum gradient for the pixel where the red dot lies. We
notice the value depends on the three pixels surrounding it from above. We can extend this to
all the pixels in the blue triangle and we notice that for each pixel in the blue triangle, we are
able to calculate the min gradient using only the pixels contained within the blue triangle. With
this idea, we can then compute all the blue triangles in parallel, and then we can compute all the
red triangles in parallel, since they only depend on pixels in the already computed blue triangles
and within the red triangle itself. This allows us to not only schedule more work per thread
(compute a triangle rather than just one pixel) but also reduce the amount of synchronization.
With row-based parallelism, we would have to synchronize threads at the end of each row. Using
triangle-based parallelism, we only need to synchronize after computing all the blue triangles and
once more after the red triangles. In the figure above, there are 5 rows, meaning we would have
to synchronize 5 times when using row-based parallelism but only 2 times using triangle-based
parallelism. Finally, to generalize this idea further, we can tune the triangle base sizes. Each
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blue-red triangle grouping creates a rectangular strip. We can use this method with any sized
image by simply partitioning the image into multiple rectangular strips and repeating the steps
described above. Note that the rectangular strips must be computed in serial fashion since the
second layer of blue triangles will depend on the first layer’s red triangles. To visualize how we
can partition an image with multiple rows of triangles, we have included a graphic below, where
once again the blue represents the upper triangles and the red represents the lower triangles.

3.2 OpenMP Implementation
Our OpenMP implementation was targeted towards the PSC machines to utilize the full paral-
lelism of 128 cores. We represented our image as a 2D vector of RGB values.

3.2.1 Computing Gradients

As discussed, this step is trivially parallel and the only challenge is choosing the task granularity to
parallelize over. Originally, we tried parallelizing over all pixels (i.e. unrolling the 2D image into
one big array and adding a parallel for loop over that), but the overhead of scheduling the threads
and poor cache locality caused poor speedup. Therefore, in our final OpenMP implementation,
we used a nested for loop with a parallelized outer loop going over the rows and sequential inner
loop going over the columns. By partitioning at the granularity of rows, we got much better
speedup since the rows were on separate cache lines and less time was spent scheduling threads.

3.2.2 Computing Minimum Cost Seams

To parallelize this step, we initially tried row parallelism before moving to triangle parallelism.

Row Parallelism: In this method, we parallelize over the pixels in a row. Therefore, we used
the same nested loop as in the computing gradients section, but we parallelized the inner loop
rather than the outer due to data dependencies. However, it was quickly clear that the speedup
due to this approach was limited and not very scalable to larger amounts of threads since most
images are not very wide and there is very little work to do in each thread because each thread
simply adds the minimum of three values.

Triangle Parallelism with Tasks: Next, we implemented the triangle parallel method as described
in section 3.1. Since we have to compute all the upper triangles first before the lower triangles,
we made a function to compute the gradients in the upper triangles and another function to
compute the gradients in the lower triangles. We made each upper and lower triangle into a
task, but to ensure correctness in respect to the dependencies, we had a taskwait after computing
gradients in the upper triangles and another one after computing gradients in the lower triangles.

5



Triangle Parallelism with/without Scheduling: The task method provided some speedup but it
was not the most desirable due to the synchronization overhead of taskwait as well as splitting
up the threads into a master task creator thread and a bunch of task worker threads. It would
be more efficient to have all threads be worker threads. We then tried using just a "parallel for"
for the gradients in the upper triangles and another "parallel for" for the gradients in the lower
triangles (i.e. each thread would compute one triangle in its entirety). This reduced the overhead
we saw when using tasks and improved speedup significantly. We then tried several scheduling
algorithms but found the default one to work the best. This is likely because each triangle has a
similar amount of computation so static scheduling works well. From there, we tuned the triangle
base length and found that 90 pixels seemed to provide the best speedup.

3.2.3 Seam Removal

In the end, we did not parallelize this step in OpenMP since this portion is inherently sequential.
We tried parallelizing by sequentially marking the pixels to remove and then removing them in
parallel, but the overhead of launching these threads proved to be more than the actual speedup
gained. This is likely due to our representation of the image as a 2D vector, which already has
efficient inserting and removing capabilities as well as the fact that images are only a couple
hundred to thousand pixels high so there isn’t enough work to warrant the parallelism overhead.

3.3 CUDA Implementation
Our CUDA implementation was targeted towards the GHCmachines to take advantage of the RTX
2080 GPU. Due to constraints with cudaMalloc(), We represented our image by as a 1D array of
RGB values by unrolling the previous 2D representation.

3.3.1 Computing Gradients

Unlike OpenMP, in CUDA we have many more threads. Since most of the overhead is in launching
and killing the kernel, we can get the best speedup by splitting the work up at the lowest granu-
larity, a pixel.

Blocks: We spawned 1024 threads per block, which is the maximum. In addition, we launch
512 blocks for a total of 524,288 CUDA threads. We chose this distribution because most images
have a couple million pixels, so this number of CUDA threads strikes a good balance between
scheduling overhead and giving each thread enough work.

Thread workload: To load balance, we used an interleaving method in order to take advantage
of CUDA SIMD execution model via warps. This method performed much better than blocking
pixels based on empirical data.

Shared Memory: Finally, we also tried to put only the necessary pixels within shared memory,
since we noticed each thread will access the global memory 4 times to obtain the pixels. The
illustration below highlights the method: if the red block is our current block, then before calcu-
lating the gradients, each thread would load its corresponding pixel to avoid the multiple accesses
to global memory (border threads would have to load the pixels in the ghost border to satisfy data
dependencies).
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However, we soon found this approach wasn’t very helpful and did not show speedup. Although
accessing shared memory is much faster than accessing global memory, our algorithm only reads
4 global values from memory. Switching to shared memory would still require 1 global read to
copy the value into shared memory and 4 shared memory reads for the neighboring pixels. On top
of that, before calculating the gradients, we would need to sync threads to guarantee the shared
memory has been fully populated. This overhead dominates any global memory read. Since there
are no writes in this step, there were no cache evictions and the overhead of copying and calling
sync threads dominates the small benefits of shared memory.

3.3.2 Computing Minimum Cost Seams

Row Parallelism: Our initial naive attempt to parallelize computing the minimum seam cost was
using row parallelism like we did in OpenMP. To do this, we launched a kernel for each row and
spawned one thread per column. Since launching a kernel has overhead, we also tried launching
one kernel to go through all the rows. However, because of the data dependencies, we needed
to sync threads after each row. The only way to do this in a kernel is via __syncthreads(), which
means we can only have 1 block. Since the maximum number of threads per block is 1024, this
greatly reduces the resources we can use.

Triangle Parallelism: A key observation here is that in the row parallelism method, we needed
to launch a kernel for each row. However, using triangle parallelism with a triangle base of 𝐵,
each rectangular strip of upper and lower triangles has a height of

𝐵

2
+ 1. Since we launch two

kernels per strip (one for upper triangles and one for lower), this means we only need to launch

2𝐻
𝐵
2 + 1

=
4𝐻
𝐵 + 2

kernels, where H represents the height of the entire image. This means that triangle base length
and number of kernel launches have an inversely proportional relationship. Initially, we tried
the same approach as in OpenMP and divided the work by triangle, meaning each thread would
complete an entire triangle. However, like with computing the gradients, this didn’t fully utilize
resources due to small image sizes. Therefore, we changed our approach to instead have multiple
threads work on each triangle. Due to the data dependencies, it’s necessary for the triangle to be
traversed row by row, but the columns can be parallelized, so we assigned each thread a column
and threads would first check if they were within a valid triangle and compute the minimum seam
cost. To visualize this, consider the following graphic with a triangle base of length 4.

Here, threads 1-4 work on the first row of the triangle and are synced before moving on to the
next row. This idea can be extended to an arbitrary number of triangles and threads as long as
a triangle doesn’t span across a block since there’s no way to synchronize threads across blocks.
This approach improved the speedup significantly, but the overhead from having to sync threads
every row of the triangle made it suboptimal, especially on larger images where the overhead
built up since there are more rows.

Triangle Parallelism with Warps: The ability to vary the triangle base size allowed us to take ad-
vantage of CUDA warps since threads in a warp run in lockstep. This means that there’s an
implicit thread synchronization after each instruction in a warp. On our machine, the warp size
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is 32 threads, so by changing the triangle base size to 32 pixels, we were able to remove the
explicit thread synchronization after each triangle row. This approach was much more scalable
and provided good speedup even on both smaller and larger images. The difficulty in this step
was finding the thread-to-pixel mapping. Since the threads are no longer explicitly synchronized,
it’s important that each pixel in a triangle is being computed by threads in the same warp. This
required re-mapping threads to pixels as the lower triangles are offset relative to the upper trian-
gles.

3.3.3 Seam Removal

Naive Attempt: Since this part is inherently sequential due to its dependencies, we originally tried
to put the sequential code and launch a kernel with 1 block and 1 thread to both find the mini-
mum cost seam and remove it. However, since the image is represented as one contiguous array
of pixels, we can’t just use erase() like we did in OpenMP. Instead, the method we used to remove
a pixel is to copy all the pixels into a new array except for the pixel we would like to remove. As
expected, this was much slower than the sequential remove seam because we essentially need to
copy over all the pixels, and we had additional overhead of launching kernels.

Separating Seam Search and Removal: Since we now need to copy all of the pixels, it makes sense
to parallelize that step. In our second attempt, we split the task into two steps: seam search and
seam removal. The seam search step was the same as before: a kernel with 1 block and 1 thread
was launched to find the minimum cost seams and store the pixel indices. Then, in the seam re-
moval step, we launch 512 blocks, each with 1024 threads. With this many CUDA threads, each
thread only needs to work on a few pixels of the image and copy into the appropriate position by
comparing the pixel index with the pixel index to remove. Since they are all copying into different
addresses, we can perform this copy in parallel. By parallelizing the copying step, we were able to
achieve speedup over the sequential version despite the inherently sequential nature of this step.

4 Results

4.1 Experimental Setup
In order to measure speedup, we used the sequential version as a baseline. In order to verify
correctness, we diffed the output files of the sequential and parallel programs and ensured they
were identical. To also ensure that our approach scales in terms of image size, we tested and
measured speedup on images of varying sizes. In our experiments, we compared speedups when
removing 100 seams. We chose 100 seams as it kept the image at a reasonable size, ran relatively
fast, and clearly showed visual effects. Additionally, this number provides stability as the run time
of removing a seam can vary based on a variety of factors. Figure 1 shows an image outputted by
our program.

Figure 1: Example seam carved image outputted by the program after removing 100 seams.
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4.2 OpenMP
We collected all our data for the OpenMP implementation on the PSC Bridges machines. We first
show some data we collected to arrive at the final parallel algorithm and then the overall speedup.
We collected data on a medium image (1428 × 968) and a large image (6144 × 6144).

4.2.1 Row vs Triangle Parallelism

To visualize the benefits of triangle parallelism over row parallelism, we ran experiments on the
medium and large images and plotted the speedup with varying thread counts.

Figure 2: Speedup of Row vs Triangle Method on Medium Image

Figure 3: Speedup of Row vs Triangle Method on Large Image

From these experiments, it is clear the the triangle method performs much better in both images
and in all higher thread counts.

4.2.2 Thread Speedups

We ran our final OpenMP implementation with different numbers of threads and measured the
time and speedup for each function shown in Tables 1 through 4. For reference, the blue tables
contain the timing data and the purple tables contain the speedups.
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Table 1: Timing Data for Medium Image

Table 2: Thread speedups for Medium Image

Table 3: Timing Data for Large Image

Table 4: Thread speedups for Large Image
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From Table 2 and Table 4, we see that for both the medium and large images, the find gradient
function scales very well as expected since it’s completely parallel. For finding the minimum seam
costs, as we increase the number of threads, there is more speedup, but eventually, the overhead of
spawning threads dominates, and speedup decreases. A similar trend happens with remove seam.
This trend is to be expected as both have large data dependencies. After some data analysis, we
concluded that in both images, 16 threads gave us the highest speedup.

4.2.3 Final Speedup Graph

Since we found that our algorithm works best with 16 threads on the given images, we collected
our final speedup data using 16 threads.

Figure 4: OpenMP Overall Speedup Graph on Medium and Large Images with 16 Threads

Both the find gradient and find minimum seam costs functions show speedup, as expected. How-
ever, the remove seam function is actually slower since it is still run sequentially, but we now also
have the overhead of spawning and killing threads. Despite that, we still get an overall speed up
of 5-6 times over the sequential version.

4.3 CUDA
For CUDA, we ran our experiments using the GHC machines. For the experiments, we used a
small image, a medium image, and a large image (of sizes 548 × 371, 1428 × 968, 6144 × 6144,
respectively).

4.3.1 Row Parallelism vs Triangle Parallelism

As discussed in the approach section, we began our CUDA implementation with row parallelism,
then we transitioned to triangle parallelismwith explicit thread synchronization (naive), and then
finally triangle parallelism with implicit synchronization (warps). Figure 5 shows the run times
when removing 100 seams on each of the three images from which we can see that the triangle
method is faster than the row method for the small and medium images, but not for the large
image. This indicates that the naive triangle method is not scalable, since with more triangles,
thread synchronization overhead increases. If we take a look at the triangle method with warps,
we see that it is faster than the row method in all images. The naive triangle method and triangle
method with warps performs about the same with medium and small image, but we can see a
vast improvement in the large image which shows that it’s much more scalable.
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Figure 5: Plot of Timing Data for Row and Triangle Methods

4.3.2 Final Speedups

Table 5 and Table 6 show the individual step timing data for the sequential implementation and
CUDA implementation on all three images. This data is used to generate the speedup plot in
Figure 6 from which we see that similar to OpenMP, the find gradient function showed great
speedup since that function is highly parallelizable. For finding the minimum seam cost, we
see that as the image gets larger, we see increased speedup as we can take advantage of more
computational resources. For seam removal, we also are able to see great parallelism on the large
image since the overhead of the parallelism no longer dominates due to the amount of work we
have when copying over the new image. Overall, we are able to see speedup on all three images.
This implementation is very scalable as seen by the nearly 30x speedup on the large image.

Table 5: Timing Data for Sequential

Table 6: Timing Data for CUDA
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Figure 6: Plot of speedups for CUDA

5 Final Thoughts

5.1 Takeaways
This project helped us better understand the challenges and advantages of parallel programming.
In the real world, many interesting problems have dependencies, and finding a way to efficiently
perform computation can save valuable resources. Overall, we were able to achieve large speedup
by analyzing the problem and creating optimized solutions.

5.2 Parallelism Limitations
On the algorithm side, our speedup was limited by finding the minimum cost seam, as there are
data dependencies. Also, it was limited by the actual removing of the seam since that step is inher-
ently sequential and difficult to parallelize. On the problem space side, our speedup was limited
by the input size. Most images are only a few million pixels, which provides less opportunity to
fully utilize parallel resources. This is evident in OpenMP where we found the best speedup to be
16 threads when we actually had 128 cores available. Therefore, we would likely achieve even
greater speedup on bigger images. Finally, on the hardware side, we could get better speedup
with greater memory bandwidth. This is because the computation done for each pixel is relatively
cheap (finding the minimum cost seams simply requires taking the min of three floats) whereas
accessing global memory when reading old pixel values and writing new pixel values is expensive.

5.3 Execution Time Breakdown
For OpenMP, we took a look at the breakdown of each function for the medium and large im-
ages. For the medium image, the finding gradients function took 26% of the time, computing
the minimum seam costs took 60% of the time, and removing the seam took 14% of the time.
For the large image, the finding gradients function took 21% of the time, computing the mini-
mum seam costs took 19% of the time, and removing the seam took 60% of the time. We see
that as the image gets larger, most of the time gets spent on the removing seam, as that is the
sequential portion in the algorithm. This implies that there’s room for improvement in seam re-
moval at larger image sizes. Potential ideas are to dynamically change seam removal between
sequential and parallel version (used in CUDA) based on image size. Another idea would be to
simply mark pixels to remove, modify the algorithm to ignore these pixels, and only perform the
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actual removing once 100 seams have been marked to be removed. This would prevent modifying
the underlying image data structure many times, which is expensive for large images, but would
likely make the other steps more expensive since minimum cost seams are generally located near
each other, which means some threads would have to traverse far into the array to find the next
valid pixel to perform computation on, causing potential poor load balancing.

For CUDA, we also looked at the breakdown of each function for the medium and large images
(the small image profiled similarly to the medium image). For the medium image, the finding
gradients function took 5% of the time, computing the minimum seam costs took 67% of the time,
and removing the seam took 28% of the time. For the large image, the finding gradients function
took 16% of the time, computing the minimum seam costs took 46% of the time, and removing
the seam took 38% of the time. Most of the time here is spent in the computing minimum seam
costs step. This is likely because we limited our triangle base size to 32 pixels to align with our
machine’s warp size. An obvious way to improve this would be to utilize a machine with larger
warp sizes. On the algorithm side, finding a cheap synchronization method could allow triangle
base sizes to increase. Also, since the triangle has different widths at different levels, some threads
are idle. In fact, for a triangle of base width 32, 30 threads would be idle when computing the last
layer of the triangle since there’s only two pixels there. Greater speedup could be accomplished
via clever scheduling to perhaps repurpose these idle threads to start working on other triangles
that have had their dependencies satisfied. Finally, our remove seam algorithm relied on copying
most pixels to a new array due to the 1-dimensional representation.

Finally, our image representation as contiguous memory might not have been the most optimal.
It’s possible that representing an image as a linked list could provide better speedup as we would
have O(1) removal. However, this is only a speculation as the additional overhead and loss in
memory locality from this change could easily dominate any speedup. This would likely only
work well for very large inputs and thread counts to help hide the overhead cost, which isn’t too
relevant to this problem since most practical images aren’t that big.

6 Workload Section
Steven: 50% - research openMP implementation, research triangle parallelism method, imple-
mentation of sequential, openMP, fine tuning for CUDA, OpenMP and CUDA experiments, final
report writeup

Helen: 50% - research sequential algo, research CUDA implementation, implementation of se-
quential, openMP, CUDA, fine tuning for OpenMP, OpenMP and CUDA experiments, final report
writeup
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