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ABSTRACT
With the growth of wearable devices, numerous health and smart
building applications are enabled. As a result, many people wear
multiple devices for different applications, such as fitness tracking.
Being able to match devices’ physical identity (e.g., smartwatch on
Bob’s left forearm) to their virtual identity (e.g., IP 192.168.0.22) is
often a requirement for these applications, especially when different
people could use the same device –e.g., home, gym equipment– or
be worn in different places. Context-aware sensing, utilizing the
insight that co-located sensors detect the same events, has been
used to establish such association ubiquitously. However, challenges
arise with the growing number of on-body devices, and existing
approaches fail to distinguish where the devices are on the body.

In this paper, we presentWhereWear , a human pose estimation
based calibration-free wearable device identification mechanism
through ambient sensing of vision (camera in the environment)
and motion (IMU in wearable devices). Our system utilizes the
key fact that the orientation change of the devices is related to
the orientation change of the body part where the device is on,
and matches each device’s physical and virtual identities at the
bodypart –any part of the body between two joints, e.g. forearm,
thigh, etc.– resolution. We evaluate the proposed mechanism on a
publicly available dataset, where multiple human subjects perform
activities with 13 devices on their body. Our system demonstrates
up to 64% device identification accuracy on average and up to 2.7×
improvement over existing baselines with five simultaneous users.
With only one user, it achieves up to 92.2% accuracy.

CCS CONCEPTS
• Computer systems organization → Embedded and cyber-
physical systems; • Networks→ Cyber-physical networks.
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1 INTRODUCTION
Wearable devices have become ubiquitous in people’s lives, where
they provide continuous information about the user’s physical con-
dition and activities. They enable various applications, such as e.g.,
fitness tracking [3], heart rate monitoring [3, 13], muscular fatigue
monitoring [15, 16], sweat sensing[6]. However, with the growing
number of wearable devices, it becomes cumbersome to manually
calibrate or match the device’s physical identity and location (e.g.,
accelerometer on your right thigh) to its virtual identity (e.g., Sensor
7, with MAC address AA:BB:CC:DD). Traditionally, this association
was performed by the user by, for instance, manually pressing a but-
ton on each sensor worn or pairing them through a 3rd-party app.
When there are multiple people sharing devices (a home or a gym),
performing this procedure before each use can limit the adoption
rate of such devices and applications. Furthermore, a successful
device identification can enable the fusion of multiple sources of
information about the user’s activity or performance. For example,
heart-rate sensor data could be enhanced by sports analytics –like
stride length, ground contact time – coming from a gym camera if
the camera can figure out how to communicate (virtual identity)
with the device or the user it sees. Therefore, associating the physi-
cal and virtual identities of these devices through different systems
quickly and automatically is crucial for enabling and exploring
more personalized services with shared smart infrastructures. Prior
works on calibration-free or interaction-free matching schemes
often rely on the shared context sensed by wearable devices on the
same body [9, 17, 27]. However, due to the noisy sensing data and
the dynamic sensing environment, it is difficult if not impossible to
achieve sub-body level –bodypart 1 level– identification resolution.

We present WhereWear , a calibration-free wearable device iden-
tification scheme through ambient sensing of bodypart motions.
In particular, a camera in the environment captures the pose of
every person (within the field of view) and analyzes the motion of
each bodypart by estimating its 3D orientation. Simultaneously, the
wearable devices’ inertial sensors track the changes in their orienta-
tion over time. Then, WhereWear estimates the alignment between
the camera’s and each device’s coordinate frames and compares

1We employ the term bodypart to refer to any part of the human body between two
"consecutive" joints, such as the forearm, torso, thigh, etc.
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Figure 1:WhereWear system overview.

the orientation signals of each bodypart-device combination, asso-
ciating the ones with highest similarity. Finally, the contributions
of this work can be summarized as follows:

• A system for wearable device identification with bodypart
level resolution using on-device inertial sensors and a cam-
era. The identification is possible even under occlusion (e.g.,
device covered by clothing) or when several users simulta-
neously wear multiple devices.

• A novel algorithm to estimate the likelihood that the motion
sensed by a 3D inertial sensor corresponds to the motion of
a bodypart (e.g., person 1’s left forearm) observed by a 2D
(traditional RGB) camera.

• Evaluation in a public dataset containing five human subjects
wearing inertial sensors on 13 different parts of their bodies
while they perform different types of activities.

The rest of the paper is organized as follows. We first introduce
our system and detail the functionality of each component in Sec-
tion 2. Then, we evaluateWhereWear in a publicly available dataset
and compare our results to existing device identification baselines
in Section 3. Next, we discuss the prior works in this area and how
our work distinguishes from them in Section 4. Finally, we conclude
the paper in Section 5.

2 WHEREWEAR SYSTEM OVERVIEW
Our system, WhereWear , targets the wearable device identification
problem, i.e., associating devices’ physical ID –where people wear
them– to their virtual ID, such as their MAC address.WhereWear

can work with any traditional 2D camera to capture the physical
motions of a user, which it then matches to the motion detected
by the 3D IMU (Inertial Measurement Unit: 3-axis accelerometer,
gyroscope and magnetometer) on wearable devices. We specifically
address the following challenges in this work:
✓ combining the different sensing modalities of 2D image and

3D orientation sensing,
✓ multiple devices worn by the same/different user, and
✓ non-line-of-sight to the device(s).
To achieve that, WhereWear relies on the insight that wearables

must be located on some part of the body. Therefore, even without
directly seeing a device, its motion can be estimated by analyzing
the motion of every part of the body of every person detected in an
image. Figure 1 reflects the architecture of our system. The camera
images are first processed through a Human Pose Estimation mod-
ule (Sec. 2.1). Then, for each pair of connected joints (e.g., wrist and
elbow determine the forearm bodypart), the Vision-based Bodypart
Orientation Estimation module (Sec. 2.2) computes the plane of pos-
sible 3D orientations that correspond to the observed 2D bodypart
coordinates. Section 2.3 explains how to obtain 3D orientation mea-
surements from inertial sensor readings. Next, the Bodypart–IMU
Alignment module (Sec. 2.4) details our optimization formulation
to find the rotation offset between the two joints that determine a
bodypart and the IMU reference axes, and then between those two
and the camera coordinate frame. Finally, the most likely location of
each wearable is output by the Device Identification via Hungarian
Assignment module (Sec. 2.5).

2.1 Human Pose Estimation
Leveraging human pose information for device identification serves
two purposes. On the one hand, human visual appearance and
poses have a well-studied distribution, which leads to rather highly
accurate models, as opposed to visually identifying each possible
wearable device in an image. On the other hand, it allows our system
to eliminate the line-of-sight constraint to the device: as long as
the user can be seen, a device covered by clothing (e.g., under a
shirt) may still be localized and identified. As previously discussed,
WhereWear relies on the intuition that the motion of any device
worn by a person should be closely related to the motion of the
bodypart where it is placed (e.g., chest for a hear-rate monitor). In
order to analyze that motion, the Human Pose Estimation module is
responsible for determining the position of each joint for all people
in the image (see Figure 3b for an example output). With recent
advancements in this Computer Vision task, these can be robustly
estimated in real-time. Furthermore,WhereWear’s algorithm does
not rely on any particular implementation of this module, hence
any improvement in the state-of-the-art of Human Pose Estimation
would contribute to even higher device identification accuracy.

2.2 Vision-based Bodypart Orientation
Estimation

Once the joints of every person in the image have been localized,
Figure 2 shows the concept of our orientation-based device identi-
fication scheme. With a single (monocular RGB) camera, projected
2D joint locations (PA,PB) cannot uniquely determine the actual
3D positions (JA, JB) since depth information is missing –i.e., JA
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Figure 2: 3D human pose (joints JA and JB, e.g. elbow and
wrist) is mapped to the 2D camera (PA, PB). These projected
points allowus to compute the visual orientation plane (red),
determined by its normal vector nAB. The wearable device
(orange circle) is carried somewhere along the limb JAJB. We
can find a vector f (which rotates with the device’s orienta-
tion) such that in the absence of noise f always lies on the
visual orientation plane (or at least f · nAB is minimized).

could be anywhere along the line lA. However, they do define a
visual orientation plane (shown in red in Figure 2) that specifies
valid orientations for the device. The intuition behindWhereWear
is that, over time, the wearables’ IMU orientations should match
those of the bodyparts on which they are worn, such as the forearm
for a watch. This plane is defined by the lines lA and lB, therefore:

nAB = jA × jB (1)
Figure 2 demonstrates the image plane in the pinhole camera model.
The image plane is perpendicular to the camera’s viewing direction
zC axis. It is also situated a distance of focal length fL in front. The
image plane axes u and v are parallel to xC and yC respectively, and
offset by cu and cv (image center). We define the pixel coordinates
of joint JA projected on the camera as PA = (uA,vA). Then we can
denote the vector jA in camera coordinates as: jA = (uA−cA, vA−
cv, fL) (same for jB). With these denotation, we rewrite Eq. 1 as:

nCAB(t) =
©«

fL (vtA −vtB),
fL (utB − utA),

(utA−cu )(v
t
B−cv ) − (utB−cu )(v

t
A−cv )

ª®¬ (2)

2.3 Device Orientation Acquisition
Estimating device orientation by fusing accelerometer, gyroscope
and magnetometer readings has been long studied [4, 11]. The ori-
entation is typically output as a rotation with respect to a fixed
frame of reference, which most of the times is determined based
on the gravitational and magnetic fields, such as the North-East-
Down convention. However, this may not be case since the mag-
netic field tends to be unreliable in indoor environments. Therefore,
WhereWear still has to align each device’s orientation to the body-
part orientations obtained through Eq. 2.

2.4 Bodypart–IMU Alignment
Since the IMU’s and camera’s axes are not aligned, this module
solves an optimization formulation to find the best alignment. Fig-
ure 2 shows the IMU’s local frame (IL superscript), which rotates
with the wearable device (in orange). The IMU’s fixed reference,
denoted IMU world frame (IW superscript), is used for reporting

orientation as a 3x3 rotation matrix RIL-IW(t). However, not only is
the time-invariant rotation from the IMU’s world frame to the cam-
era axes (RIW-C) unknown;WhereWear also needs to find the vector
f that determines the relationship or offset between the IMU’s axes
and the bodypart vector JAJB. Once everything is aligned, f should
always lie on the visual orientation plane. Therefore, we formulate
the bodypart–IMU alignment as the following optimization:

argmin
R IW-C,f IL

∑
t

���fC(t)⊤ · nCAB(t)
��� =

=
∑
t

����(RIW-C RIL-IW(t) f IL
)⊤

· nCAB(t)
����

subj. to (RIW-C)T = (RIW-C)−1

det (RIW-C) = 1

∥f IL∥ = 1

(3)

where a⊤ · b denotes the dot product between vectors a and b. We
take the absolute value inside the summation because we are only
interested in the magnitude of the angle between f and nCAB.

2.5 Device Identification via Hungarian
Assignment

Finally, once we find the optimal coordinate alignment RIW-C for
each bodypart–IMU pair, we define a score to measure how well
both orientations match. The intuition is that, if we are observing
the same bodypart where the IMU is worn, both orientations should
follow each other tightly. On the contrary, IMU orientation should
be uncorrelated to all bodyparts other than the one where it’s
carried, so they should differ over time. We chose the mean dot
product and call this metric the pairwise matching score, which is
therefore defined for each bodypart–IMU combination as:

score =
1
t

∑
t

��� fC(t)⊤ · nCAB(t)
��� (4)

Last, WhereWear computes an NIMU × Nbodyparts score matrix
S based on Eq. 4 and uses the Hungarian method for the linear
assignment problem [8] to produce the IMU to bodypart mapping
that minimizes the total sum of assigned scores in polynomial time,
that is, it outputs the most likely location for each wearable device.

3 EVALUATION
WhereWear associates the wearable ID to the most-likely body-
part they are on. To understand the factors that affect the system
performance, we conducted experiments on a publicly available
dataset, where a camera and on-body IMUs capture body motions,
and evaluate the wearable device identity accuracy.

In this section, we first describe the public dataset used in this
work (Section 3.1). Next, we introduce the experimental implemen-
tation and the baseline algorithm (Section 3.2). Finally, we compare
the results from bothWhereWear and the baseline (Sections 3.3).

3.1 Dataset Description
We re-used a public dataset [24] to evaluate our system, where
cameras were installed to capture occupants moving within a 6×4m
area in a room. Each human subject had 13 IMUs placed on the body
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IMUs

(a) (b)

Figure 3: Public dataset experimental settings. (a) In total 13
IMU devices are placed on the test subject. (b) An example of
movement and joints detected by human pose estimation.

as pointed out in Figure 3a. The dataset contains data from five
human subjects. Figure 3b shows another example of the frames in
the dataset, the type of movements conducted by the subjects, and
the pose detected by the Human Pose Estimation module.

Moreover, the dataset only provides single-person data. In order
to evaluate the case where there are N people in the same scene, we
extract N different segments from the whole dataset, and feed all of
the detected joint locations as well as all #Devices per person × N
IMUs into our algorithm, as if all N people were simultaneously
present in the room.

3.2 System Implementation
We comparedWhereWear to our prior work on IoT device pairing
via heterogeneous sensing introduced in UniverSense [18] (adapted
for the 3D scenario). UniverSense compares the acceleration of
the device sensed by its IMU and the displacement of the device
sensed by the camera (double-differentiating it to obtain acceler-
ation) and computes the IoT device–camera matching score from
these (Section 3.2.1). Then, Section 3.2.2 discusses the details of our
WhereWear implementation.

3.2.1 Baseline: 3D Acceleration Matching. We established our base-
line based on UniverSense, which constrained user motion to a 2D
plane parallel to the camera at a fixed depth, and implemented a 3D
version. We use the state-of-the-art 2D pose estimation framework
OpenPose [2, 26] followed by a 2D-to-3D human pose estimation
model [12].We define a hyperparameterα j ∈ [0, 1] to specify the rel-
ative placement of the IMU along a given bodypart by interpolating
between two joints. We differentiate twice using a Savitzky-Golay
filter [18, 23], converting displacements to accelerations.

3.2.2 WhereWear. OurWhereWear implementation is based on the
system design in Section 2. For video processingwe use Pythonwith
OpenCV and OpenPose [2, 12, 26] for 2D human pose estimation.
Since this model runs frame-by-frame, we added a simple joint-
based tracking layer on top to correctly follow the same person’s
bodyparts over time. Finally we implement our bodypart–IMU
alignment algorithm described in Section 2.4 in Matlab, using its
Optimization Toolbox to solve Equation 3. Unless otherwise noted,
we use a window length of Tw = 10s and only consider the IMU
and visual data within that segment for device identification.

(a) One person

(b) Three people

(c) Five people

Figure 4: Average device identification accuracy for 13 body-
parts when there are one, three or five people in the scene.

3.3 Results and Analysis
We analyze our system with different parameters to demonstrate
its performance under different movements, number of people, and
bodyparts. We compare the average device identification accuracy
for each case investigated.

3.3.1 Bodyparts. The placement of the sensor affects the system
performance significantly. Our system holds the assumption that
the target wearable devices are on rigid bodyparts (otherwise the
orientation of the device might differ from the joint–joint detected
orientation), therefore we evaluate on all 13 IMU locations in the
dataset to verify our system assumption. Figure 4 demonstrates the
average device identification accuracy when there are one, three,
and five people detected by camera simultaneously. The x-axis is the
bodypart where the IMU is located, and the y-axis is the accuracy,
averaged out over 50 trials of Tw =10s each. Figure 4a shows the
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Figure 5: Wearable device identification accuracy as a func-
tion of the number of people simultaneously present in a
scene. Note WhereWear’s robustness to increasing people
density compared to the baseline.

results when there is only one person present in the scene. The
average accuracy of 13 devices using the baseline method is 24%.
The lower arms performed the best, with accuracies of 40% and 52%.
WhereWear achieved an average of 47%. The sensors that are placed
on a rigid bodypart, i.e., eight sensors on arms and legs, achieved
the highest identification accuracy, and their accuracy reaches 61%
on average with only 10 seconds of data.

We further evaluate the cases where there are three and five
people detected in the same scene in Figures 4b and 4c. The average
device identification accuracy for baseline methods are 12.4% and
9% respectively (random guess is 7.7%). And our system achieved
40% and 37% identification accuracy, which is 3 to 4× improvement
compared to the baseline. The eight sensors on rigid bodyparts
achieved an average accuracy of 57.5% and 54.5% respectively, which
is comparable to the case where there is only one person in the
scene. For the rest of the evaluation, we are going to focus on these
eight sensors whose placement fits our system’s assumption.

3.3.2 Number of People. Number of people is another important
aspect that affects our system performance. When there are more
people in the scene, more bodyparts that may have similar motion
may get confused with each other. From the results in Section 3.3.1,
we observe that the accuracies of both the baseline and our methods
decreased when more than one person are in the scene. We further
evaluate this factor more systematically with the eight sensors
placed on the rigid bodyparts. Figure 5 shows the average accuracy
when from one to five persons appear in the scene at the same time.
The x-axis is the number of people. We observe that the baseline
method shows a consistent decreasing trend (42%, 25%, 22%, 16%,
and 15%, overall 24%). Our method, on the other hand, achieves
70% accuracy for the one person case, and achieved 61%, 64%, 62%,
and 61% for the two to five person cases, which demonstrates the
robustness against higher people density compared to the baseline
with an overall 64% accuracy, a 2.7× improvement.

3.3.3 Window Length and Activity Types. The longer the tracking
window, the more distinguished or unique a device’s movement is
–in that window– compared to other devices. Therefore, we further
evaluate our system using different window lengths. We selected
a shorter (5 seconds) and a longer (20 seconds) window length

Figure 6: Wearable device identification accuracy using dif-
ferent window lengths (5s, 10, 20s). Asmore data is observed,
the system is able tomake better predictions. Also, activities
with more unique bodypart motions yield higher accuracy.

compared to the default Tw = 10s used in the rest of the evalua-
tion. Figure 6 shows the average accuracy when different activities
(labeled from the public dataset) are conducted. We observe that
for the activity of acting, where the motion of the body is richer
than in the rest of the activities, the accuracy for all three window
lengths is higher than other activities, which are 64%, 80%, and
92% respectively. RoM shows the lowest accuracy (28%, 39%, and
59%) due to the lack of leg motion involved. Even with that, as the
window length increases, the accuracy increases as well thanks to
the accumulated uniqueness from small movements.

4 RELATEDWORK
We focused on two types of related work here: 1) pairing systems
that utilize shared sensing information; and 2) vision-based de-
vice/object identification.

4.1 IoT Pairing through Sensing
We summarize the sensing-based pairing schemes in two categories:
active and passive. Yang et al. proposed to pair devices by sensing
unique muscle EMG signals [28]. Our prior works pair devices
by detecting IoT device motion through their IMU and a camera
[18, 21, 22]. These are active pairing schemes that are fast and
straightforward, even without traditional input such as keyboard
or QR codes. On the other hand, these proactive pairing methods
still require human involvement, which can be cumbersome. Passive
pairing schemes often rely on contextual sensing to achieve pairing.
Lester et al. are pioneers in identifying two co-located devices on
the same body [9]. Miettinen et al. achieve secure pairing through
shared context information [14]. Han et al. then further extend this
concept to heterogeneous sensing [5].

WhereWear achieves device association in a semi-proactive way
–it is also based on the intuition that the shared sensing events
between an ambient camera and on-body IMU(s) can be used to
identify the physical location of each device. Unlike prior works,
WhereWear does not require prior knowledge of the relative po-
sition between wearable devices and the camera to achieve fast
identification, nor does it make any assumptions about their motion.
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4.2 Vision-based Device/Object Identification
Vision-based device or object identification methods mainly fall
into two categories: object recognition and device motion matching.

Object/marker recognition. If an object/device has a unique
appearance, vision-based object recognition methods can distin-
guish the object/device in the image frame [1, 7, 10, 19]. For ex-
ample, Lowe et al. introduced scale-invariant features for object
recognition [10]. Belongie et al. presented their approach using
shape contexts [1]. These object/marker recognition based methods
are active, meaning that the user would have to manually scan
every single wearable to associate their physical and virtual IDs.
Therefore, they do not meet our application requirements.

Object/device motion matching. Prior works on human mo-
tion matching through different sensing modalities have been ex-
plored for various applications. Trumble et al. combine multiple
cameras and inertial sensors to improve the human pose tracking
accuracy [24]. However, requiring multiple cameras may not be a
realistic assumption for one sensing area in everyday life. Marcard
et al., on the other hand, achieved 3D human pose estimation with
IMUs and cameras on mobile devices [25]. However, their goal is
to obtain accurate human information such as posture and does
not address the challenges of identity association. Prior works have
also studied motion matching for device identity association. Ruiz
et al. utilized the shared motion information of an object detected
by different sensors to identify the device, with the assumption
of accurate visual object recognition [20]. However, they focused
on the actuation of the device to increase the uniqueness of each
devices’ motion. Nguyen et al. leverage the shared motion detected
by the camera and the fluctuation reflected in the WiFi signal to
associate the device to the user holding it [17]. However, due to the
detection resolution of the WiFi signal, the system cannot achieve
body-part resolution in terms of device identity association.

5 CONCLUSION
In this paper we presentedWhereWear , a wearable device identity
association scheme using multi-modal sensing. Our system lever-
ages the shared bodypart orientation detected by wearable devices
as well as a camera in the ambient environment to achieve the as-
sociation. WhereWear shows robustness towards different number
of users in the scene. Compared to the state-of-the-art baselines,
our system achieved up to 64% device identification accuracy on
average, which is a 2.7× improvement with five users in the scene,
evaluated on a large-scale public dataset. When there is only one
user,WhereWear achieves up to 92% device identification accuracy.
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