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Introduction

Recent advances in machine learning have made deep neural networks (DNNs) a fundamental building block
of deployed services and applications. However, training DNNs is time-consuming and error-prone and serving
trained DNNs is computationally expensive. Tuning hyperparameters improves the efficiency of DNN training
and serving, as well as the final accuracy of the model. However, almost all of these hyperparameters are
static, chosen once at the beginning of training. In this thesis, we show that, to improve the efficiency of
ML processes and the accuracy of the resulting models, one should consider making static hyperparameters
adaptive, thus allowing them to fluctuate to changes during to state of training and deployment conditions.
Historically, the learning rate is a hyperparameter that has seen heavy optimization [21, 32, 33, 35, 37,
40, 41, 43, 45] due to its leverage on final accuracy and speed of training. Adative learning rate schedulers
such as Adam [21], AMSGrad [35], AdamW [33] are now commonplace in DNN training and have shown the
effectiveness of adapting to the current state of training. In our work, we apply adaptive hyperparameter
tuning more broadly, extending this principle to other hyperparameters besides the learning rate, that have
traditionally been considered static. In our work, we aim to provide evidence to support the following thesis
statement: Using runtime information to dynamically adapt hyperparameters that are traditionally static,
such as emphasis on individual training examples, augmentation applied to those examples, and the weights
updated during transfer learning, can increase the accuracy and speed of ML training and inference.
• Dynamic Stem-Sharing for Multi-Tenant Video Processing (Section 3).
First, we explore Mainstream, a new video analysis system that jointly adapts concurrent applications
sharing fixed edge resources to maximize aggregate result quality. We show that the optimal allocation
of resources and processing rate of each application depends on deployment conditions (e.g., compute
capabilities of the edge device and the currently deployed applications). Based on the available resources
and mix of applications running on an edge node, Mainstream automatically determines at deployment
time the right trade-off between using more specialized DNNs to improve per-frame accuracy, and
keeping more of an unspecialized base model (shared between all deployed applications) to reduce
resource contention and process more frames per second. Experiments with several datasets and event
detection tasks on an edge node confirm that Mainstream greatly improves mean event detection
F1-scores relative to a static approach of retraining only the last DNN layer and sharing all others
(“Max-Sharing”) by 71%, or to the common approach of using fully independent per-application DNNs
(“No-Sharing”) by 29X.
• Adaptive Importance Sampling for Training Large Datasets (Section 4).
Second, we analyze Selective-Backprop (SB), a mechanism for accelerating learning and reducing final
error by dynamically determining which training examples to prioritize. Selective-Backprop uses the
output of a candidate training example’s forward pass to decide whether to use that example to compute
gradients and update parameters or to skip immediately to the next candidate. Selective-Backprop
is self-paced, automatically adapting selectivity to the state of the network; it decides whether to
backpropagate an example with a probability proportional to its loss. Consequently, Selective-Backprop
will disproportionately focus on examples that have more to teach the network. This choice is adaptive
because examples considered “useful” will vary over time. For instance, at the beginning of training, all
examples are novel and therefore should be trained on. However, over time, only a subset of examples
will be classified incorrectly and therefore are likely to have more to teach the network. Evaluation on
MNIST, CIFAR10, CIFAR100 and SVHN, across a variety of modern image models, shows that this
mechanism converges to higher accuracy and has faster convergence-per-trained-example compared to
static approaches.
• Adaptive Augmentation for DNN Training (proposed work, Section 5).
Third, to further explore the benefits of dynamic hyperparameter optimization, we propose a case study
of data augmentation. Typically, data augmentation is performed uniformly across all training examples.
However, with Selective-Backprop, we show that not all training examples are equally challenging.
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Therefore, we aim to reduce training time and improve final error by prioritizing augmentation of
challenging training examples and choosing transformations that are high impact. We aim to provide
an onine mechanism, which compared to other approaches will be able to adapt to fluctuations in
the training process and be more mathematically lightweight. In Section 5, we propose building and
evaluating Selective-Augment (SA), a system that dynamically determines examples that should be
augmented, how much augmentation to apply to the training dataset and what kind of augmentation
will be effective. We will evaluate SA’s ability to improve accuracy and speed up training.

2

Background

This section describes some additional background of our work, including DNN training, DNN inference and
background about a motivating application, event detection.

2.1

DNN Training and Inference

A machine learning (ML) model is a parameterized function that performs a task. Training is the process of
learning parameter values (called weights) such that the model will approximate the desired function with
some measure of accuracy. For example, when training an image classifier, one might examine labeled input
images and use gradient descent to find a set of weights that minimizes a loss function over the labels. Using
the trained model to find the function’s output given a new, unlabeled input is called inference.
DNNs are a class of ML models that usually have a large input space, such as the pixels of an image. A
DNN can be represented by a graph where nodes are organized into layers; each node computes a function of
its inputs, which are outputs from the previous layer.
The “deep” in DNNs refers to their many layers. Increasingly, successful applications of DNNs have largely
been the result of building models with more layers that take larger vectors of inputs [39, 24, 13, 42]. The
success of these models has hinged critically upon the arrival of very large, labeled datasets for training [9, 31, 4].
The training process iterates over a labeled dataset, with items being passed forward through the network to
determine losses; gradients derived from these losses are then back-propagated (backpropped) to adjust DNN
model weights. Traditionally, all examples in the dataset are used every epoch, and training progresses over
many epochs. After several epochs, the model is able to produce accurate outputs for many items in the
training set.

.6
.1
.1
.2

(a) Base DNN model

.1
.1
.8

(b) App. #1’s DNN model

.2
.7
.1

(c) App. #2’s DNN model

.2
.7
.1
.1
.1
.8
(d) As executed in MS

Figure 1: Fig. 1a depicts a base DNN trained from scratch for its task. Fig. 1b and Fig. 1c show two new
task DNNs, fine-tuned against the base DNN. App. #1 freezes more layers during training than App. #2.
Fig. 1d shows how Mainstream runs the applications concurrently. Layers frozen by both App. #1 and App.
#2 can be shared.
Transfer Learning. Training these large models is notoriously hard. One often lacks sufficient labeled
data or computational resources to train such a model. Transfer learning is an alternative to training a model
from scratch. Here, a model that has already been trained on a similar task (a base DNN as in Fig. 1a), is
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used as an initialization point or feature extractor for the new target DNN. During training, a subset of the
old parameters are frozen and do not change. The remaining free parameters are then retrained on the new
task with a new training dataset (Fig. 1b and Fig. 1c). This process fine-tunes these parameters to achieve a
result comparable to end-to-end training on the entire DNN, but does so with much less data and at a much
lower computational cost. In practice, few practitioners train networks from scratch, let alone develop novel
network architectures. Transfer learning via one of a few popular neural networks is standard practice.

2.2

Motivating Applications

Image Classification. Image classification aims to assign one label from a set of categories or classes to each
image. For example, a 10-class classifier takes an input image and returns a 10-item vector of probabilities
representing the likelihood that the image belongs to each class. Top-N accuracy is the probability that the
correct label is among the top-N highest probability output labels. So, Top-1 accuracy indicates the fraction
of images that the model classifies correctly. We refer to this metric as the per-frame accuracy in the context
of video classification. Popular neural network architectures for image classification include ResNet [13],
InceptionV3 [42], and MobileNets [16]. Networks trained on ImageNet are popular base-DNNs for image
classification tasks.
Event Detection. We can also use DNNs to perform streaming event detection on a video feed. We
define an event as a contiguous group of frames containing some visible phenomenon that we are trying to
identify: e.g., a cyclist passing by, or a puff of smoke being emitted. One way of doing event detection is to
perform image classification across a sequence of frames. An event is detected if at least one of the contiguous
frames is sampled, analyzed, and correctly labeled. Previous works [29] have also used this existence metric
to measure recall and precision of range-based queries. (Event detection is not to be confused with object
detection, where the goal is to locate an object in a single frame. Indeed, object detection is another way of
performing event detection.) We evaluate event classification applications by measuring the event F1-score,
the harmonic mean between event recall and event precision. The event recall reports the proportion of
ground truth events identified. The event precision reports the proportion of classified events that are true
positives. Note that these metrics are relative to the detection of events across multiple frames and are
distinct from per-frame metrics (e.g., Top-1 accuracy).

3

Adaptive Stem-Sharing for Multi-Tenant Video Processing

Mainstream optimizes the training and deployment of DNNs performing real-time video analytics by dynamically determining which weights are fine-tuned during training and the processing frame rate during inference.
Mainstream exploits partial-DNN (deep neural network) compute sharing among applications trained through
transfer learning from a common base DNN model, decreasing aggregate per-frame compute time. Since
sharing in Mainstream relies on portions of the networks to have identical weights, model weights that are
fine-tuned by an application cannot be shared at deployment time. Therefore, the number of layers that are
fine-tuned dictate not only the model’s per-frame accuracy but its ability to run efficiently. In Mainstream,
we explore the case study of event detection using image classifications (described in Section 2.2). Since
we are performing video analysis, the processing rate of the network also influences both the application’s
quality and resource demands. By dynamically varying both the amount of specialization and processing
rate, Mainstream greatly improves mean event detection F1-scores relative to a static approach of retraining
only the last DNN layer and sharing all others (“Max-Sharing”) by 71%, or to the common approach of using
fully independent per-application DNNs (“No-Sharing”) by 29X.

3.1

Mainstream

Sharing computation between DNNs. When supporting multiple inference applications on a single
infrastructure, the common approach is to execute every application’s DNN model independently. We refer to
this as a “No Sharing” approach. To avoid redundant work, Mainstream instead computes results for DNN
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Figure 2: Conflicting consequences of DNN compute sharing. (a) shows the frame processing rate for 1–8
concurrent event detection applications as a function of the fraction of the InceptionV3 DNN they share, from
No-Sharing on the left to sharing all but the last layer (Max-Sharing) on the right. The experiments are run on
the hardware described in Section 3.2.1. (b) shows Top-1 accuracy as a function of the fraction of unspecialized
layers for three popular DNN architectures (ResNet-50 [13], InceptionV3 [42], and MobileNets-224 [16]) using
six of the datasets described in Table 1. We trained each classifier using all three network architectures
but omitted some curves for brevity. The horizontal axis starts from fully specialized DNNs on the left to
only the last layer being specialized on the right; recall that potential computation sharing is limited to the
unspecialized layers.
layers common to multiple concurrent applications just once and distributes the outputs of shared stems to
the specialized layers of all sharing applications. This is analogous to common subexpression elimination
used in other domains, e.g., optimizing compilers or database query planners.
Fig. 1 illustrates how compute sharing can be leveraged when two DNNs are fine-tuned from a common
pre-trained model and have some unspecialized layers in common. Compute sharing can significantly affect
per-frame computation cost and improve throughput for a given CPU resource. Fig. 2a quantifies this effect.
It shows the throughput achieved by Mainstream running up to eight concurrent InceptionV3-based event
detection pipelines, as a function of how many DNN layers they have in common (i.e., their common degree
of specialization). With no sharing (the left-most points), adding a second application halves throughput,
which continues to degrade geometrically as more applications are added. Moving to the right, throughput
improves as more layers are shared. When all but the last layer are shared, additional applications can be
run at very low marginal cost.
On the other hand, there are costs to enabling sharing by leaving many layers unspecialized. In particular,
the per-frame accuracy of a model may be lower when only a few layers are specialized. Fig. 2b shows the
effect of specialization on per-frame accuracy for several combinations of DNN architectures and classification
tasks. As expected, accuracy decreases slowly as less-specialized networks are employed (and hence more
sharing is enabled)— with a large decrease occurring only when the fraction of the network specialized is very
small. This characteristic enables Mainstream to share large portions of the network with low accuracy loss.
Adaptive management of the sharing opportunity. Since transfer learning is so commonly used
by ML developers, and base models are shared within organizations and on the Internet, there may be many
opportunities to exploit inter-DNN redundancy in the unspecialized layers. Most developers either use a
popular default of specializing only the last layer (which is great for sharing potential, at the potential cost of
model accuracy) or determine the degree of specialization based on the amount of training data available,
since retraining too many layers without sufficient training data leads to over-fitting. Notably, each developer
decides independently.
The problem with this approach is that the impact of sharing computation on application quality depends
on factors only known at deployment time: the set of concurrent applications and the resources of the edge
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node on which they are run. Hence, Mainstream defers the decision regarding how much specialization to
employ from application development time to deployment time.
Impact of sampling rate for event detection. Given the trade-off between per-frame accuracy and
frame processing throughput, picking the right degree of specialization is challenging. Consider an application
for monitoring environmental pollution from trains, which is being built using a train detector we deployed.
When the application detects a train coming into view, it triggers the capture of high fidelity frames of the
train’s smoke stack (for subsequent pollution analysis).
Increasing specialization to improve per-frame accuracy increases the probability of correctly classifying
frames containing trains— but reduces shared computation. This, in turn, leads to less frequent sampling,
which removes opportunities to analyze frames containing a particular view of a train. A higher frame rate
increases the probability that an event will be observed in more frames, creating more opportunities for
detection. So, the question becomes: should one sample more frames using a less accurate model or sample
fewer frames using a more accurate model?
Analytical model for event detection. The Mainstream scheduler navigates this “accuracy vs.
sampling rate” space by evaluating various candidate {specialization, frame rate} tuples. To do so, however,
the scheduler must be able to interpret the benefit at the application (not per-frame) level. Hence, we propose
an analytical model (sketched in Equations 1-4, below) that approximates the event F1-score for a given DNN,
given estimates of (a) event length, (b) event frequency, (c) the correlation between frames (discussed below),
(d) per-frame DNN accuracy, and (e) DNN analysis frame rate. The frame rate (e) comes directly from the
scheduler’s proposed tuple; similarly, the accuracy (d) associated with a given specialization proposal will
be available to the scheduler. Values for event length (a), frequency (b), and correlation (c) can either be
measured using representative video samples, or they can be estimated by the developer.
We are able to predict the application’s F1-score by estimating the expected number of frames per event
that we will have the opportunity to analyze and computing the probability that analyzing the set of frames
will result in a detection. The expected number of frames analyzed per event is dependent on the event
length and frame rate. The per-frame Top-1 accuracy represents the probability that we will classify any
individual frame correctly. However, this does not factor in the fact that sequential frames of an event may
be correlated in some way. We therefore introduce and estimate the inter-frame correlation, which measures
the marginal benefit of analyzing more frames of a single event.
The inter-frame correlation, corr , is based on conditional probabilities. For frames corresponding to an
event, if P(Xi ) and P(¬Xi ) are the probabilities of detecting or not detecting the event in frame i, respectively,
then P (¬X2 | ¬X1 ) is the probability of not detecting the event in frame X2 , given that we did not detect it
in frame X1 . This conditional probability can be measured empirically from training data. Relying on the
Kolmogorov definition, we can calculate the probability the event is detected in at least one of the two frames
as 1 − P (¬X2 | ¬X1 ) ∗ P (¬X1 ). This logic can be extended to approximate the probability of detecting the
event in N tries and to estimate recall.
To estimate recall, we calculate the probability that our DNN will correctly classify at least one frame of
an event using the following steps:
(

d
w.p. d−(stride%d)
stride

N =  stride
(1)
d
else
stride
Pmiss
Pmiss

1
N

= 1 − accuracyper−f rame
= corr

N −1

∗ Pmiss

recall = 1 − Pmiss

N

1

(2)
(3)
(4)

We use Eq. 1 to calculate N , the expected number of frames of the event that the model will process.
Here, d is the event length, and stride is the inverse of the frame rate. Equation 3 estimates the probability
the DNN misclassifies all N analyzed frames. Recall is the complement: the probability that we correctly
classify at least one frame of the event.
To estimate the false positive rate, we repeat this calculation, except that d is the number of frames
between events (derived from the event frequency), and Pmiss 1 is the probability of true negatives. The true
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Figure 3: Effect of sample-rate on recall, for different inter-frame correlations. The dotted vertical lines represent
1
each train in the dataset, denoting trainlength
, which is the sample rate required to ensure that one frame of that
train is analyzed. The “Profiled” line is measured directly from the Train video dataset, and the other three are
approximations based on different inter-frame correlations (uncorrelated, fully correlated, and the empirical correlation
observed in the Train dataset).

positive rate, the false positive rate, and the event frequency are used to calculate the precision. The F1-score
is the harmonic mean between precision and recall.
To evaluate our model, we profile an application and measure the actual recall observed when running the
event detector application (e.g., train detection) on the video stream at different sampling rates (Fig. 3). This
was measured by averaging the recall achieved from 10,000 trials of sampling at each sample rate. The result
is plotted by the “Profiled” line. Our analytical model (“Mainstream Prediction”) is sufficiently accurate to
describe the complex relationship between frame sample rate and application recall. Mainstream uses this
analytical model to efficiently optimize for the trade-off between per-frame accuracy and frame rate.
We use Mainstream for event detection but believe its approach can be generally applied to DNN-based
tasks where application quality depends not only on its model, but also on its input sampling rate (e.g.,
object tracking, action recognition.)

3.2
3.2.1

Mainstream Evaluation
Experimental setup

To evaluate our system, we implement seven different event detection applications. We refer to the set of
applications as 7-Hybrid. These are listed in Table 1, along with the datasets we used to train and test them.
A pedestrian-detection application (Pedestrian) is trained based on the fully-labeled, publicly-available
Urban Tracking video dataset [18]. Our application to classify car models (Car) uses the Stanford Cars
image dataset [22]. Train detection (Train) is based on video of nearby train tracks that we have captured in
our camera deployment, and have hand labeled. The remaining classifiers are trained on a video of a nearby
intersection, also captured in our camera deployment. We have obtained the necessary permissions and plan
to make our Trains and Intersection video dataset available publicly. We reserve a portion of these datasets
to create synthetic video workloads for testing.
We use M-Trainer to produce a task-specific M-Package for each application. Model candidates are
fine-tuned using the MobileNets-224 model pretrained on ImageNet as a base DNN (implemented in Keras [6]
using TensorFlow [3]). Each M-Package contains several models with different degrees of fine-tuning as
described in Section 2. We evaluate Mainstream using the M-Packages and hold-out validation sets from our
datasets. Our experiments use the applications in Table 1.
Hardware. Training is performed on nodes equipped with Intel R Xeon R E5-2698Bv3 processors (2.0
GHz, 16 cores) and an Nvidia Titan X GPU. All end-to-end experiments use an Intel R NUC with an Intel R
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Detection
Task
Pedestrians
Bus
Red Car
Scramble
Schoolbus
Trains
Cars

Dataset
Description
Urban Tracker atrium video
Intersection near CMU video
Intersection near CMU video
Intersection near CMU video
Intersection near CMU video
Train tracks near CMU video
Images of 23 car models

Number
of Images
4538
4762
9172
1500
2600
3066
3042

Avg Event
Length
59
1039
228
412
854
132
—

Min Event
Length
2
141
46
382
92
20
—

9

Event
Frequency
0.63
0.27
0.08
0.16
0.03
0.01
—

Table 1: Labeled datasets used to train classifiers for event detection applications. Average and minimum
event lengths are reported in number of frames. Event length and event frequency only apply to video
datasets and not Cars.
CoreTM i7-6770HQ processor and 32 GiB DRAM, which is intended to represent an edge processing device.
The Train and Intersection videos were captured using an Allied Vision Manta G-1236 GigE Vision camera.
We evaluate our system in the context of independent DNN-based video processing applications sharing a
fixed-resource edge computer. In our evaluation, we show that Mainstream’s dynamic approach outperforms
static solutions in all of our experimental settings, across various application workloads, computational
budgets, and numbers of concurrent applications. Mainstream’s X-voting is capable of improving F1-score but,
like model specialization, must also be dynamically configured to the resources available. In addition to our
benchmarked applications, we show an end-to-end Mainstream deployment of a train detection application
used for environmental pollution monitoring.
Our goal in event detection is to maximize per-event F1-score. We compare the F1-score achieved by
Mainstream with two baselines: No-Sharing and Max-Sharing. No-Sharing is the default behavior for a
multi-tenant environment and is the approach taken by systems like TensorFlow Serving [1] and Clipper
[7]. No-Sharing maximizes classification accuracy at the cost of a reduced sampling rate and requires no
coordination between tenants. Max-Sharing is the sharing approach used by MCDNN [12]. It uses partialDNN sharing by fine-tuning the final layer of concurrent DNNs. In many cases, Max-Sharing provides better
F1-score relative to No-Sharing when a non-trivial number of applications share the infrastructure; it sacrifices
classification accuracy to maximize the number of frames processed. We show, however, that Max-Sharing is
less effective than making deliberate runtime decisions about how much sharing to use.
In order to observe the effects of increasingly constrained resources without a large number of distinct
applications, we generate additional applications by augmenting our application set. Each of the seven
classification tasks in Table 1 has a corresponding “accuracy-tradeoff curve”, which represents the relationship
between per-frame accuracy and the shared stem size (Fig. 2b). For each application in our experiments, we
randomly choose one of the seven classifiers (and its corresponding accuracy-tradeoff curve) and parameterize
it with a different event length, event frequency and inter-frame correlation. To capture the effects of diverse
application characteristics, the parameters are uniformly sampled from a range of possible values. Each
workload consists of up to 30 concurrent applications. In most experiments, we show the behavior averaged
across 100 workloads. Our video capture rate for all experiments is 10 FPS.
3.2.2

Mainstream outperforms static approaches.

M-Scheduler maximizes per-event F1-score by varying the sampling rate and amount of sharing. Each
additional application introduces more resource contention, forcing the system to pick a different balance
between accuracy and sampling rate to achieve the best average F1-score.
Fig. 4 compares Mainstream with our baseline strategies. Mainstream delivers as much as a 87X higher perevent F1-score than No-Sharing and as much as a 47% higher score vs Max-Sharing. Fig. 4 reports F1-scores
averaged across 100 workloads. The relationship between the three schedulers holds when examining individual
workloads. No-Sharing exhibits low recall because of its low throughput—the system has fewer opportunities
to detect the event. Max-Sharing has high throughput but a worse precision because the underlying model
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Figure 4: Mainstream improves F1-scores vs. No-Sharing between applications or conservatively sharing
all layers but the last one. “Frame Rel Acc” is the relative image-level accuracy of the model deployed,
compared to the best performing model candidate. “FPS” is the average observed throughput of the deployed
applications.
accuracy is lower—it evaluates many frames but does so inaccurately. Mainstream outperforms by striking a
balance, sometimes choosing a more accurate model, and sometimes choosing to run at a higher throughput.

4
4.1

Adaptive Importance Sampling for Training Large Datasets
Selective-Backprop

We next examine the case study of Selective-Backprop (SB), a practical importance sampling technique for
selecting training examples in an online fashion. This technique uses the loss calculated in the forward pass
for a given item as an indication how well the network currently “understands” that item. Selective-Backprop
uses this loss to calculate a probability of whether to include the associated example in a subsequent backward
pass. Intuitively, when an example has low loss, the amount of change to the network in response to that
example will be low. Examples with higher loss will probably impart significantly more new information to
the network; hence, those instances should be included in computing the network updates.
By reducing effort spent on low-loss examples, Selective-Backprop guides the network toward a more
robust state with better generalization and lower final error. Unlike previous importance sampling techniques,
Selective-Backprop accelerates learning at the same time.
Let D = (xi , yi ) be the training dataset of size N , where (xi , yi ) is the ith input-target pair and 1 ≤ i ≤ N .
Let Φ(x, ω) indicate our model, parameterized by weights ω. The loss function to minimize is denoted by L.
The goal of training is to find ω which minimizes
N
X

L (Φ (xi , ω) , yi )

(5)

i=1

It is common to optimize this loss function using SGD or one of its variants. Each training iteration t, a
mini-batch of n training examples are backpropagated, where n  N . For instance, with vanilla SGD, for
each minibatch M, we perform the following update:
n

ωt+1 = ωt − η

1X
∇ (L (Φ (xi , ωt ) , yi ))
n i=1

(6)

where η is our learning rate. Note that this requires performing a backward pass, i.e., computing the gradient
of loss relative to current weights and inputs, for each example. This is a relatively expensive operation,
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which, as we discuss in Section 4.3.3, can take many times as long as a forward pass and adds significantly to
training time. Selective-Backprop reduces the number of backward passes by using only a subset of high-value
examples when computing updates to ω, with no further changes to SGD. Therefore, Selective-Backprop can
be easily used with any optimization algorithm.
Selective-Backprop constructs a minibatch of high-value examples as follows. For each epoch, we take a
permutation of D, and for each example, xi , we perform a forward pass to compute its loss. We add the
example xi to the minibatch with probability Pxi = F(L(xi )), where F() maps its argument to probabilities
in the range [0, 1] such that a higher loss yields a higher probability value. We draft from D until there are n
examples in Mt . Mt is then used to perform a training iteration. Note that this still requires forward passes
(to compute loss) for each example. In addition, because it is probabilistic, some mix of high and low loss
examples are likely to be present, potentially alleviating overfitting issues. Note that standard non-selective
training can be viewed as a specific instance of our approach, with Pxi = 1 for all xi ; we use this formulation
to implement Baseline as a standard of comparison in Section 4.3.
For a concrete example, note that a common loss function for classification tasks is the Euclidean squared
loss, Le :
C
X
2
Le =
(ac − bc )
(7)
c=1

where C is the number of classes, a is the softmax output of Φ(xi ) and b is the one-hot encoding of target yi .
We use Le as our metric of importance as it is bounded (between 0 and 2), interpretable, and takes incorrect
class confidences into account.
With Euclidean loss, we use a “clamping” function for F() such that:
Pxi = max(min(Le , 1), )

(8)

where  < 1 is a smoothing constant.
Given those definitions of Le () and F(), when training a classifier with 10 classes, e.g., a training example
yielding a uniform classification vector has a 90% chance of being included in the backpropagation step.
On the other hand, an example that is 80% confident in the correct class (with uniform confidence across
other classes) only has a 4.4% chance of being included. As the number of classes increases, this probability
decreases since 80% represents a higher confidence relative to incorrect examples. (This is in contrast with
cross-entropy loss, for instance, whose loss is solely dependent on the confidence in the target class.)
Typical importance sampling mechanisms reweight the loss based on Pxi . However, with SelectiveBackprop, we deliberately bias the network towards training examples that are difficult for the network
to classify correctly. Therefore, we do not reweight the losses based on sample probability. We find that
this allows us to quickly improve accuracy for clean datasets. We show in Section 4.3 that our approach is
robust to small amounts of label error. On datasets with large amounts of label error, we suggest turning on
re-weighting or increasing the smoothing constant to be less selective.
Finally, one benefit of using a look-once approach for determining example importance is that SelectiveBackprop is always using the up-to-date state of the network, which is in constant flux during training. Other
approaches may suffer from use of outdated loss values from previous epochs that do not accurately reflect
current network predictions. Our approach eliminates this problem, and avoids needing to maintain historical
loss data for each training example.

4.2

Practical Benefits from Selective-Backprop

Lightweight. Selective-Backprop can be added to any training pipeline by implementing a probabilistic
filtering step with an appropriate probability mapping function (e.g. Eq. 8) to down-select examples used for
updates. The calculation uses only information already gathered during training. Notably, it does not use
historical data from previous epochs, nor does it require generating a distribution for a dataset. The filter is
also agnostic to the sampling scheme, the optimizer, and optimizations used during training such as data
augmentation, dropout, or batch norm.
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Scalable. Selective-Backprop’s can run fully online, in a streaming manner. Unlike approaches that rely
on historical losses or generate a dataset-wide sampling distribution, each example is considered independently.
This allows Selective-Backprop to be used on datasets of any size—even those so large that one can only
make a partial pass over the data, training on each example one or zero times.
Self-paced. The number of examples selected is governed by probabilities which are proportional to
each example’s loss. This makes Selective-Backprop self-paced: its selectivity is dictated by the state of
the network. It adapts to changes in the network and dataset without additional tunable hyperparameters.
Early in training, all examples are “novel” and have something to teach the network. As loss metrics are
high, a large portion of the examples are selected. Later, as the network converges and losses decrease,
Selective-Backprop becomes more selective. We show in Section 4.3 that Selective-Backprop’s adaptive
selectivity is needed to speed training and improve test error.

4.3

Selective-Backprop Evaluation

We evaluate Selective-Backprop’s effect on training with several modern image classification models using
four datasets and two optimizers. Results show that, compared to Baseline and a state-of-the-art importance
sampling approach [20], SB both reduces the number of training iterations needed to reach any given target
error rate and also decreases the final error rate achieved. Additional analyses show the importance of
individual SB characteristics (e.g., self-pacing instead of constant selectivity, probabilistic loss-proportional
selection instead of strict sorting, and non-reweighted training) as well as robustness to small amounts of
label error.
4.3.1

Experimental setup

We train models on four datasets (below). For each training task, we add Selective-Backprop to an open-source
canonical hyperparameter setup that provides competitive accuracies. Unless otherwise specified, we run
each training setup using Baseline as described in Section 4.1, Selective-Backprop with smoothing constant
0.1, and Random, which trains on a random 10% of examples each iteration. All except MNIST use data
augmentation.
MNIST. The MNIST digits database [27] consists of 60,000 training images and 10,000 test images,
divided into 10 classes. Each example is a 28x28 pixel image of a handwritten digit. To train MNIST, we
use the training setup from pytorch-examples [2]. We train with an SGD optimizer with LR = 0.1 and
decay = 0.0005 and batch size = 128.
CIFAR10. The CIFAR10/100 datasets [23] contain 50,000 training images and 10,000 test images,
divided into 10 and 100 classes, respectively. Each example is a 32x32 pixel image. We use the training
setup from pytorch-cifar [25]. We train CIFAR10 using three diverse architectures, ResNet18, DenseNet,
and MobileNetV2 [14, 17, 36]. We use an SGD optimizer with decay = 0.0005 and an Adam optimizer with
decay = 0. The models use batch norm. The learning rate is initialized at 0.1 and is decayed by 10 at epochs
150 and 250. Training ends after 350 epochs.
CIFAR100. We train CIFAR100 using the setup specified in [10]. Wide ResNet. We train Wide
ResNet [46] using data augmentation and cutout with length 16. We train for 350 epochs with batch size = 128.
We start the learning rate at 0.1 and decay by 0.2 at epochs 60, 120 and 160.
SVHN. SVHN has 604,388 training examples and 26,032 testing examples of digits taken from Street
View images [34]. We train SVHN using ResNet-18 using SGD for 25 epochs. We use batch size = 128. The
learning rate is initialized at 0.1 and is decayed by to 0.01 and 0.001 at epochs 5 and 10, respectively.
4.3.2

Selective-Backprop reduces final test error

Table 2 summarizes the error rates achieved using SB and Baseline. SB finds more generalized solutions (with
lower test error) for MNIST (Fig. 6a) and CIFAR10 (Fig. 5c) and achieves comparable final error rates for
CIFAR100 (Fig. 6b) and SVHN (Fig. 6c). Figure 5a 1 shows that the ratio of examples that are backpropped
1 Ratios

for Baseline and Random are always 1, and not visible
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Figure 5: CIFAR10 with MobileNetV2
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Figure 6: Test error versus training iterations for various datasets
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by SB over time is dependent on the network’s loss (Fig. 5b). As the network converges, Selective-Backprop
filters more examples. Selective-Backprop reaches a final error rate of 7.22%, decreasing test error compared
to Baseline by 22% (Fig. 5c). For comparison, we show that randomly sampling 10% examples leads to slower
learning and higher final test error. We also show that these trends hold across diverse network architectures,
DenseNet (Fig. 7a) and ResNet18 (Fig. 7b).
Selective-Backprop (Us)
Baseline

10.0

0

25000 50000 75000 100000 125000

Training Iterations

(b) Test error for ResNet18

Figure 7: CIFAR10 with DenseNet and ResNet18.

4.3.3

Selective-Backprop reaches target error rates with fewer training iterations

In addition to improving final error rate, Selective-Backprop reaches final or non-final target error rates with
fewer training iterations (updates to the network). This can be seen by comparing the X-axis points at which
SB and Baseline reach a particular Y-axis value, for instance in Figure 5c. Although the savings depends on
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Dataset

Model

Optimizer

Examples
per Class

MNIST
CIFAR10
CIFAR10
CIFAR10
CIFAR10
CIFAR10
CIFAR100
SVHN

LeNet-5
DenseNet
MobileNetV2
ResNet18
DenseNet
MobileNetV2
Wide ResNet
ResNet18

SGD
SGD
SGD
SGD
Adam
Adam
SGD
SGD

600
5000
5000
5000
5000
5000
500
60 438

Baseline
Error
2.45%
6.09%
9.21%
5.06%
8.74%
10.0 %
18.88%
2.21%

SB
Error
1.33%
4.35%
7.22%
4.51%
8.32%
9.72%
18.71%
2.16%

14

Error
Decrease
46%
29%
22%
11%
5%
4%
1%
2%

Table 2: Selective-Backprop reduces final test error.

the specific target test error rate chosen, one way to visualize the overall speedup, across different target
accuracies, is by comparing the area under the two curves. SB reaches nearly every test error value with
significantly fewer training iterations.
Dataset

Model

Opt

MNIST
CIFAR10
CIFAR10
CIFAR10
CIFAR10
CIFAR10
CIFAR100
SVHN

LeNet-5
DenseNet
MobileNetV2
ResNet18
DenseNet
MobileNetV2
Wide ResNet
ResNet18

SGD
SGD
SGD
SGD
Adam
Adam
SGD
SGD

SB Million
Backwards
0.32
7.51
7.53
7.92
2.02
2.77
8.10
3.28

SB Million
Forwards

Baseline Million
Iterations

1.62
37.35
28.4
53.35
15.3
17.4
42.25
24.78

0.96
13.10
12.6
19.7
5.35
7.1
8.75
8.46

Backwards
Reduced
66.67%
42.67%
40.24%
59.8 %
62.24%
60.99%
7.43%
61.23%

Forwards
Increased
68.75%
185.11%
125.4 %
170.81%
185.98%
145.07%
382.86%
192.91%

Table 3: Selective-Backprop reduces the number of updates required at the cost of additional forward passes.
Table 3 reports how many fewer training iterations Selective-Backprop needs to reach the final error rate
achieved by Baseline. For MNIST, CIFAR10 and SVHN, SB reaches this improved error rate with many
fewer backprops. CIFAR100, however, improves little under SB, and only uses 7.43% fewer backprops to
reach baseline accuracy. These results match intution: CIFAR100 has the fewest examples per class of all of
the evaluated datasets (10x less than CIFAR10), and existing models still perform relatively poorly on it, so
there is both less redundancy to exploit and fewer opportunities to avoid training on an example. These
results suggest that SB is most effective when training with larger datasets relative to the difficulty of the
task.
Benefit of self-pacing. As the network converges, Selective-Backprop’s selectivity organically increases,
filtering more and more examples. This self-pacing is a significant advantage over an approach that uses a
constant, pre-determined selectivity. Figure 8 compares Selective-Backprop to Kath18, our own implementation
of the technique described in [20], a state-of-the-art technique with a constant selectivity. In Kath18, we
perform a forward pass on 1024 candidate examples and sample 128 with replacement, where each example’s
probability is its normalized cross-entropy loss. We reweight the loss of each chosen example proportional to
its sampling probability. We see that Kath18 outperforms Kath18-Uniform, the baseline from [20] in which
training examples are sampled from a uniform distribution. Kath18-Biased (a version of Kath18 that does
not reweight losses) outperforms Kath18.
Selective-Backprop trains faster than Kath18-Biased because of its self-pacing. SB backprops most
examples early on in training, but it becomes more selective over time. By contrast, Kath18, Kath18-Biased
and Kath18-Uniform always backprop 1/8 of the examples. Further, Selective-Backprop processes the dataset
sequentially (“scan”) rather than sampling with replacement. [20] has a warm-up phase that turns on
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Figure 8: Comparison against Katharopoulos18 on CIFAR10 with MobileNetV2
sampling only once it is expected to reduce the variance by a threshold. This warm-up period requires
tuning a hyperparameter (warm-up duration), however, and does not pace the selectivity continuously and
dynamically over time.
Speedup in wall-clock time. Table 3 shows that, although Selective-Backprop reduces the number of
training iterations needed, it comes at the cost of extra forward passes. Therefore, the effect on wall-clock
time depends on the ratio of time taken for the backward pass to that for the forward pass, which can be 3:1,
10:1, or even larger. Well-known techniques, such as running the forward passes in parallel and using reduced
precision, can help reduce wall-clock time further. In practice, the true ratio of backwards/forwards time
will depend heavily on the training setup. It is likely one could further optimize wall-clock time by tailoring
the SB algorithm to reduce forward passes by, e.g., memoizing particularly easy examples or by adaptively
tuning selection probabilities as the entire training set becomes learned.

Backwards is 3X More costly
Backwards is 10X More costly

Speedup Factor
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Figure 9: Training time speedup as a function of ratio of backward pass to forward pass latency.
Figure 9 shows the wall-clock speedup (or slowdown) from using Selective-Backprop during training,
compared to Baseline, as a function of the target accuracy. Each line represents a different ratio of forward
pass (inference) cost to backward pass cost. On current GPUs, inference is typically a third the time of
the backwards pass [5]. This would result in a 1.07X-3.1X speedup over the baseline. But, with greater
ratios, Selective-Backprop can also further reduce wall-clock time for training. For example, With software
acceleration using techniques such as reduced precision, quantization, fused kernels and sparsification, there
are reports of an order of magnitude speedups of inference [44, 38]. This would result in 1.4X-3.6X speedup
in training time (in addition to the final error rate benefits). With hardware acceleration, for instance using
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TPUs, the ratio could be even higher [19], further increasing SB’s training time benefit.

5

Adaptive Augmentation for DNN Training

I propose designing, building and measuring a system, Selective-Augment, to explore the benefits of dynamically
optimizing the frequency of augmentation for each example and the type of augmentation applied. Designing
Selective-Augment requires us to build three components: online outlier detection (Section 5.1), online
determination of how often to augment each example (Section 5.2), and online determination of what type
of augmentation to apply (Section 5.2). We discuss the research questions and potential designs of each
component below.

5.1

What to augment?

In SA, we need to identify examples that will benefit from data augmentation. We hypothesize that the
network will struggle to learn from examples that are outside the distribution of the rest of the training
dataset. Therefore, we wish to isolate out-of-distribution (OOD) examples as candidates for aggressive
augmentation.
Current approaches for detecting OOD examples include using a static threshold on maximum softmax
confidence [15] and training a network with either synthetic OOD examples [28, 11] or an alternative dataset
to detect outliers [15]. We aim to create an adaptive approach that takes advantage of data gathered during
training to dynamically determine the set of OOD examples, without needing to train an additional network.
An initial approach will be to assign examples with high relative losses a high “OOD score”, representing the
likelihood of the example being out-of-distribution. We can measure the effectiveness of our approach by
comparing our OOD scores to those of alternative heavy-weight approaches [28, 11].
A key challenge is distinguishing mislabeled examples from correctly labeled OOD examples. Mislabeled
examples will likely garner a high OOD score, but should not be augmented. In fact, we’d rather remove
them from the training dataset entirely. One approach would be to have SA flag examples with high OOD
scores and then, after a few initial epochs, have a human labeler determine if any examples are mislabeled.
We can evaluate the effectiveness of SA’s filtering mechanism by measuring the rate of mislabeled examples
caught when given a fixed labeling budget (e.g., labeler is willing to manually inspect 5% of images).

5.2

How often to augment?

During training, we will use our calculated OOD score to determine how often to augment each example. A
naive approach would be to employ an OOD threshold to determine, at each epoch, which examples will be
augmented. However, this approach requires careful tuning of an OOD threshold. We hypothesize that the
ideal threshold will depend on the stage of training. However, it would be even more challenging to tune
a scheduler that adapts the threshold based on the state of training. Another static approach is to decide
a priori how many examples should be augmented and prioritize examples with the top OOD scores [26].
However, we hypothesize that the number of examples that should be augmented will also depend on the
stage of training. Therefore, these static approaches will be baselines that we will try to improve upon with a
self-paced approach.
The first self-paced approach we will experiment with is to augment at a rate that is proportional to the
OOD score. Consequently, at every epoch we may be training on a differently sized dataset, with different
images augmented relatively more frequently. Using this approach, SA would augment challenging examples
more frequently. The images that are considered challenging would fluctuate based on which examples the
network is not learning well.
A conflicting hypothesis is that examples with low loss should be augmented more frequently, as these are
the examples that are no longer are teaching the network much and therefore should be transformed into
more useful examples. We will test both of these hypotheses to determine if augmentation of either high or
low loss examples provides relatively more learning.
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What kind of augmentation?

We also want to experiment with applying different augmentation techniques to different examples. Our
goal is prioritize data transformations that incur higher training loss. We hypothesize that by looking at
which data augmentation techniques historically incurred higher loss, we can determine the most high impact
techniques to perform at the current stage of training. We hope to show our fully online approach can match
state-of-the-art augmentation approaches, without an expensive reinforcement learning preprocessing step
[8] or training an additional network [30]. One challenge of our approach is that there is a large search space
of possible augmentations to choose from. There are many possible image transformations (e.g., ShearX/Y,
TranslateX/Y, Rotate, AutoConstrast), each of which are parameterized with a magnitude. AutoAugment
[8] estimates this state space to be (16X10X11)2 per data augmentation technique. A larger state space is
required if we wish to perform a set augmentation techniques. We will experiment with search algorithms
such as random search and evolutionary strategies.

6

Thesis Timeline
• Spring 2019: May 20: NeurIPs submission on SB. May 23: Proposal.
• Summer 2019: Refinement of Selective-Backprop. Initial development of Selective-Augment.
• Fall 2019: Experimentation on SA.
• Winter 2019: Paper submission on SA.
• Spring 2020: Thesis writing. Thesis defense.
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