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Abstract

This paper presents an experimental method for specifying system survivability requirements when operating under adverse conditions, including attacks, failures, and accidents.  The method comprises mission, system, and environment analysis steps, the findings of which drive tradeoff and cost–benefit analyses at the architecture level in an iterative refinement process.  A key feature of the method is a Survivability Requirements Map that links requirements findings to architecture and design steps.  The method is illustrated in an experimental case study involving email functions embedded in a large-scale distributed system.  The purpose of the experiment was to evaluate the effectiveness of the method and to gain experience in using it.  The case study resulted in new requirements to improve the survivability properties of both the email function and the system within which it is embedded.  
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1 System Survivability Requirements 

As part of its Survivable Systems Initiative, the CERT® Coordination Center (CERT/CC) of the Software Engineering Institute (SEI) at Carnegie Mellon University is developing technologies and methods for analyzing and designing survivable network systems [1, 2, 3].  Survivability is defined as the capability of a system to fulfill its mission, in a timely manner, in the presence of attacks, failures, or accidents.  Survivability requirements specify system behavior to achieve mission fulfillment when the system is operating under such adverse conditions. 

Survivability requirements can have a substantial impact on system architecture, design, implementation, and operation.  They can result in increased system cost and development time, and must be evaluated in terms of both the consequences of mission interruption or failure, and the cost–benefit of system architecture tradeoffs to mitigate these risks.  In addition, survivability requirements must be seamlessly integrated with traditional functional and non-functional requirements.  

Mission fulfillment can be reasoned about in terms of critical mission capabilities (CMCs) that must be available no matter what adverse events occur.  CMCs are typically a subset of full system capabilities, and can be expressed in terms of essential services and essential assets whose availability and integrity must be preserved.  Survivability requirements for CMCs often generate derived requirements for resistance, recognition, and recovery under adverse conditions.  Resistance deals with capabilities to prevent adverse conditions; recognition addresses identification of the effects of adverse conditions; and recovery focuses on methods to provide critical mission capabilities, limit and repair damage, and restore full services under normal operating conditions.  These “three R’s” of survivability provide convenient categories for survivability reasoning and analysis. 

2 The Survivability Requirements Specification Method 

This paper describes an experimental method for defining and analyzing survivability requirements,  and examines how the method was applied in a case study conducted for a CERT/CC customer.  The Survivability Requirements Specification Method (SRSM) is an iterative process composed of four interrelated steps, as depicted in Figure 1. A description of each step follows.   

Step 1: Mission analysis 

The purpose of SRSM is to specify requirements for the survivability of critical mission capabilities.  These capabilities must be defined and agreed to by stakeholders.  Requirements for function, performance, and availability of CMCs when the system is operating under adverse conditions must be specified in this step.  Degraded mode operations and recovery of full operations must be considered.  The principal work product of this step is a specification of the essential services and assets that must be preserved to ensure mission fulfillment, together with justifications for why those services and assets should be considered critical, based on an analysis of the consequences of their failure.  This information constitutes the business case for survivability. 

Step 2: System environment analysis 

Requirements definition often takes place within the constraints of a predefined system environment.  Even totally new systems must often be developed in the context of preexisting network architectures, computing capabilities, and COTS operating systems, databases, and communication protocols. The existing or typical system context is analyzed in this step to understand the system environment.  In addition, new requirements for services might emerge, and services may be shared across different projects or different parts of the organization. At this time any known vulnerabilities to attacks, failures, or accidents would be enumerated. The principal work product of this step is a definition of the system context and its potential vulnerabilities.

Step 3: Usage analysis 

Modern requirements analysis typically includes usage specifications in addition to function and performance specifications.  In SRSM, intruders are treated as simply another class of users, and there is a corresponding need to specify requirements for system functions that intruder usage will invoke.  These functions primarily involve resistance, recognition, and recovery operations. Analysis of potential threats and anticipated intruder usage help characterize attacker motivations and capabilities, and lead to a list of the intruder usage scenarios that are likely to be encountered.  The principal work product of this step is a definition of intruder usage scenarios and requirements specifications.

Step 4: Trade-off analysis 

The work products of steps 1–3, in combination with all other system requirements, allow modeling and analysis to take place at the architecture level, so that alternative survivability strategies can be evaluated.  The principal work product of this step is an evaluation of candidates for survivability requirements and supporting computing services. The evaluation includes development of a map of survivability strategies and feasibility analysis of those strategies.  This evaluation provides feedback to steps 1–3, in an iterative process that ultimately converges on a feasible set of survivability requirements.


Figure 1.  The Survivability Requirements Specification Process

3 SRSM Case Study: An Embedded Email Processing System 

3.1 Case Study Background

The SRSM method was applied to an email processing system. The case study was part of a larger email architecture analysis conducted for a CERT/CC customer. The email function was selected for analysis because it provided a good example of how survivability requirements can affect multiple services and applications, well beyond the scope of the function analyzed.

The basic purpose of email is to provide rapid communication, information, and data exchange. Email is essentially a transfer agent or transport mechanism. An email system is typically embedded within a larger system, yet has its own requirements in terms of availability, performance, and usability. For many organizations, such as those with an e-commerce mission, email may be an essential service, and thus may have survivability requirements as well.  

An email system can serve as an interesting case study because most serious email vulnerabilities are not within the transport mechanism itself, but rather within the content that is transferred, typically in the form of documents attached to mail. Such documents may be part of a formally specified groupware system supporting essential business processes, or may be part of an informal process for communicating and sharing information within an organization.  Considered as a closed transfer agent, an email system may meet all its functional and performance requirements, but in the larger context of the business’s mission, it may be the source of significant risks to critical mission capabilities. The inability to bound email as a closed application system is a critical reality that SRSM must deal with.  In fact, this characteristic of unboundedness applies to a wide class of systems.  The case study includes survivability requirements for email as a closed system, as well as survivability requirements generated by the impact of email on other system functions and applications. It is important to note that usability and performance requirements may conflict with security and survivability mechanisms, and that all desired system properties must be considered in tradeoff analysis. Also, the focus of this method is on survivability requirements and not on the full set of normal usage requirements.  

3.2  Step 1: Mission analysis 

Essential service/asset requirements 

To begin the analysis, consider an initial high-level requirements statement for an email function:

“A commercial email product shall be selected to provide communication, information, and data exchange.  Adverse side effects shall be limited so that 99% availability is maintained, and recovery time is limited to two days for a serious attack.  Email messages shall be received within one hour of the time that they are sent.  The email service shall be usable by a variety of staff members, from novice to expert.”

Step 1 of the SRSM calls for analysis of services that are essential to the mission.  The following is a possible decomposition of the overall email requirements statement into classes of essential service requirements [2]: 

Functional Requirement: A commercial email product shall be selected to provide communication, information, and data exchange.  The product shall support traceability of messages to their senders.  (Note that there are many functional requirements for normal use of email.  These requirements will not be examined in depth, as the focus of this paper is on survivability.)

Performance Requirement: Email messages shall be received within one hour of the time that they are sent.  No email messages shall be lost (dropped).   

Availability Requirement: Email service shall be available 99% of the time, and shall have a maximum recovery time of two days, in the event of a serious attack.  In order to accomplish this, adverse side effects shall be limited, including those occurring as a result of denial of service attacks, viruses, and file and program corruption.

Adaptability Requirement: The selected product shall be capable of incorporating additional security mechanisms that will enhance its resistance to various attacks.

Usability Requirement: The selected product shall provide ease of use and its security mechanisms shall be transparent to the user to the maximum extent possible.

Operational Requirement: System administrative procedures shall provide the capability to manage a distributed user community by easily moving users among servers and replicating user profile information across all servers.

Normal usage scenario definition

Step 1 calls for analysis of normal system usage.  In this study, the scope of the analysis is limited to email usage.  For our purposes, normal usage scenarios (NUS) include the following:

NUS1: Send ordinary text messages. 

NUS2: Send and receive attachments, such as simple documents and spreadsheets, which can include automatic queries and updates.

NUS3: Write and read email with display controlled by HTML.

Failure consequences evaluation 

Step 1 also focuses on the impact of failure or compromise of essential services.  The consequences of email failure vary depending on whether an attack affects an individual or the entire organization. For an individual, the consequences are typically loss of email and data and temporary loss of communication.  For an organization, the consequences can be data loss, communication delays, damage to reputation, loss of public confidence, and ultimately financial loss.

3.3  SRSM Step 2:  System Environment Analysis

System context definition

An email implementation could involve integration and customization of a number of commercially available components, or could consist of a turnkey system from a single vendor. Figure 2 represents the functional architecture of a generic email system. The functions depicted could be combined into components in a variety of ways that preserve the logical architecture and processing.  The diagram also identifies those components that are administered as part of the email system.












Figure 2.  A Typical Email Functional Architecture

The components of Figure 2 provide the following functions:

Message transfer agent (MTA): Responsible for routing mail to the correct location. There may be several MTAs with one typically located outside the firewall.

Incoming server: Message store. For some protocols, the message store may reside with the client, but the customer in this case required central management of messages.

Directory: Storage of user profile information such as routing information for current internal mail server, preferences for client operation, and possibly information such as public keys necessary to decode or validate mail.

Preprocessing: There are a variety of services associated with viewing or receiving email that are performed in the preprocessing function. Such services include automatic responses to mail such as a reply when the recipient is out of the office, filing into specific folders, generation of return receipts if requested by the sender, decoding of encrypted messages, and verification of signed messages.

Display processing: Email content is no longer just ASCII text. There may be interpretation of the contents. Mail may be formatted using HTML. Scripting languages such as JavaScript might be used. Email could have a presentation similar to a Web page with the options of buttons, which could generate additional processing. With some implementations the same HTML interpreter used for Web pages might also be used for processing mail content.

Extraction:  The display processing function directly interprets the content of a message. There may be attachments such as audio files, documents associated with a specific word processing program, spreadsheets, and graphics.  The attachments usually require a user action to be displayed. Given that attachments can be large, they might not even be downloaded to the client unless the download is specially requested by the user. The user mail client can write such attachments to the file system or can startup the application associated with the file to read it.

Composer:  Generates email content. The composer might be an editor designed just for email, but in some implementations, the editor could be a word processor such as Microsoft Word or an HTML editor. The composer includes the capability to attach a document to the message.

Post processing: This step includes encryption, filing copies of messages sent, expansion of mailing lists, and queuing the message for delivery.

Outgoing server: For some organizations, there may be requirements for maintaining a public record of email sent.

Vulnerability analysis

Most applications use authentication as one level of protection, . The concern is that an intruder may break the authentication to gain entry into a system. But an intruder is not even required to break into an email system, and does not need access to an account on the system. In general email is accepted from all sources.

The system vulnerabilities associated with email generally fall into three principal categories:

· Vulnerabilities associated with email components. The MTA has a long history of vulnerabilities. Some are not directly associated with email but result in an intruder gaining access to system resources. Other MTA vulnerabilities are associated more with inappropriate configurations and may result in an intruder being able to relay mail through a site so that it appears that the mail originated there.

· Vulnerabilities associated with managing scale on the internet. An attack on an email system can consist of trying to overwhelm it with traffic. Such an attack could overwhelm the MTA itself, or might create a denial of service by using up the storage capacity of the system or exceeding the storage quota of individual users.

· Vulnerabilities associated with email content. These are the most serious vulnerabilities.  Some content vulnerabilities lie within the email system itself. The display of HTML content or other active content such as JavaScript should be the responsibility of the email user client. The vulnerabilities associated with attachments such as spreadsheets or other documents involve the semantics of those applications. User productivity tools such as Office 2000 have their own programming environments that support customization of tools to support specific business processes.  The programming constructs, such as macros, that support customization can also be used by attackers to disrupt or damage system operation. The programming constructs are attached to the document rather than to the tool.

Management of email component vulnerabilities and those vulnerabilities related to managing the scale and scope of the Internet should be reflected in the requirements for the email system. Some aspects of handling the content vulnerabilities reside with the email system itself, but the impact of the content vulnerabilities lies with applications external to email. It is also not clear how much responsibility can be given to the user for dealing with content vulnerabilities. The objectives of ease-of-use and transparency for users make it difficult for users to know what programming constructs are attached to a document and what impact they might have.

3.4  Step 3: Usage Analysis

Attacker and motivation definition

A recent analysis of security incidents [4] categorized attackers as hackers, spies, terrorists, corporate raiders, professional criminals, and vandals.  For the email analysis, the relevant categories considered were hackers, vandals, and disgruntled employees. Their motivations are presented in Table 1. 

	Hackers
	· Personal thrills/entertainment

· Access as part of a larger sweep of networks regardless of application

· Badge of merit to disrupt system

	Vandals
	· Damage reputation of company

· Disrupt business

· Cause financial loss

· Invasion of privacy/confidentiality

	Disgruntled employee

(another form of hacker)
	· Get even for perceived wrongs


Table 1.  Attacker Motivations

Intruder usage scenario definition
There are many possible scenarios for email attack.  For purposes of the experiment, the following scenarios or methods of attack were selected as relevant to email:

IUS1:
Flood the system with email in a denial-of-service attack (i.e., a SPAM attack).

IUS2: 
Access email address files and spoof a legitimate user to gain access to private data.

IUS3:
Use viruses to perform denial-of-service attacks, damage internal files, and invade privacy and confidentiality.

Intruder usage requirements

Intruder usage requirements are the same as for normal usage.  Basically, an intruder wants the ability to send arbitrary messages.  It is interesting to note that email attacks do not require system break-in.  In other words, intruders shall have the same Email capabilities as ordinary users of the system.

3.5 Step 4: Architecture Tradeoff Analysis

Survivability strategies
The objective for Step 4 is to generate requirements for email and related systems that increase the survivability of critical mission capabilities. Steps 1 through 3 can generate a significant amount of information that could be difficult to represent. The overall problem seemed similar to the problem of architectural representations as described by Kruchten [5] where he describes four views, logical, process, development and physical, as well as a collection of scenarios or use cases to illustrate those views. 

In this paper, we will represent the information collected during the requirements elicitation process to document the behavior of the system during normal conditions and during expected attack scenarios.  In each case, the system will have some desired responsive behavior to the threat scenario that could be quite different from its normal behavior when not under attack.  This reflects concepts such as graceful degradation, automated response, and intruder tracking.  

The selection of appropriate survivability strategies is dependent on the number of general business requirements. There may be a requirement for a quick response capability if the damage can be significant in a manner of minutes.  The mechanisms selected depend on the capability of the system administrative staff and their ability to implement the strategies.  Recovery mechanisms such as redundant systems will raise cost issues. A selection of survivability strategies depend on the generation of business usage scenarios for the operating under the attack scenarios and appropriate feasibility studies. 

For this example, we will map the resistance, recognition and recovery strategies to the intrusion scenarios identified in Step 3. These strategies are described briefly in Figure 3.  We also give a  fuller explanation of how each strategy might be implemented. Once this is done, we can perform feasibility studies to give us the confidence that the strategies are feasible, and we are able to abstract them into more general requirements statements.

	Intrusion 

Scenario
	Resistance Strategy
	Recognition Strategy
	Recovery Strategy

	IUS1: SPAM or denial of service attack
	Resistance 1: Increase filtering of mail messages at the MTA when a SPAM attack has been recognized.


	Recognition 1: Recognize when a resource is being overloaded. When under attack, increase monitoring.
	Recovery 1: When under attack, filter incoming mail, clear SPAM content from user mailboxes.

	IUS2: Spoof a legitimate user


	Resistance 2: Authenticate the sender and validity of content of selected email. When under attack, apply authentication to a wider selection of email.


	Recognition 2: User recognition of suspicious mail and logging of selected mail. When under attack, email reviewed by user or by automated means and confirm content with sender.


	Recovery 2: Log selected mail, archive mail. Change authentication signing keys.



	IUS3: Use of viruses
	Resistance 3: Data backup capabilities exist. Scan for viruses. Authenticate sender of essential mail. Limit delivery of attachments.
	Recognition 3: Scan files. Monitor Internet activity. User reporting procedure exists. When under attack, install latest virus signature files and perform additional filtering.
	Recovery 3: Log both incoming and outgoing mail. When under attack, increase scan rate. Use alternate mail delivery capability. Filter outgoing mail. Log improper outgoing mail.


Figure 3.  Survivability Map Template

Resistance 1: Denial of service attacks such as SPAM require a resistance capability to incorporate filtering on the MTA probably outside the firewall. One defensive configuration would be to support  internal mail delivery and acceptance of  external mail only from a specified set of essential users or sites.

Recognition 1: Vulnerabilities like SPAM require a capability to recognize when a resource is being overloaded. These resources include mail routing, total server storage, or individual user quotas.  When under attack, monitoring of mail system resources by system administrators should be increased with support from resource management tools.  
Recovery 1: When under attack, incoming mail needs to be filtered and SPAM content should be cleared from user mailboxes.  The precise actions to be taken will be dependent on the specific attack. Software support tools need to be flexible and easily configured for the wider variety of attacks.
Resistance 2: There is normally very limited if any authentication of the sender or content of an Email message so as to prevent spoofing. Requirements can be added for the authentication of the content and sender, and for guaranteed delivery and for non-repudiation that the mail was sent. These requirements are likely to result in the specification of additional services such as a directory to maintain user profile information, public key certificates, and the other information required to manage authentication.
Recognition 2: The user may be the primary point of recognition either as the one being spoofed or as the recipient of such mail. When the system is under such an attack, a more careful review of email may be required and other actions, such as confirming the content with the sender (by means other than email), may be appropriate. 

Recovery 2: Under normal circumstances, selected mail is logged and archived. If a user is spoofed, then such a history enables the review of earlier messages and previous actions taken in response to such. When under attack, users should review and validate selected mail carefully, and change authentication signing keys.
Resistance 3: For email, resistance capabilities in terms of virus checking are the most obvious. Virus scans can be done at the MTA, on the mail server and on the client. The feasibility studies can examine the tradeoffs. Since Email is not the only way an infected document can enter an organization, virus scans are often done on the file system as a preventive measure.  When under attack, authentication signing keys should be changed. Alternative delivery strategies can be employed, such as delaying delivery of mail and delivering mail to an isolated domain where damage may be limited.

Recognition 3: Files are scanned and internet activity is monitored.  A procedure for user reporting exists.  When under attack, the latest virus signature files from the vendor should be installed, and additional filtering should be performed on the MTA.
Recovery 3: Recovery will require appropriate data backup capabilities during normal operations. An email virus can remove significant number of files on both a user's personal machine and on network file servers where they have access. These scenarios may require changes in the general data backup requirements as the impact of email vulnerabilities can be worse than those identified with hardware failures.  While under attack, virus scan rates should be increased.  An alternate mail delivery capability with reduced functionality can be employed.  Outgoing mail should be filtered. Since a virus can send email that may contain inappropriate materials, the logs and archives of outgoing mail may be required to manage the impact of such mail.
Let us now consider the email example in terms of the three survivability strategies of resistance, recognition and recovery. Survivability analysis adds resistance and recognition capabilities to the concept of operation under normal conditions.  Recognition and recovery capabilities will be added to the concept of operation when the system is threatened or has been attacked.  This is depicted in Figure 4, which shows an example of the email architecture augmented by survivability features.












Figure 4. Email Architecture with survivability enhancements

Figure 4. Email Functional Architecture with Survivability Enhancements
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Feasibility Analysis
Once the survivability strategies have been identified, feasibility analysis gives confidence that the resulting requirements can be satisfied.  Email is an example of an internal service that is available to a community outside the administrative control of the organization. That additional accessibility opens up new opportunities for intruders. So part of the feasibility analysis has to look at the dependencies among services. For example, spreadsheets are a very popular tool for doing internal business analysis. To aid that business analysis, the spreadsheet may be able to download information from organization databases. That accessibility may also be available to an intruder via an Email attachment to access or modify data in corporate databases.

Feasibility studies for the concept of operations for systems under attack will be essential. Can an organization under some circumstances continue with internal mail delivery? What kind of reduced mail delivery would be acceptable?

Commercial products are available to scan for viruses at three points in the Email architecture. The mail can be scanned on entry into an organization at the mail transport, on the message server, and on the client when the mail is read. A feasibility study would focus on performance, administration response time, and flexibility. Performance is most critical on entry into or out of an organization. The volume is most significant at that point, and there may be a need for replication of services to manage that load. Response time and flexibility are issues that arise because of the time gap between the appearance of a virus or other damaging content and the vendor updates of the scanning software. An organization may need to establish a quick response capability to identify potentially damaging mail. That process may be a scan of mail headers and then the isolation of suspicious mail for either manually processing or delayed processing after the scanners have been updated. The feasibility study could include reviewing previous incidents for flexibility required to identify such mail as well as the time and effort required to manage the exceptional cases.


	
	

	
	
	
	

	
	
	
	

	
	
	
	


























Survivability requirements generation

Once the feasibility analysis has been completed, the strategies described in the survivability map of Figure 3 can be used to generate the survivability requirements.  Both functional and nonfunctional requirements are generated [6][7].

Functional requirements:

Mail shall be selectively logged and archived.

Resource overload shall be detected and result in an alert to the system administrator.

Filtering software shall be installed.  When under a SPAM attack, incoming mail shall be filtered, SPAM content shall be cleared from user mailboxes.  When under a virus attack, outgoing mail shall be filtered. Alternate mail delivery with reduced functionality shall be provided when under attack.

Virus detection software shall be installed and kept current on: the MTA, the message server, and the client. Files shall be scanned.

The sender and validity of content of selected Email shall be authenticated.  

The system shall support ‘normal’ and ‘under attack’ modes of operation.  

The capability for data backup of mail and user files shall exist. Both incoming and outgoing mail shall be logged.  Selected mail shall be archived.

Operational requirements:

The system administrator shall put the system in ‘under attack’ mode when a SPAM attack has been recognized.

The system administrator shall increase monitoring of mail system components when the system is under attack. 

When under attack, authentication signing keys shall be changed. 

The system administrator shall monitor internet activity and be aware of advisories. Users shall have a capability to report apparent attacks, and system administrators shall have a capability to notify or warn users of attacks and recommended procedures.  The system administrator shall perform additional filtering and install the latest virus signature files from vendors.

When under virus attack, the system administrator shall apply more careful review of selected mail, delay delivery of mail, and deliver it to a more protected domain.  Logs shall be used to track improper outgoing mail. The scan rate shall be increased.



4 Conclusions and FUTURE Plans

This experiment applied the SRSM method for defining survivability requirements to a typical email system.  The objectives of the experiment were to evaluate the method and gain experience in its application.  The following conclusions can be drawn from the experiment.

· The method helped focus on survivability issues

SRSM integrates survivability analysis in a systematic process through 1) mission analysis, to determine survivability needs, 2) system environment analysis, to determine system capabilities and properties, and 3) usage analysis, to determine potential attack strategies and scenarios.  By integrating these three areas in the analysis, SRSM addresses what must be survivable, what resources are available for survivability actions, and what threats must be dealt with.

· Architecture analysis is essential to clarify survivability requirements

Intrusion strategies that threaten survivability are very much a function of system architecture.  It is the specific capabilities of an architecture that provide intrusion vulnerabilities which attackers can exploit.  As a result, architectural properties must be taken into account in defining survivability requirements. It would have been difficult to develop appropriate survivability requirements without examining details of the email architecture.  This process should be iterative, and based on feasibility and cost/benefit analysis of recommendations. 

· Survivability requirements include operational as well as technical aspects 

The requirements recommendations were not limited to system functionality; operational requirements emerged as equally important, for example, in changing system modes and monitoring strategies when under attack. 

· The method appeared to be useful

We developed a much better understanding of threats to  survivability in an email architecture, and how to define requirements to address them.   

Our future plans include more experimentation with SRSM with a view to improving the process and increasing its rigor and repeatability.  It is well understood that thorough requirements analysis can reduce costs and help avoid ad hoc modifications later in development.  We believe this is especially true for requirements that address survivability of critical mission functions.      
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