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Where Are We?
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The World at Large
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We have seen lots of examples that show that restrictions on the complexity of
a computation produce very useful models:
regular

special case of linear time

context-free

cubic time

context-sensitive

nondeterministic linear space

semidecidable

no bounds

..

∅000

Time to get systematic about exploring resource bounds.

∅00

The Good News: It’s downhill from now on.
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∅

Closer to Humans
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semidecidable
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theory of R
decidable
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context sensitive
context free

a ∗ b∗

arithmetic truth

regular

recursive
total
halting
decidable

Getting Real
This is nice from the perspective of abstract computation, but it mostly ignores
one major development of the last half century: actual physical computers.
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Turing versus Physics
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Our definition of a Turing machine is not directly based on physics, though
everyone would agree that it is possible to implement a Turing machine as a
real, physical machine (even using Legos).

Physical Constraints

8

At any rate, in the physical world we have to worry about physical and even
technical constraints, rather than just logical ones.
So what does it mean that a computation is practically feasible?

To be sure, this would be an exercise in futility: there are much better ways to
exploit the actual laws of physics for the purpose of computation. Intel chips
are one example.

There are several parts. It
must not take too long,
must not use too much memory, and

The opposite direction is much more problematic: since we not have anything
resembling an axiomatization of physics, it is very difficult to reason about an
upper bound on physically realizable computations. There are lots of bounds
that suggest even some primitive recursive functions cannot be realized (think
A100 ). Then again, there are black holes and multiverses.

Time, Space and Energy

must not consume too much energy.

So we are concerned with time, space and energy.
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Formalizing Complexity
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In general, we can measure the complexity of a computation as follows
We will focus on time and space.

Definition (Blum 1967)
A dynamic complexity measure is a family Φe of partial computable functions
such that

Energy is increasingly important: data centers account for more than 3% of
total energy consumption in the US. The IT industry altogether may use close
to 10% of all electricity.

{e}(x) ↓ iff Φe (x) ↓

the predicate Φe (x) ' y is decidable (uniformly in e, x and y)

Alas, reducing energy consumption is at this point mostly a technology
problem, a question of having chips generate less heat.

Φe (x) ' y simply means: the computation of program e on input x has
complexity y.

Amazingly, though, there is also a logical component: to compute a an energy
efficient way one has to compute reversibly: reversible computation does not
dissipate energy, at least not in principle, more later.

One usually assumes Φe (x) = ∞ when {e}(x) ↑.
This is somewhat abstract, but all relevant measures fit into this pattern.
Moreover, this axiomatization seems to capture all relevant properties of the
intuitive notion of a complexity measure.

Example: Kleene T
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Recall Kleene normal form: there is a decidable predicate T and a primitive
recursive function U such that

{e}(x) ' U (min t | T (e, x, t) )

We could turn this into a complexity measure by setting

Φe (x) ' min t | T (e, x, t)
Depending on coding details, this comes down to the “size” of the the
computation of {e} on x.

Main Example I: Time Complexity
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Physical running time is a bit hard to pin down, since it depends on too many
elusive factors such as processor speed, bus speed, memory speed, optimization
level, humidity and so forth.
So we will deal with logical time complexity instead, which comes for free from
our models of computation: we measure the length of a computation: just
count the steps from the input configuration to the output configuration:
Cx

t
M

Cy

Experience shows that, for reasonable models, there is a very good correlation
between the logical number of steps and the actual physical running time.

Reference Model: Turing Machines
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Worst Case Complexity

Counting steps for individual inputs is often too cumbersome, one usually
lumps together all inputs of the same size:

Turing machines are particularly attractive when it comes to measuring
resources needed in a computation: the basic definitions are very, very simple.
Alas, details can get quite treacherous.

TM (n) = max TM (x) | x has size n

Given a Turing machine M and some input x ∈ Σ? we measure “running time”
as follows:



Note that this is worst case complexity. Alternatively we could try to determine

TM (x) = length of computation of M on x

avg
TM
(n) =

So time is just the length of the associated sequence of configurations
C0 , C 1 , . . . , C N .

X
( px TM (x) | x has size n)

the average case complexity, where px is the probability of instance x.

Clearly, this is an example of a dynamic complexity measure.

Size Matters
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This is more interesting in many ways, but typically much harder to determine.
Take a look at 15-451.
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Typical Example
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Suppose we want to compute a product of n integers:
To measure the size of an input we count the number of tape cells needed to
write it down–equivalently, up to a constant factor, the number of bits. This is
called logarithmic size complexity. In this scenario, a number n has size log n.

a = a1 a2 . . . an
Under the uniform measure, a list of integers of length n has size n.
Multiplication of two numbers takes constant time, so we can compute a
in time linear in n.

In many applications one can safely assume that all numbers in an instance (if
any) are of bounded size (and can be represented by a fixed, small number of
words in memory). In this case it may make more sense to use uniform size
complexity: a number is assumed to have size 1.

Under the logarithmic measure, the same list has size essentially the sum
of the logarithms of the integers. Suppose each ai has k bits. Performing
a brute-force left-to right multiplication requires O(n2 k2 ) steps and
produces an output of size O(nk).

Logarithmic complexity results naturally from Turing machines, for uniform
complexity one needs models closer to real physical computers.

Language Recognition

As already mentioned, we focus on decision problems since they are a bit easier
to handle than function and search problems (though these are arguably more
important in reality).
Since Turing machines naturally operate on strings (rather than integers in
classical computability theory), one usually describes decision problem in terms
of languages. The instances are all strings over some alphabet Σ.
The Yes-instances are a set of words, a language L ⊆ Σ? .
We may safely assume that Σ = {0, 1}, but it is often easier to describe special
cases with larger alphabets.

The logarithmic measure is indispensable when dealing with arbitrary precision
arithmetic: we cannot pretend that a k-bit number has size 1. This is
important for example in cryptographic schemes such as RSA.
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Language Recognition Problem

Here is the standard decision problem that we have already encountered in
several contexts:
Problem:
Instance:
Question:

Recognition Problem (for L)
A fixed language L ⊆ Σ? and a word w ∈ Σ? .
Is w in L?

Note the qualifier “fixed”: there is a parametrized version of the problem where
L is part of the input. As we have already seen, sometimes L can be
represented by a finite data structure such as a finite state machine and L is
part of the input; here we are interested in the other scenario.
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Acceptance Languages
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Acceptor

20

work tape

For simplicity, one defines a Turing machine M acceptor to be a modified TM
that

b a c a b a a a

halts on all inputs, and

0 0 1 0 1

always halts in one of two special states qY and qN , indicating “accept” or
“reject”.

input tape

So every acceptor defines a language, the collection of all accepted inputs:
L(M ) = { x ∈ Σ? | M accepts x }

qY

M

So to solve a recognition problem we need to construct a machine M that
accepts precisely the Yes-instances of the problem. Of course, exactly the
decidable languages are recognizable in this sense.

qN

Charge only for the work tape, not for input.

Computing Functions
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Examples
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work tape

b a c a b a a a
0 0 1 0 1

Example
There is a Turing machine M with acceptance language “all strings over {a, b}
with an even number of a’s and and even number of b’s” with running time
O(n).

output tape

input tape

1 1 1 0

Example
There is a one-tape Turing machine M with acceptance language “all
palindromes over {a, b}” with running time O(n2 ).

M

Example
There is a two-tape Turing machine M with acceptance language “all
palindromes over {a, b}” with running time O(n).

Our definition also makes sense for general Turing machines that compute
functions.
But note that nondeterminism gets to be quite tricky when it comes to
computing single-valued functions.

Measuring Work Space

To obtain the analogue of time complexity for space one has to be a bit careful
about the underlying Turing machine model. The most useful arrangement is
this:
The machine has a read-only input tape.
The machine has a write-only output tape (not needed for acceptors).
In addition, the machine has a work tape – it is only the space used on the
work tape that is accounted for when we measure space complexity.
To measure memory consumption we count the number of tape cells used on
the work tape only – in particular we do not charge for the input.
Nor do we charge for the output: some computations produce huge output but
require little space for computation (e.g., we could write 1, 2, 3, . . . , n on the
output tape).
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Main Example II: Space Complexity
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More precisely, let (Ci )i<N the computation of TM M on input x. Write |C|
for the number of tape cells used on the work tape in configuration C. Then
the space complexity of M on x is defined as
SM (x) = max |Ci | | 0 ≤ i < N



In other words, we consider the largest configuration that appears during the
computation. This makes perfect sense, it does not help if most of the
computation requires little space.
As usual, assume SM (x) = ∞ if the computation diverges and uses arbitrarily
large configurations.

Worst Case Space Complexity
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We may safely assume that a Turing machine reads all its input before halting
(though there are some trivial problems that don’t require this). So we may
safely assume
n ≤ TM (n)

As before with time let
SM (n) = max SM (x) | x has size n

How Small Can It Get?



But for space this is not true, it makes perfect sense to talk about sub-linear
space complexities. As a matter of fact, even space complexity 0 makes sense:
we wind up with finite state machines.

Again, this is worst case, average case space complexity can be defined
similarly. As it turns out, average time complexity is very interesting, but
average space complexity is less so (consider quick sort).
This is really a topic for an algorithms course (15-451).

Example
One can compute the maximum degree of a graph in logarithmic space. The
input here is given as an adjacency matrix (flattened into row-major order).

Reality Check
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Needless to say, are real computer can perform certain computations much
faster than a Turing machine. There are more realistic models of computations,
in particular random access machines (RAMs), but they are somewhat more
difficult to deal with.



Resource Bounds

Also, the difference is much smaller than one might think.
2

Claim

Time and Space Classes

The speed-up on a random access machine versus a Turing machine is only a
low-degree polynomial.


Tractability

This may seem ridiculous, but we will see practical problems where it does not
matter much.
For space, the is essentially no difference between Turing machines and more
realistic models.

Time Complexity Classes
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We can use time-bounds to organize decision problems into groups.

Definition
Let f : N → N be a function.
TIME(f ) = { L(M ) | M a TM, TM (n) = O(f (n)) }
A (deterministic) time complexity class is a class
TIME(F) =

[

f ∈F

for some collection of functions F.

TIME(f ).

Time Constructibility

We will mostly ignore technical difficulties, but we note that we really need to
consider functions that are time constructible: a function t : N → N is time
constructible if there is a Turing machine that runs in O(t(n)) steps and, for
any input of size n, writes t(n) on the tape as output (say, in binary).
So time constructible automatically implies t(n) ≥ n: we have to read the
input.
Other than that, it is quite difficult to come up with functions that are not
time constructible. Try something like t(n) = 2n or t(n) = 2n + 1 depending
on some condition of the right difficulty. Of course, this is not really an
arithmetic function, it’s logic in disguise.
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Clocked Turing Machines
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Lots of Details
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In the standard one-tape model of Turing machines things get quite messy
when resource constraints are very tight. For example, suppose we want to
count a block of n a’s.

The reason one requires time constructibility is that one often needs to
simulate a Turing machine M and halt the computation after at most t(n)
steps: essentially we are adding a clock to the machine and pull the plug on
any computation that takes too long.

#aaa . . . aa#

#aaa . . . aa#100110

Alas, this takes quadratic time: the head has to zig-zag back and forth.
Alas, for this to be useful, the simulating machine must have a way to count to
t(n) without requiring a lot of resources. Ideally, the clock should come for
free.

Of course, on a two-tape machine this could be handled in linear time.
And, we can achieve n log n on a two-track tape by keeping the counter bits
close to the tape head.

This is very different from our old problem of halting; in the new setting
convergence is guaranteed, but resource bounds cause problems.

This is a bit awkward, we would prefer to have robust definitions that are
impervious to minor changes. For higher complexity classes this is not a
problem.

Some Important Classes
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Our World

Here are some typical examples for deterministic time complexity classes
regarding decision problems (essentially just sets of Yes-instances).

P(Σ∗)
EXP

P = TIME(poly), problems solvable in polynomial time.
EXPk =
EXP =

S

S

k

TIME(2c n
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..
EXP2

c > 0), kth order exponential time.

EXPk , full exponential time.

P

EXP1
..

Warning: Some misguided authors define EXP as EXP1 .

n3

We could consider much faster growing functions (remember Ackermann), but
they are usually not as important.

n2
n

Polynomial time is particularly important in the study of “practically solvable”
problems.

Aside: Function Problem

As usual, computing functions (as opposed to solving decision problems) is very
important in the real world.

Interestingly, the concept of the class of polynomial time computable functions
was developed a bit earlier:
von Neumann 1953
Cobham 1964
Edmonds 1965
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cubic
quadratic
linear

Why Big-Oh?
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Note that we require
TM (n) = O(f (n))
rather than TM (n) ≤ f (n) as one might expect.

This is the same trick used in asymptotic analysis of algorithms to avoid
cumbersome special cases for small n.
Also, it turns out that in the Turing machine model multiplicative constants are
meaningless: if TM (n) ≤ f (n) then we can build an equivalent machine M 0
such that TM 0 (n) ≤ c · f (n) for any constant c > 0.
This is an example of a simple speed-up theorem. Alas, the theorem has little
bearing on physical computation.

Space Complexity Classes
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Space Constructibility
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Definition
Let f : N → N be a function.

In this case, the critical condition is the following: a function s : N → N is
space constructible if there is a Turing machine that runs in O(s(n)) space
and, for any input of size n, writes s(n) on the tape as output (in binary).

SPACE(f ) = { L(M ) | M a TM, SM (n) = O(f (n)) }
A (deterministic) space complexity class is a class
SPACE(F) =

[

Any function one encounters in the wild is indeed space constructible.
SPACE(f ).

f ∈F

Without this assumption one has to jump through extra hoops in certain
proofs, or the arguments may fail altogether. For example, one may have to try
out possible values for s(n) until we find one that works.

for some collection of functions F.
Again, as in the time complexity case, one needs to be a bit careful with
technical details.

Some Important Classes
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Here are some typical examples for deterministic space complexity classes.

Falling off a Cliff
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It is clear that sub-linear time complexity is not interesting: at least we should
be able to read all the input. But where is the threshold for a reasonable space
bound?

SPACE(1), constant space.

As we know, SPACE(1) is the class of regular languages: a fixed constant
amount of memory can be folded into the finite state control.

SPACE(log n), logarithmic space.
SPACE(n), linear space.

Recall the following theorem of Hartmanis, Lewis, and Stearns from 1965.

PSPACE = SPACE(poly), polynomial space.

Theorem
Note that unlike with polynomial time, polynomial space is already pushing the
envelope of feasible computation quite a bit: a cubic memory requirement is
much worse than just cubic running time.

Let f = o(log log n). Then SPACE(f ) is the same as constant space.
Note that little-oh, there are languages recognizable in space log log n that are
not recognizable in constant space.

Linear space is a more reasonable space request for feasible computation.

Space vs. Time
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It is clear from the definitions that
TIME(f ) ⊆ SPACE(f ).

Hierarchy Theorems

It is intuitively clear that TIME(f ) will be larger than TIME(g) provided that
f is sufficiently much “larger” than g. But as the example of log-log space
bounds shows, one has to be a bit careful.
Here is a somewhat crude way to formalize this intuition.

For the opposite direction we can count the number of instantaneous
descriptions of a Turing machine of given space complexity to obtain a bound
on the length of any accepting computation of such a machine.

Theorem
Let f (n) ≥ log n. Then SPACE(f ) ⊆ TIME(2O(f (n)) ).

Theorem (Time Hierarchy)
Suppose f is time constructible.
Then TIME(f (n)) ( TIME(f 2 (n)).

42

Time Hierarchy

43

Space Hierarchy
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The analogous result for space is a bit easier to state.
Thus, squaring the running time yields more compute power.

Theorem (Hartmanis, Lewis, Stearns 1965)

Here is a sharper version of this. Alas, the proof is quite intricate–for technical
reasons, not because of some deep philosophical reason.

Let f (n) ≥ log n be space constructible, g(n) = o(f (n)).
Then SPACE(g(n)) ( SPACE(f (n)).

Theorem (Hartmanis, Stearns 1965)
Alas, all these results are proved by diagonalization and do not produce natural
examples of hard problems.

Let f be time constructible, g(n) = o(f (n)).
Then TIME(g(n)) ( TIME(f (n) log f (n)).

Proof Space

Given a concrete combinatorial problem it is usually very, very hard to find a
lower bound for its time/space complexity.
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Now assume δ can be computed by some machine M in space g.

The central idea behind all these results is still diagonalization.

Then M can be simulated by M in space c · g for some constant c (M may
have a larger alphabet).

Let’s do space first. We assume an enumeration Me of Turing machines (each
machine is repeated infinitely often) computing 0/1-valued functions.
(
1 − {x}(x)
δ(x) =
0

Since g = o(f ), there is an index e for M such that cg(e) < f (e).
But then by construction δ(e) ' 1 − {e}(e), a contradiction.

if {x}(x) ↓ in space g,
otherwise.

2

Otherwise here means: either the computation tries to use too much space, or
it goes into a loop. Thus δ is total by construction.

Is is possible to get rid of the f (n) ≥ log n restriction (but not of space
constructibility).

Since f (n) ≥ log n and f is space constructible, δ can be computed by a
Turing machine M in space f .

Proof Time

For time (as opposed to space), we want to use the same approach and show
that δ is in time f log f but not in time g.

This time, machine M uses three tracks:

47
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Time and Space Classes

one for x, one for the clock, one for the simulation;
x and the counter are kept close the to tape head.
3

One can verify that everything works out.

Tractability

Feasible Decision Problems

49

The question arises whether any of the space or time complexity classes above
are a good match for our intuitive notion of “feasible computation”. Note that
whatever answer we give, we are in a similar situation as with the
Church-Turing thesis: since we deal with intuitive notions there cannot be a
formal proof – though one can collect overwhelming evidence.

P = TIME(nO(1) ) =

[
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While decision problems are easiest to deal with, it’s still worth while to extend
this classification to function/search problems.
To deal with function/search problems we need transducers as in the definition
of space complexity: there is a read-only input tape, the result appears on the
write-only output tape and the computation uses a work tape for scratch-space.

Claim
Deterministic polynomial time,

Feasible Search Problems

TIME(nk ).

Definition

k≥0

corresponds to feasible computation.

A function is polynomial time computable if it can be computed by a
polynomial time Turing machine with additional input/output tape.

Exercise

For example, it is easy (and unimpressive) to construct a transducer that
computes the reverse of an input string in linear time.

Show that the class P is closed under union, intersection and complement.

Closure
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Proof

52

Proof.

The short version is: polynomials are closed under substitution.

More precisely, suppose y = f (x) is computable in time at most p(n) where
n = |x|.

One important property of polynomial time computable functions is that one
can compose them without falling out of the class:

Lemma

Then |y| ≤ p(n) and z = g(y) is computable in time at most q(p(n)) for some
polynomial q.

Polynomial time functions are closed under composition.

Hence we have a polynomial time bound for z = g(f (x)).

This means that if we can translate the instances and solutions of a function
problem A in polynomial time into instances and solutions of some another
function problem B, and B has a polynomial time solution, then A also has a
polynomial time solution.

Note that this result is not trivial, it depends crucially on our choice of
polynomials as the resource bounds. Closure fails for, say, exponential time
EXP1 = 2O(n) .

2

But similar claims do hold for for linear time (easy), and for logarithmic space
(hard).

Two Standard Objections
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k

The notation TM (n) = O(n ) hides two constants:
∃ n0 , c ∀ n ≥ n0 (TM (n) ≤ c · nk )

What if these constants are huge? Something like A(10, 10)?
This would render the asymptotic bounds entirely useless for anything
resembling feasible computation.

Truth in Advertising
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The last claim is somewhat of a white lie. There are algorithms in graph
theory, based on the Robertson-Seymour theorem for graph minors where the
multiplicative constants are unknown.
Graph H is a minor of graph G if H is (isomorphic to) a graph obtained from
G by
edge deletions,
edge contractions, and
deletion of isolated vertices.

H
Standard Answer: True, but this simply does not happen: for practical
problems it is a matter of experience that the constants are easy to determine
and are always very reasonable.

G

Minor Closed Classes
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Many important classes of finite graphs are closed under minors: if H is a
minor of G and G is in the class then so is H. For example, planar graphs are
closed under minors.

Wagner’s Conjecture

56

In 1937, K. Wagner conjectured that a similar theorem holds for every class C
of finite graphs closed under minors:

Theorem (Kuratowski-Wagner)

Conjecture

A graph is planar if, and only if, it has no minor K5 or K3,3 .

There are finitely many obstruction graphs H1 , H2 , . . . , Hr such that G is in C
iff G does not have Hi as a minor for all i = 1, . . . , r .

In orther words, all anti-chains of graphs (wrt the minor order) are finite (recall
the subword ordering on strings).
Note that this yields a decision algorithm: we just check if some given graph G
has one of the forbidden minors.

Robertson-Seymour

57

Theorem To Algorithm
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Wagner’s conjecture has an amzing consequence:
Suppose that graph H is fixed. There is an algorithm that tests whether H is
a minor of any graph G in O(n2 ) steps, n = |G|. Note that H has to be fixed,
otherwise we could check whether G contains a cycle of length |G| in quadratic
time (aka Hamiltonian cycle).

Theorem (Robertson, Seymour)
Every minor-closed family of graphs has a finite obstruction set.

But then we can check all H from a finite list in quadratic time.
This was proven in a series of 23 papers from 1984 to 2004, the proof is
hundreds of pages long.

Alas, there is a glitch: the obstruction list is obtained non-constructively, in
many cases we have no idea how long it is. So we get a quadratic time
algorithm, but we cannot bound the multiplicative constant. Ouch.

The proof is brutally non-constructive: the finite obstruction set exists (in some
set-theoretic universe), but we have no way of constructing it. Worse, often we
don’t even know its cardinality.

Objection Two
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Almost Counterexample

What if TM (n) = O(n1000 )?
This is polynomial time, but practically useless. By the separation result, we
know that artificial problems exist that can be solved in time O(n1000 ) but
essentially not in less time.
Weird Empirical Fact:
If a natural problem is in P at all, then it can actually be solved in time O(n10 )
– for some small value of 10. There simply are no natural problems where the
best known algorithm has running time O(n1000 ).
Alas, no one has any idea why this low-degree principle appears to be true.
Note the qualifier “natural”. Everyone understands intuitively what this means,
but it seems very difficult to give a formal definition.

In 2002, Agrawal, Kayal and Saxena published a paper that shows that
primality testing is in polynomial time.
Amazingly, the algorithm uses little more than high school arithmetic.
e 12 ), but has since been
The original algorithm had time complexity O(n
e 6 ).
improved to O(n

Alas, it seems useless in the RealWorldTM , probabilistic algorithms are much
superior.
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Tractable vs. Decidable

Suppose someone shows that the infamous Bandersnatch Problem is decidable
or in time iterated exponential.
What does that mean for tractability?
A priori, not much. But with a bit of luck at least some special cases of the
problem might have reasonably efficient solutions.

Example
Theory of the reals.
On the other hand, if Bandersnatch turns out to be undecidable, then chances
are that even special cases will be exceedingly difficult to handle.

Example
Diophantine equations.
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Aside: Nondeterministic Complexity

A clear understanding of the difference between decidability and tractability first
arose in the 1960s as a result of the increasing use of computers. Since then
many algorithms have been developed that solve problems in polynomial time.
In some cases, finding the right algorithm may involve decades of research. The
latest example is the AKS polynomial time primality testing algorithm.
As it turns out, there is a rather large class of problems that are very nearly
tractable but have resisted all efforts to find polynomial time algorithms. There
are trivial exponential time algorithms, but the step down to polynomial time
seems exceedingly difficult – though no one has been able to establish
appropriate lower bounds.
These problems form the famous class NP, more later.

62

