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Abstract

Community detection is a segmentation process that determines vertex subsets
whose relationships are stronger within the same community than between other
communities. With the availability of detailed datasets constructed from social
networks, it is possible to use not only structural information but also content
describing each vertex (political affiliation, current city, etc). In this project,
we propose two different approaches for community detection based on content
augmentation and graph augmentation. The graph augmentation approach predicts
communities with higher F1-score as compared to the results given by McAuley
et al. [1] on the same dataset. Our results reveal that graph structure is the
most influential factor in determining the quality (as measured by the F1-score or
Balanced Error Rate) of predicted social circles.

1 Introduction

Modern online social networks such as Facebook, Twitter, Google+, etc. allow users to categorize
their friends into several social circles so that users may easily mention all members of a particular
circle or prevent members of another circle from accessing their posts. Examples of such social
circles include co-workers, high school friends, and family members. However, each user has to
construct and maintain her social circles manually since there is no automated tool that assists in
creating such social circles [1].

In contrast to the classic graph community detection problem [2, 3, 4, 5], where only graph structure
is available, social network providers have access to both graph structure and profile information for
all friends of a given user [6, 1, 7]. In particular, for a given user u (denoted by the ego), the graph
structure denotes the edge connectivity between her friends, while profile (or content) information
denotes a collection of different features such as current city, age, college, etc., per each friend. The
availability of both graph structure and content information gives rise to a new class of community
detection methods that has the potential of augmenting structure and content information to predict
social circles of a given ego node.

In this project, we examine methods for automatic community detection on social network subgraphs
under the ‘Social Circle Analysis’ category. We combine structural information (graph connectivity)
and content information (traits pertaining to each node in the network) to determine communities
within the Facebook dataset [1]. We propose two approaches of combining structural information
and content information:

• Content Augmentation: In this approach, we compress graph structure into low-dimensional
vector embedding per each node. We then append the structure vector of each node with
its content vector creating an augmented content matrix that captures both structure and
content. Since content categories primarily contain categorical data, content vectors are

Course project in 10-701: Introduction to Machine Learning (Fall 2018).



encoded via one-hot encoding, leading to significant redundancies. Hence, we explore the
use of low-dimensional representation through Principle Component Analysis (PCA) or
Auto-Encoders. We then proceed by clustering the low-dimensional representation provided
by PCA or Auto-Encoders to generate a set of predicted social circles.

• Graph Augmentation: In contrast to the former approach, where the graph structure is
compressed into a low-dimensional vector embedding, the graph augmentation approach
keeps the graph structure intact, but then uses content to calculate average similarity between
every pair of nodes. The average similarity between a pair of nodes is then used as an edge
weight for the original, un-weighted adjacency matrix that encodes the graph structure. This
results in an augmented, weighted adjacency matrix that could be clustered using classical
community detection methods on graphs. We perform modularity maximization clustering
on the augmented graph to generate a set of predicted social circles.

In evaluating the performance of our approaches, we use two different performance metrics, namely,
the Balanced Error Rate (BER) and the F1-score (more details are given in Section 3). Our results
(see Section 4) reveal that:

• Graph structure is of remarkable importance to the quality of the predicted social circles.
• Compressing graph structure into low-dimensional vector embedding poses the possibility

of significant information loss that severely degrades the quality of the predicted circles.
• Graph structure could be enhanced by augmenting content information in the form of

edge weights. The influence of content similarity should be regularized so that it does not
overwhelm structural information.

A summary of our results is given below in Table 1

Table 1: Summary of results across approaches and compared to McAuly et al.
Metric Content Cont. Aug. Graph Graph Aug. McAuley et al.
1-BER 0.661 0.671 0.825 0.79 0.84
F1 0.278 0.378 0.631 0.654 0.59

2 Background and Related Works

Early work in community analysis incorporates only the structural information of a graph [2, 3, 4, 5].
Such approaches can apply an optimization function, such as modularity, or can apply linear algebraic
methods, like spectral partitioning, to decompose the network into disjoint communities [8, 9]. More
recent works incorporate structural information with content from each vertex.

McAuley and Leskovec [1] develop a framework to determine overlapping communities, where each
community is a function of the connections between vertices as well as per-community parameters
for vertex properties. Qin et al. [6] determine a disjoint network partitioning by jointly optimizing
two non-negative matrix factorization objectives over content and structure information. In the
space of deep-learning, Wang et al. [7] combine structure and augmented content data using a graph
convolutional network. The output representation is then compressed by a succession of autoencoders,
and finally clustered to yield community structure. In contrast to deep learning approaches, Combe et
al. [10] extend the modularity metric in the structure-only Louvain algorithm with an inertia term
based on the contents of each vertex.

3 Methodology

The primary challenge in using both structure and node content in identification of network com-
munities is to represent the two types of information in a common form. To this end, we present
two approaches that exploit the structural information of the network as well as content, e.g., geo-
graphic area of residence, company of employment, and political affiliation, to reveal the underlying
communities in social network subgraphs. Our first approach is based on augmenting content with
structure, followed by dimensionality reduction and clustering. Our second approach instead performs
graph augmentation using the content descriptions of each node. The next section details content
augmentation, and the following details structure augmentation. Figure 1 graphically shows steps in
each approach for combining structure and content.
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Figure 1: Center: the input structure and content information for social circle detection. Right:
Content augmentation approach. Left: Structure augmentation approach.

3.1 Augmenting Content with Structure

In this approach, we convert the structural information provided by nodes’ connections to a vector
format that is compatible with the content information for each node. This is achieved using a
node-embedding tool called node2vec, developed by Grover et al [11]. Combining structure and
content vectors yields a vector representation of each node in the ego network. The representation is
fairly large (approximately 300 features depending on the number of node2vec features generated).
The majority of the dimensions in the augmented structure vectors originate from the sparse nature of
the node content. Therefore, we reduce the dimensions of each vector before clustering nodes.

In the first stage of the pipeline, node2vec performs a random-walk traversal of the graph for each
node in the network. By exploring a vertex’s neighbors, an embedding of the source node is generated
as a vector of real values. The length and number of random walks, their stochastic properties, and
the length of the resulting embedding are configurable and were all tuned experimentally.

For dimensionality reduction, we investigated both use of a multi-layer auto encoder as well as
simpler methods such as PCA. The latter provides a straightforward means to reduce the number of
dimensions of the combined structure embeddings and node content, but may not otherwise ‘mix’ the
two segments of the vector together, leading to a reduced dimensionality vector with distinct dense
and sparse regions. Using an autoencoder allows us to learn a hidden representation that blends the
structural information of the network with the content of each node. Dimensionality reduction is
repeated for each node, resulting in a mapping for each into a lower dimension vector that summarizes
both the structure and content in latent space.

Clustering methods such as k-means clustering, hierarchical clustering, Gaussian Mixture Models
(GMMs), and spectral clustering are applied to the latent space representations. Because each latent
vector is a combination of a single node’s structure embedding and content vector, the assigned
clusters for each latent vector correspond to assigned social circles for the nodes in the ego network.
We focus on GMM as it provides a probabilistic framework where we can determine the best number
of components based on Akaike Information Criterion (AIC).
3.2 Augmenting Structure with Content

The previous approach attempts to augment content with graph structure by means of compressing
graph structure into a series of low-dimensional vector embedding that could be concatenated with
the corresponding content vectors. However, when graph structure is compressed into such low-
dimensional vector form, key information regarding the graph structure and node neighborhood could
be lost. These structural losses could be significant enough to conceal the underlying community
structure of the data.

In this subsection, we propose a different approach, where we keep graph structure intact and use
content to determine the strength of the ties among every pair of nodes. In particular, we use the
content vector associated with each node to measure the average similarity between nodes, then we
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use the average similarity as edge weights for the original un-weighted graph. The process is better
illustrated by an example. Consider the case where the content vector of each node consists of three
categories, namely, college, current city, and current employer. Note that each of these categories
represents categorical data, hence one-hot encoding is used to transform the content vector into
numerical form. At this point, we may compute the hamming distance between the vectors associated
with each category. Recall that for Boolean vectors x and y of length n, the hamming distance (hd)
is defined as the proportion of disagreeing components in x and y, i.e., the hamming distance is
given by (c10 + c01)/n, where cij is the number of occurrences of x[k] = i and y[k] = j for k ≤ n.
Let hdi denote the hamming distance between the vectors corresponding to category i and assume
without loss of generality that we have L categories. The average similarity between nodes u and v is
then given by

wuv =

∑L
`=1(1− hdi)

L

After computing the average similarity between every pair of nodes, we end up with a matrix of
weightsWWW = [wij ], where element wij represents the average similarity between nodes i and j. We
can then construct an augmented weighted adjacency matrix ΨΨΨ = [ψij ] that is constructed as follows

ψij = Aij + (α0 (1− δij) + α1δij)wij

where AAA = [Aij ] represents the adjacency matrix of the original, un-weighted graph and δij is an
indicator function that is given by

δij =

{
1 if(i, j) ∈ E
0 otherwise

where E denotes the edge set of the original, un-weighted graph. Observe that α0 (respectively, α1)
is a free parameter that determines the influence of content similarity on edge weight for edges which
were absent (respectively, present) in the original, un-weighted graph.

The matrix ΨΨΨ is essentially a weighted adjacency matrix of a new, weighted graph constructed by
augmenting graph structure with content. Given the adjacency matrix ΨΨΨ, we can utilize several
spectral methods which were developed for revealing community structure in weighted graphs. A
pronounced example of such approaches is the modularity maximization method proposed by [5, 8].
In what follows, we use the term ‘partition’ to denote a particular split of the network into several
communities along with nodes membership to communities. At a high-level, modularity of a partition
is a measure of how dense intra-cluster edges are to inter-cluster edges. More specifically, the
modularity of a parition is given by

Q =
1

2m

∑
i,j

[
ψij −

didj
2m

]
δ(ci, cj)

where m denote the number of edges, di =
∑

j ψij , and δ(ci, cj) is an indicator variable that equals
to one if nodes i and j belong to the same community.

Approaches based on modularity maximization attempt to find a set of communities within a graph
such that the modularity is maximized. Indeed, this is a reasonable target given that real-world social
circles have dense connections within circles and relatively sparse connections across circles. We
utilize Louvain algorithm [8] to give the best partition of the nodes (into several communities) such
that the modularity is maximized. Louvain algorithm is a fast iterative algorithm that works as follows
[8]. The algorithm is divided in two phases that are repeated iteratively. The process starts with a
weighted network of N nodes. In phase 1, a different community is assigned to each node of the
network, i.e., there are as many communities as there are nodes. Then, for each node i, neighbour j
of i is considered and the modularity gain that would take place by removing i from its community
and by placing it in the community of j is computed. Node i is then placed in the community for
which this gain is maximum, but only if this gain is positive. If no positive gain is possible, node i
stays in its original community. This process is applied repeatedly and sequentially for all nodes until
no further improvement can be achieved and the first phase is then complete.

The second phase of the algorithm consists of building a new network whose nodes are now the
communities found during the first phase. To do so, the weights of the links between the new
nodes are given by the sum of the weight of the links between nodes in the corresponding two
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communities. Links between nodes of the same community lead to self-loops for this community in
the new network. Once this second phase is completed, it is then possible to reapply the first phase of
the algorithm to the resulting weighted network and to iterate. The algorithm terminates when no
additional modularity gain is possible.

Observe that Louvain algorithm predicts the best partition in a completely unsupervised way, without
requiring the number of communities as input. However, the base implementation of Louvain
algorithm maps each node to one unique community and does not naturally give rise to overlapping
clusters. Since overlapping clusters are observed in real-world social circles, we modify Louvain
algorithm to allow for overlapping circles. Our approach is based on the intuition that overlapping
circles mainly emerge due to the nested hierarchy of social circles in real-life. In particular, there
could be a social circle among same-department students in a given university, but such social circle
is indeed a subset of a large social circle among same-college or same-university students.

Assume without loss of generality that Louvain algorithm terminated after L steps. Since the
algorithm keeps track of the merged communities at each step, we can look at the communities which
were disjoint at step L− 1, but then merged at step L. We can then add those communities to the
final partition predicted at step L. For example, assume that at step L − 1, there were only two
communities, namely x and y, which were then merged into a single community z := x ∪ y at step
L. In this case Louvain algorithm gives the best partition as the set {z}. Assuming L > 2, we may
add communities x and y to the final partition predicted by Louvain algorithm, hence extending the
best partition to {z, x, y}. In this case, the final partition obeys the nested hierarchy of social circles
observed in real-life.

3.3 Aligning Predicted Circles With Ground-Truth Circles

For a given ego network and content information, both of our approaches, i.e., graph augmentation
and content augmentation, end up generating a set of Kp predicted circles. Let the number of ground-
truth circles be Kg. Observe that Kp could be less than, equal, or greater than Kg. If Kp ≤ Kg, then
we align each of the predicted circles with one of the ground-truth circles. If, however, Kp > Kg,
then we align each of the ground-truth circles with one of the predicted circles, and penalize extra
predictions.

The alignment of predicted circles with ground-truth circles is done simultaneously using linear
sum assignment solver (minimum weight matching) that minimizes a cost matrix. The cost matrix
CCC is an Kp ×Kg matrix, where Cij denotes the cost associated with aligning predicted circle i to
ground-truth circle j. The method used is the Hungarian algorithm, also known as the Munkres or
Kuhn-Munkres algorithm. We consider two different cost metrics, namely, the Balanced Error Rate
(BER) and the F1-Score.

The BER measures the proportion of entries in a predicted circle that are not in the ground truth (false
positives over total predicted positives) plus the proportion of elements not in the predicted circle that
are in the ground truth (false negatives over total predicted negatives). For a predicted circle C and
ground-truth circle C̄, the BER is given by

BER
(
C, C̄

)
=

1

2

(
| C \ C̄ |
| C |

+
| Cc \ C̄c |
| Cc |

)
The F1 Score is the harmonic mean of precision (the proportion of true positives returned over all
positive examples predicted) and recall (the proportioned of true positives predicted over all actual
true positives). The F1 score is most clearly written with precision and recall as defined components.
It is presented as such below with similar notation to BER:

F1(C, C̄) = 2

(
prec(C, C̄) · recall(C, C̄)

prec(C, C̄) + recall(C, C̄)

)
where

prec(C, C̄) =
| C ∩ C̄ |
| C |

, recall(C, C̄) =
| C ∩ C̄ |
| C̄ |

Note that the entry of the cost matrix corresponding to the cost of aligning predicted circle C
with ground-truth circle C̄ is either BER

(
C, C̄

)
, or 1 − F1

(
C, C̄

)
, depending on which met-

ric we use. The linear sum assignment solver generates an optimal matching between predicted
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circles and ground-truth circles such that the overall cost is minimized. At this point, we may
compute the average accuracy of our predictions as follows. Consider an optimal matching
M = {

(
C1, C̄1

)
,
(
C2, C̄2

)
, . . . ,

(
Cmin(Kp,Kg), C̄min(Kp,Kg)

)
} generated for a given ego node u

with an arbitrary ordering of aligned pairs. Then, the average error of our predictions for a given ego
node u when we utilize the BER metric is given by

error (u) =

∑|M|
i=1 BER

(
Ci, C̄i

)
+ 0.5 ∗ (0,Kp −Kg)

+

|M|+ (0,Kp −Kg)
+ (1)

where

(0, x)
+

=

{
x, x ≥ 0

0, otherwise

Equation (1) captures the possibility of our approach generating more predicted circles as compared
to ground-truth circles. Note that extra predicted circles are penalized by 0.5 BER, i.e., the BER
corresponding to a trivial random guess.

Similarly, when we utilize the F1-score instead of the BER, the average error is given by

error (u) =

∑|M|
i=1

(
1− F1

(
Ci, C̄i

))
+ (0,Kp −Kg)

+

|M|+ (0,Kp −Kg)
+ (2)

as we penalize extra predicted circles by zero F1-score.

4 Experiments and Results

For both of our approaches, we evaluate our performance in circle detection for each ego network
with respect to the ground-truth circles given in the SNAP Facebook Ego Networks dataset. The
metrics we use to evaluate our approaches are the BER and F1 Score, reproduced from work by
McAuley et al. [1].

4.1 Dataset and Setup

For both approaches described in Section 3, we use Facebook Ego Node datasets curated by McAuley
and Leskovec [1]. This dataset consists of ten ‘ego networks’, which are the connectivity (structure)
between friends (alters) of a particular ego, excluding the ego herself, along with information about
each alter (content). In addition, the dataset includes ground truth social circles identified by the ego
of each of the networks. Note however, that the ground truth circles may be incomplete, as noted
in [1]. Therefore, our scoring follows the convention of McAuley et al. in that under-predicting
the number of circles is not additionally penalized over penalties already incurred by placing alters
in incorrect circles, but over-predicting the correct number of circles is penalized. In the case of
both evaluation metrics, the circles output by our models are simultaneously matched with their best
counterparts from the ground truth using the methods mentioned in Section 3.3.

The average accuracy of our approaches across the ten different ego networks is then given by

accuracy =
∑
u

(1− error(u))

10

where error(u) is either given by (1) or (2) depending on the cost metric. Since the ego networks
corresponding to many nodes contained significantly more nodes than those appeared in the ground-
truth circles (particularly for ego nodes 107 and 3437), we limit our scope to a subset of nodes which
appeared in the ground-truth circles. This is a reasonable assumption since the ego user can always
select which of her friends she would like to form social circles for.

4.2 Experiments on Content Augmentation Approach

This report subsection focuses on experiments for tuning hyper-parameters of the content augmenta-
tion approach incorporating node2vec, dimensionality reduction, and clustering. We then present
evaluation metrics across each ego network for the tuned system. Across all hyper-parameters and
ego networks, we tested more than 720 configurations.
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During the design and evaluation of our approach, we explored hyper-parameters for graph embedding
(node2vec), number of output dimensions, and when an autoencoder was used instead of PCA, the
depth, width, and non-linear activation in the autoencoder. Evaluating F1 and 1-BER across all ego
networks revealed that the selection of parameters for random walk probabilities (q), length of walks
(w), and final embedding dimensions (d) did not consistently affect the evaluation metric. Therefore,
we fixed node2vec parameters to q = 1.0, w = 80, and d = 256.

To tune the size of the autoencoder, layers were added and the latent space was increased in size in
order to minimize the mean-squared reconstruction error. Notably, the reconstruction error would not
converge to 0 even with a single layer of exact size to the original input. Therefore, an initial hidden
layer larger than the dimensionality of the augmented content vector and a final hidden layer size
equal to 32 were selected, with layers of intermediate size in between, in order to match the minimum
error observed in the single-layer case. The final hidden layer dimensions were (512, 256, 128, 64, 32)
in the encoder, and the reverse for the decoder stage. Experiments clearly showed higher F1 and
1-BER scores for relu compared to sigmoid nonlinear activation in the autoencoder. PCA with 32
components also performed similarly to relu in initial tests, so it has been included in our final
comparison.

Figure 2: Content augmentation for PCA and relu dimension reduction with min and max values
around each mean. For ego 1912, the autoencoder encountered a divide-by-zero error.

Our final evaluation of our content augmentation approach is shown below in Figure 2. In this
experiment, we evaluate dimensionality reduction using a relu-activated autoencoder against PCA
across each of the ego networks. The other hyper-parameters for node2vec and the autoencoder
layers are fixed to values described above. The results unfortunately show low average performance
and high variability in the output evaluation metrics (1-BER, F1), even with experimentally tuned
hyper-parameters. This persisted in spite of many attempts to produce reproducible and improved
results.

We suspect that the primary source of this variability is in the stochastic nature of node2vec and
that the ultimate source of low mean performance was excessive loss of structural information in
conversion to a vector representation. Our second approach addresses this by augmenting graph
structure rather than node content; details are presented in the following section.

4.3 Experiments on Graph Augmentation Approach

In this subsection, we focus on graph augmentation approach and plot the F1 score and (1-BER) for
different values of α0 and α1. In addition, we plot the F1 score and (1-BER) for the case when only
the structural information is used for clustering. Note that in this approach, overlapping clusters are
allowed (see Section 3).

In Figure 3, we plot the F1 score for the cases when (α0, α1) is given by (0.05, 0.1), (0.2, 0.5), and
(0.5, 0.8). Observe that the graph augmentation approach with (α0 = 0.05, α1 = 0.1) produces the
best results and its F1 score exceeds the one given by McAuly et al. [1] (see Table 1). Figure 3 also
shows the accuracy as measured by 1-BER for the graph augmentation approach with different values
for the tuple (α0, α1). Observe that with respect to the BER, clustering based only on graph structure
outperforms the graph augmentation approach, but still falls short of meeting the BER results reported
by McAuly et al. [1] (see Table 1).
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Note that the selection of the tuple (α0, α1) was done in ad-hoc way. We believe that the graph
augmentation approach could be improved by means of a semi-supervised learning problem where a
subset of ground-truth circles corresponding to an ego node could be used to learn the best estimates
of (α0, α1), which could then be used to detect all other circles belonging to the same ego node.
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Figure 3: Evaluation corresponding to different values of α0 and α1 for graph augmentation.

5 Conclusions and Future Work

In this project, we have developed and evaluated two approaches to social circle analysis that
leverage content concerning each node in the network and structure describing how the nodes are
connected. Our first approach incoporates node2vec, a stochastic structure to vector embedding
tool, dimensionality reduction, and clustering. This approach however yields poor results with high
variability due to the random nature of node2vec. Our second approach prioritizes graph structure by
converting content to augmented structure, and achieves higher accuracy on both of our test metrics.
From this, we conclude that structure is the most important component of social circle analysis.
As seen in our experiments for our second approach and in Figure 4, adding content can improve
identification of social circles to a point, after which results degrade compared to structure only.
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Figure 4: Results of our approaches evaluated on 1-BER and F1 score.
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