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Abstract

As we work to move robots out of factories and into human environments, we must empower
robots to interact freely in unstructured, cluttered spaces. Humans do this easily, using di-
verse, whole-arm, nonprehensile actions such as pushing or pulling in everyday tasks. These
interaction strategies make difficult tasks easier and impossible tasks possible.

In this thesis, we aim to enable robots with similar capabilities. In particular, we formu-
late methods for planning robust open-loop trajectories that solve the rearrangement planning
problem. In these problems, a robot must plan in a cluttered environment, reasoning about
moving multiple objects in order to achieve a goal.

The problem is difficult because we must plan in continuous, high-dimensional state and
action spaces. Additionally, during planning we must respect the physical constraints induced
by the nonprehensile interaction between the robot and the objects in the scene.

Our key insight is that by embedding physics models directly into our planners we can
naturally produce solutions that use nonprehensile interactions such as pushing. This also
allows us to easily generate plans that exhibit full arm manipulation and simultaneous object
interaction without the need for programmer defined high-level primitives that specifically
encode this interaction. We show that by generating these diverse actions, we are able to find
solutions for motion planning problems in highly cluttered, unstructured environments.

The first focus of this thesis will formulate the rearrangement planning problem as a clas-
sical motion planning problem. We show that we can embed physics simulators into random-
ized planners. We propose methods for reducing the search space and speeding planning time
in order to make the planners useful in real-world scenarios.

The second focus of this thesis will aim to deal with the imperfect and imprecise worlds
that reflect the true reality for robots working in human environments. We pose the rear-
rangement planning under uncertainty problem as an instance of conformant probabilistic plan-
ning and offer methods for solving the problem.

We believe the methods we develop in this thesis have broad impact. This thesis will
demonstrate the power of these planners on the home care robot HERB. We will show that
this planner improves autonomous operation of the robot, allowing HERB to work better in
high clutter, completing previously infeasible tasks and speeding feasible task execution. In
addition, we will show these planners increase autonomy for the NASA rover K-Rex. Our
planner will allow the rover to actively interact with the environment. We will demonstrate
that this interaction leads to faster traversal in cluttered areas and adds new autonomous ca-
pabilities, such as landing site clearing. Finally, we provide open-source implementations of
our algorithms so that they may continue to be applied in new domains.
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1
Introduction

(a) HERB manipulating objects on a table

(b) K-Rex
Figure 1.1: (a) The HERB personal
home robot. (b) The K-Rex lunar
explorer. These robots will be used to
demonstrate the effectiveness of our
algorithms.

Recent years have seen an increased emphasis on robots perform-
ing autonomous manipulation tasks. These tasks require robots to
actively interact with and change their environment. Factory robots
were the first to perform such tasks. These robots work in highly
structured worlds, with fully known environments and very focused
tasking. As we move robotic technology forward, we must advance
their capabilities to allow them to work in unstructured and cluttered
environments. These advancements will allow us to transition robots
from their highly specific and ordered workspaces to complex and
often disorganized human environments.

Most commonly used autonomous manipulators rely solely on
the ability to pick-and-place objects, carefully moving one object at
a time. Humans use a much more diverse suite of actions to accom-
plish everyday tasks. Consider grabbing an item from the back of a
cluttered pantry. You may push aside items using your elbow, fore-
arm and the back of your hand, while simultaneously caging the
coveted item in your palm and dragging it to the front to grab it. We
rely on whole-arm, nonprehensile interactions such as pushing or
pulling in order to accomplish even basic tasks.

To transition robots into human environments we must empower
them with these same strategies. In this thesis, we develop planners
that generate open-loop strategies using nonprehensile interaction to
solve the rearrangement planning problem. In these problems, a robot
must manipulate several objects in clutter in order to achieve a goal.
Our planners must be capable of generating solutions that allow
simultaneous object interaction and whole-arm manipulation. We
believe these properties to be critical to efficiently working in clutter.
Additionally, we require our planners quickly generate solutions
robust to uncertainty in the planning environment.

In the following sections we identify key challenges to developing
such planners.
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1.1 Challenge 1: Integrating nonprehensile interactions

Nonprehensile interactions have been shown to be critical for pre-
grasp manipulation [21, 41], large object manipulation [25] and si-
multaneous object interaction [33, 40]. In addition, they can make
manipulation possible for robots not traditionally designed for inter-
action tasks. Consider the K-Rex robot from Fig.1.1b. Unless extra
expensive payload is added to the rover, this robot must rely on in-
teractions such as pushing and toppling in order to manipulate the
environment.

Purely geometric planners struggle to reason about nonprehen-
sile interaction because objects do not move rigidly with the robot.
Instead, the motion of objects evolves under non-holonomic con-
straints that represent the physics of the environment and the contact
between robot and objects. This identifies our first key challenge:

Our planning algorithms must respect the non-holonomic con-
straints on the motion of objects induced by the nonprehensile
interaction.

Insight 1: Embed physics models directly into the motion planners

Previous works that have considered the use of nonprehensile
interactions make simplifying assumptions about the interaction
(i.e. the object moves as though rigidly attached to the hand) or
work with a simplified set of objects (i.e. disc robot pushing disc
objects) [5, 10].

We show that we can embed physics models directly into the
motion planners. In doing this, we can model the nonprehensile
interactions without the need for simplifying assumptions.

We propose to demonstrate in the thesis the use of both analytical
physics models with closed form representation and commercial
physics models such as the Open Dynamics Engine [1], Bullet [4] or
Box2D [3].

1.2 Challenge 2: Fast planning in high-dimensional state and ac-
tion spaces

Our goal is to solve problems that require contact and interaction
with objects in the environment. This interaction changes the plan-
ning environment. Because of this, we must track the objects the
robot interacts with in our state during planning. This leads to a
search space size linear in the number of objects the manipulator
can move. In addition, we wish to plan motions for a high degree-
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of-freedom (DOF) robot such as the HERB robot [59] (Fig.1.1a). This
identifies the second key challenge:

Our planning algorithm must be capable of quickly planning in
high dimensional state and action spaces.

Insight 2: Employ parallelization and guided action sampling to
speed planning

When planning in deterministic environments, randomized plan-
ners such as the Probabilistic Roadmap (PRM) [39] or Rapidly Ex-
ploring Random Tree (RRT) [47] have been shown to work well for
high-dimensional state and action spaces. These planners rely on
being able to quickly solve the two-point boundary value problem
(BVP) to connect two states in state space. Our non-holonomic con-
straint described in Sec.1.1 makes this difficult. As a result, we em-
ploy the kinodynamic version of the RRT [48]. Here, rather than solve
the two-point BVP, we sample actions and select the one that comes
closest to connecting the two states.

During planning we use a physics model to forward simulate all
sampled actions. This extra computational complexity slows our
planner. We propose two techniques to regain speed. First, we will
employ parallelization both in action sampling and in tree growth.
Second, we will use guided action sampling. This will allow us to
select actions that connect subspaces of the full state space, leading to
better directed tree growth.

Insight 3: Project actions to a lower dimensional physics manifold

In the problems we wish to consider, contact is critical to success.
However, in many problems large regions of our state space lead
to no contact. Consider again the HERB robot in Fig.1.1a. Many
valid configurations move the arm in the free space either below
the table or far above it. These configurations are of minimal use
for rearrangement planning because they cannot create contact with
relevant objects.

We show that we can project all actions to a lower dimensional
manifold where contact is likely to occur. This speeds planning by
focusing our search to regions of state space we know to be critical to
goal achievement.
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Insight 4: Consider only dynamic actions that result in statically
stable states.

Embedding commercial physics models allows us to model dy-
namic interactions between the robot and the objects in the environ-
ment. However, naive methods for planning for these interactions
require that we double the size of our state space to include velocities
in addition to configurations for each object. This can have a crip-
pling effect on the search time for our planner. We observe that for
our problems the absence of any external forces other than gravity
causes a manipulated object to eventually come to rest due to friction.

We show that by choosing dynamic actions that result in statically
stable states, e.g. the environment comes to rest after each action, we
can search in the lower dimensional configuration space, ignoring
velocities of objects. This allows us to speed planning while still
considering dynamic interactions.

1.3 Challenge 3: Planning robust trajectories

Figure 1.2: Contact between the robot
and object quickly leads to multi-modal
and non-smooth distributions.

We require our planners generate open-loop trajectories that are ro-
bust to uncertainty in object pose, physics modeling, and trajectory
execution. This is particularly hard for planning with pushing in-
teractions. The contact between robot and objects causes physics to
evolve in complex, non-linear ways and quickly leads to multi-modal
and non-smooth distributions. Consider Fig.1.2. Here the initial un-
certainty in the object pose appears Gaussian, but after a single push
the distribution has sharp edges and is multimodal and unstructured.
This leads to the third and final challenge considered in this thesis:

Our planner must be capable of handing complex evolution of un-
certainty in order to produce trajectories robust to noise in object
pose, action execution and modeling of physical interactions.

Insight 5: Planning under uncertainty can be expressed as a trajec-
tory selection problem

As mentioned in Sec.1.2 randomized planners are ideal for plan-
ning in our high-dimension state and action spaces. To incorporate
uncertainty, we can exploit the fact that each call to a randomized
planner will generate a fundamentally different trajectory (Fig.1.3)
and each generated trajectory varies in its robustness to uncertainty.
Using this knowledge we can formulate rearrangement planning un-
der uncertainty as a trajectory selection problem. To do this, we use
a randomized planner to generate several solutions to the same re-
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Figure 1.3: Three trajectories for the
same problem generated by calls to a
randomized planner.

arrangement planning problem. Then we test each of these solutions
and identify the one most robust to uncertainty.

We show that this trajectory selection problem is an instance of
the multi-arm bandit problem. We propose methods for allocating
resources between generating new candidate trajectories and testing
existing candidates. This allows us to identify and select a robust
trajectory given a limited time budget.

Insight 6: Leverage the physics model to evaluate robustness to
uncertainty at plan time

Framing the problem as a trajectory selection problem improves
the robustness of the output of our planner by allowing us to select
among many candidates. However, it forces us to consider uncer-
tainty only at a trajectory wide level. Prior works have shown that
nonprehensile actions can naturally reduce uncertainty (Fig.1.4). We
would like to consider uncertainty at plan time, allowing our plan-
ner to select and compose these uncertainty reducing actions when
possible.

Figure 1.4: An example action that
reduces uncertainty. We would like to
empower our planners to identify and
select such actions at plan time.

Typical methods for incorporating uncertainty during planning
rely on a closed form representation of the uncertainty evolution. In
our problem, this is not possible. However, prior works have shown
Monte Carlo methods to be effective for uncertainties too compli-
cated or burdensome to model exactly [17, 43, 57]. In this thesis, we
propose to leverage the physics simulator used during planning to
apply Monte Carlo methods that evaluate performance of an action
under uncertainty at plan time. By doing this, we can generate plans
comprised of uncertainty reducing actions such as that in Fig.1.4.

Typical Monte Carlo methods, such as Monte Carlo Tree Search,
rely on a discrete action space. We propose methods for incorporat-
ing our large and continuous action space into these algorithms.

1.4 Contributions

In summary, we propose the following contributions in this thesis:

1. Embed physics models into randomized planners in order to solve
complex rearrangement problems using nonprehensile interactions
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such as pushing.

2. Develop techniques to account for uncertainty prevalent at execu-
tion time and generate open-loop plans robust to these uncertain-
ties.

3. Experimentally validate our developed planners against state-of-
the-art baseline approaches on multiple platforms.

In the remainder of the document we detail each of these contribu-
tions.



2
Related Work

Several works have studied the problems of rearrangement planning,
or planning among movable objects. Wilfong [68] was the first to
show that problems of this type are NP-hard. However, it has been
shown that imposing simplifying assumptions can make the problem
tractable.

One of the first formalizations of this class of planning problems
was the Navigation Among Movable Obstacles (NAMO) problem.
Here, the robot is tasked with planning to navigate from a start con-
figuration to a goal among several movable obstacles. Later works
extended the NAMO problem into the manipulation domain. Ini-
tial work focused on the use of pick-and-place actions to solve the
problem [52, 61]. While effective, the class of solvable problems was
limited to containing only graspable items. Other work [12, 27, 28]
showed that empowering the robot to consider nonprehensile actions
in addition to pick-and-place actions broadened the functionality of
the robot, allowing manipulators to solve scenes with items too large
or heavy for the manipulator to grasp.

Approaches for solving problems of planning among movable
obstacles fall into three general categories described in the following
sections.

2.1 State Space Search

Several prior works frame the problem as a classical planning prob-
lem, searching for a sequence of actions that moves from a start state
to any state that represents a goal.

Figure 2.1: An example of a state space
search ([10]). Here the planner looks
for a sequence of transit and transfer
actions that move through the state
space to achieve the goal.

Many solutions structure the problem as reasoning over two types
of action classes [58]:

• Transit - The robot moves on its own, without making contact with
any movable objects

• Transfer - The robot manipulates one or more movable objects
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Randomized planners, in particular Rapidly Exploring Random
Trees (RRT) [47], have been shown to be effective. In these methods,
nodes represent states and edges represent transit or transfer actions
that connect them. In [52], only transfer actions representing rigid
grasps are considered. Barry et. al. [10] expanded this idea and em-
powered the planner to reason about multiple action types, including
nonprehensile motions. To maintain tractability, they exploit the fact
that constraints on most motion, including nonprehensile motion,
limit the application to a much lower-dimensional space than the full
configuration space.

Other solutions exploit this same idea to decompose the full task
into a series of lower-dimensional subproblems that are easier to
solve. In [23] a high-level planner is first used to select a sequence of
subgoals, then a low-level planner is used to design the actual robot
movements required to achieve these goals. Constraint ordering is
used in place of the high-level plan in [11]. Here constraints represent
precedence, or ordering of movable objects.

In many of these planners, the lower-dimensional subproblems are
instantiated as programmer defined motion primitives. This places
great burden on the designer of the primitive to develop actions
that are both dexterous and efficient, transferring, in some ways,
computational complexity on to the designer.

In this thesis, we also use a state-space planning approach. How-
ever, we alleviate the reliance on programmer defined motion primi-
tives critical to the approaches from [10, 52]. This allows our planner
to generate diverse whole arm pushing actions without the need to
tediously encode these interactions.

2.2 Free Space Search

An alternative approach to the planning among movable obstacles
problem is to track the reachable free space. This is the workspace
reachable by the robot without moving objects. The planning prob-
lem can then be framed as a search for a sequence of actions that
place the robot and the goal in the same free space component. This
method can be advantageous as the number of movable obstacles
becomes large, because searching over the joint configuration space of
the robot and all movable objects can become difficult or infeasible.

C1

C2

C3

C4

S(C1) G(C4)

C2

C3

LoveSeat
Table1
Table2

Table1

Table1

Couch

Figure 2.2: An example of rearrange-
ment planning using free space
search.([60]) Here the planner con-
structs a graph of free space compo-
nents and the objects that form the
borders.

Planners that reason over this space [60, 65] often use a hierarchi-
cal structure. Here a high-level planner reasons about connecting
disjoint regions, while a low-level planner is used to move the robot
within a single free space component.

In practice, tracking the free space is often difficult. Simplifying as-
sumptions, such as representing objects by their axis-aligned bound-
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ing box, can ease the burden at the cost of completeness. In general,
there is a tradeoff between the cost of searching a high-dimensional
state space vs. the complexity of managing free space representation.
However, for those problems where tracking free space is possible,
these algorithms can serve as a nice alternative to typical state-space
approaches.

2.3 Backchaining

Most of the planners presented in the previous two sections provide
methods for solving the planning among movable obstacles problem
through forward reasoning. In other words, starting from the initial
configuration, the planners search for a sequence of objects to move
to achieve a goal configuration. An alternative approach is to use a
backchaining method. This approach is built from the idea of goal
pre-images [49, 51]. A pre-image of a goal is the set of all state/action
pairs that are guaranteed to attain the goal. In backchaining, a graph
is built such that the nodes represent subsets of states and edges
represent actions. Nodes are linked based on the state transitions that
occur as a result of the actions.

Figure 2.3: An example of a solution to
rearrangement planning obtained by
backchaining([61]). The goal is to grab
the hammer. To do this, the planner
must move the gear. To move the gear,
the fan must be moved.

When applied to the rearrangement planning problem, planners
begin reasoning from the goal. They recursively select an action and
compute the set of objects that must be moved in order to execute
that action, building a list and order of objects to move. Similar to
state space solutions, initial methods searched only over transfer
actions that represented rigid grasps [61]. Later works [27] relaxed
this restriction and showed incorporating nonprehensile actions such
as pushing and sweeping allowed the planner to solve more scenes,
generate plans with fewer actions and handle more uncertainty than
comparable planners that reason only over pick-and-place actions.

Backchaining reduces the problem to generating a sequence of
objects to move. Often, this eliminates the ability to achieve simulta-
neous object interaction. As mentioned in the introduction, simulta-
neous interactions not only streamline the solutions but are critical to
achieving success in highly cluttered environments.

2.4 Related Problems

A task closely related to the rearrangement planning problem is
object search. In these problems, a robot is tasked with finding an
object in a cluttered environment. Here, the robot must reason about
the manipulability of clutter and the relationship between manipu-
lation and visibility. Similar to rearrangement planning, initial so-
lutions [26] limit the actions to be performed by the robot to only
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pick-and-place actions. Later approaches [32] incorporated nonpre-
hensile interactions such as pushing to increase the space of solutions
that could be achieved.

A closely related problem is clutter clearing. Here the goal is for
the robot to isolate and clear objects from a cluttered scene. Again,
the use of nonprehensile interactions such as pushing and toppling
has been shown to speed clearing and approve success rates [24, 33].

We believe the framework outlined in this thesis is general enough
to solve these derivatives of rearrangement planning. In Sec.5 we will
outline a set of experiments which will demonstrate this proposition.



3
A Framework for Rearrangement Planning under Un-
certainty

In this section we provide a formal description of the rearrangement
problem and an overview of our existing work.

3.1 The Rearrangement Planning Problem

R Robot
M Movable objects
O Static obstacles
CR Robot configuration space
Ci Configuration space of movable object i
X Planning configuration space
X f ree Free configuration space
XG Goal region
U Control space
ξ Feasible trajectory
π Control sequence

Table 3.1: Terminology

Figure 3.1: The planning environment

Assume we have a robot, R, endowed with configuration space CR.
The robot is working in a bounded world populated with a set,M,
of objects that the robot is allowed to manipulate. Each object is en-
dowed with configuration space Ci for i = 1 . . . m. Additionally,
there is a set, O, of obstacles which the robot is forbidden to con-
tact. Fig.3.1 depicts each of these sets.

We define the state space X as the Cartesian product space of the
configuration spaces of the robot and objects: X = CR × C1 × · · · ×
Cm. We define a state x ∈ X by x =

(
q, o1, . . . , om) , q ∈ CR, oi ∈ Ci ∀i.

We define the free state space X f ree ⊆ X as the set of all states
where the robot and objects are not penetrating themselves, the ob-
stacles or each other. Note that this allows contact between entities,
which is critical for manipulation.

The state x evolves nonlinearly based on the physics of the ma-
nipulation, i.e. the motion of the objects is governed by the contact
between the objects and the manipulator. We describe this evolution
as a non-holonomic constraint:

ẋ = f (x, u) (3.1)

where u ∈ U is an instantaneous control input. The function f en-
codes the physics of the environment.

The task of the rearrangement planning problem is to find a fea-
sible trajectory ξ : R≥0 → X f ree starting from a state ξ(0) ∈ X f ree

and ending in a goal region ξ(T) ∈ XG ⊆ X f ree at some time T ≥ 0.
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(a) Initial state (dark) and goal
state (light)

(b) Manipulator moves into
place to push object

(c) Manipulator pushes object
to goal pose

(d) Manipulator moves to goal
pose

Figure 3.2: Solving the two-point
boundary value problem between a
start configuration and goal configu-
ration is as difficult as solving the full
problem.

A path ξ is feasible if there exists a mapping π : R≥0 → U such
that ξ̇(t) = f (ξ(t), π(t)) for all t ≥ 0. This requirement ensures we
can satisfy the constraint f while following ξ by executing the con-
trols dictated by π. Tab.3.1 provides a summary of the terminology
introduced in this section.

3.2 Randomized Rearrangement Planning in Deterministic En-
vironments

Algorithm 1 Kinodynamic RRT
1: T ← {nodes = {x0}, edges = ∅}
2: while not ContainsGoal(T) do

3: xrand ← SampleConfiguration()

4: xnear ← Nearest(T,xrand)

5: for i = 1 . . . k do

6: (ui, di)← SampleAction()

7: (xi, di)← PhysicsPropagate(xnear, ui, di)

8: i∗ = argmini Dist(xi, xrand)

9: T.nodes∪ {xi∗}
10: T.edges∪ {((xnear, xi∗), ui∗ , di∗)}
11: path← ExtractPath(T)

We utilize a Rapidly Exploring Random Tree (RRT) [47] to solve
the rearrangement problem. Traditional implementations of the al-
gorithm solve the two-point boundary value problem during tree
extension. Because we must plan in the joint configuration space of
the robot and objects, solving the two-point boundary value prob-
lem is as difficult as solving the full problem. For example, consider
the scene in Fig.3.2. To transition from the initial state x1 = (q1, o1

1)

to goal state x2 = (q2, o1
2), we must first find a collision free path

for the manipulator from configuration q1 to a location near o1
1, the
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start location of M1 (Fig.3.2b). Then we must find a path that pushes
M1 from configuration o1

1 to configuration o1
2 (Fig.3.2c). Finally, we

must generate a collision free path to move the manipulator to q2

(Fig.3.2d).
As suggested by Lavalle [48] a useful alternative is to use a dis-

crete time approximation to Eq.(3.1) to forward propagate all con-
trols and select the best using a distance metric defined on the state
space. In particular, we define an action set A : U × R≥0 where
a = (u, d) ∈ A describes a control, u, and associated duration, d, to
apply the control. Then we use a transition function Γ : X ×A → X
to approximate our non-holonomic constraint.

Our control space U is continuous, rendering full enumeration of
the action set infeasible. Instead, we approximate it by sampling k
actions, forward propagating under Γ and selecting the best from this
discrete set. During forward propagation, we apply a physics model
to properly capture motion of the manipulator and objects. Alg.1
shows the basic implementation. In the following sections we detail
the important components of the algorithm.

3.2.1 Configuration Sampling

We wish to sample a state x ∈ X f ree (Alg.1- Line 3). We can sam-
ple from any distribution, as long as we can guarantee that we will
densely sample from the space X f ree. In practice, we sample the robot
and all objects from the uniform distribution. We use rejection sam-
pling to ensure the sampled configuration is valid, discarding any
sampled states that have object-object or manipulator-object penetra-
tion.

3.2.2 Distance Metric

Defining the distance between two states x1, x2 ∈ X f ree is difficult.
Prior work [10] denotes the correct distance metric is the length of the
shortest path traveled by the robot that moves each movable object
from its configuration in x1 to its configuration in x2. Computing this
distance exactly is intractable. Even approximating this distance is as
difficult as solving the rearrangement problem.

Instead, we use a weighted Euclidean metric.

Dist(x1, x2) = wq‖q1 − q2‖+
m

∑
i=1

wi‖oi
1 − oi

2‖ (3.2)

where x1 =
(
q1, o1

1, . . . om
1
)
, x2 =

(
q2, o1

2, . . . om
2
)

and wq, w1, . . . wm ∈ R.
The distance metric serves two purposes in the algorithm. First, it

is used to define the nearest neighbor in the tree prior to tree exten-
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sion (Alg.1-Line 4). Second, it is used to select the best control during
propagation (Alg.1-Line 8).

3.2.3 Action Space

Algorithm 2 The constrained physics propagation function.
Require: A step size ∆t

1: function ConstrainedProp(x,u,d)
2: t← 0
3: q← ExtractManipConfiguration(x)
4: while t < d do

5: qnew ← Project(q + ∆tu)
6: unew ← qnew − q
7: xnew ← PhysicsPropagate(x, unew)

8: if not Valid(xnew) then

9: break

10: (t, x, q)← (t + ∆t, xnew, qnew)

11: return (x, t)

We follow the ideas of Simeon et al. [58] and describe feasible
plans as a sequence of two types of actions: transit and transfer. We
define transit actions as those where the robot moves without push-
ing any movable objects. Transfer actions are those where one or more
movable objects are contacted during execution of the action.

Transfer actions are critical in rearrangement planning. We focus
our action selection such that we remain in areas of the robot con-
figuration space where we are likely to generate transfer actions. In
particular, we project all actions to a constraint manifold parallel to
the pushing support surface (e.g. table).

We use the ConstrainedProp function shown in Alg.2. This con-
strained extension behaves similar to that described in Berenson,
et al. [13]. During extension, we apply the input control, u, for a
small time step, then project the resulting configuration back to
our constraint (Alg.2-Line 5). If successful, we generate a new con-
trol, unew, that moves directly along the constraint to this projected
point (Alg.2-Line 6). This new control is pushed through our physics
model (Alg.2-Line 7). The process is repeated for the entire sample
duration d or until an invalid state is encountered.

3.2.4 Physics Models

In this thesis we demonstrate the use of analytic and commercial
physics models. In the following sections we describe both and their
impacts on the planner.
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Analytical Pushing Model

For our analytic physics model we use a quasistatic planar push-
ing model with Coulomb friction [50]. In this model, we assume
pushing motions are slow enough that inertial forces are negligible.
In other words, objects only move when pushed by the manipulator.
Objects stop immediately when forces cease to be imparted on the
object.

We assume friction between the object and underlying surface is
finite, the pressure distribution between the object and the surface is
known and finite, and friction between the object and manipulator
is known. Under these assumptions, we can analytically derive the
nonlinear motion of an object when pushed by the manipulator [31,
37].

Using a quasistatic model of interaction allows us to plan in the
joint configuration space, X, i.e. we do not have to include object
velocities in our planning state. Additionally, restricting to pushing
in the plane allows Ci = SE(2) for all i, i.e. we can represent the
configuration of movable objects by (x, y, θ).

Commercial Physics Model Dynamics

X

x0

x1
x2

x3
x4

Figure 3.3: Dynamic transitions be-
tween statically stable states

The use of the quasistatic model limits the solution space we can
search. In particular, we are bound to actions that adhere to the qua-
sistatic assumption. We would like to overcome these limitations and
allow our planner to model dynamic interactions such as pushing a
ball and letting it roll.

The recent increasing availability of fast dynamic rigid body
physics models [1, 2, 3, 4] allows for modeling dynamic interac-
tions between a robot and objects in its environment in planning
algorithms [69, 70]. We can incorporate these same models into our
planner. However, when allowing dynamic interactions the search
space becomes the full state space of the environment, containing
both the configuration and velocity of each object and the robot, dou-
bling the dimension of the search space when compared to planning
only in configuration space using the quasistatic model.

In [35] we propose an extension to our algorithm that allows for
planning dynamic transitions but keeps the search in the joint con-
figuration space rather than the joint state space. In particular, we
limit our set of allowable actions to dynamic actions that result in
statically stable states, e.g. the environment comes to rest after each
action (Fig.3.3).

To guarantee statically stable states, we require the environment
for each action to come to rest after a duration Twait. Alg.3 shows the
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Algorithm 3 The dynamic constrained propagation function. After
applying the manipulator action for the desired duration, the physics
propagate is called for an additional duration with no manipulator
movement. All objects must come to rest by the end of this additional
time.
Require: A step size ∆t, A max wait duration Twait

1: function DynamicConstrainedProp(x,u,d)
2: t← 0
3: q← ExtractManipConfiguration(x)
4: x̂ ← AddVelocities(x)
5: while t < d + Twait do

6: if t > d then

7: u← ∅
8: qnew ← Project(q + ∆tu)
9: unew ← qnew − q
10: x̂new ← DynamicPhysicsPropagate(x̂, unew)

11: if not Valid(x̂new) then

12: break

13: (t, x̂, q)← (t + ∆t, x̂new, qnew)

14: if ObjectsAtRest(x̂) then

15: x ← RemoveVelocities(x̂)
16: return (x, t)
17: else

18: return (∅, 0)

required updates to the constrained propagation function from Alg.2.
During extension, the state is expanded to include velocities. The
AddVelocities functions initializes velocities of all objects to 0
(Alg.3-Line 4). After the manipulator action has been applied for
the desired duration d, the physics model continues to be applied
for an additional duration, Twait, with no manipulator movement
(Alg.3-Line 7). Before returning, the return state is checked to en-
sure all objects in the environment are stopped (Alg.3-Line 14). Only
extensions resulting in these states are considered valid.
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(a) t=0.0 (b) t=1.2 (c) t=2.4 (d) t=3.1 (e) t=3.5

Figure 3.4: A solution to the rearrange-
ment problem as generated by the
planner. Link(s) in contact are high-
lighted in green. As can be seen, the
planner generates simultaneous contact
with movable objects. Additionally, the
full arm is used during rearrangement.

3.2.5 Preliminary Results
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Figure 3.5: Plan times using the qua-
sistatic physics model on scenes with
between 1 and 7 movable objects.

The current implementation of the planner has proven to successfully
generate solutions that exhibit full arm manipulation and simul-
taneous object manipulation. Fig.3.4 shows an example solution.
However, the plan times required to generate these trajectories are
undesirably high. Fig.3.5 shows the success rate of the planner as a
function of plan time for 300 trials on scenes with between one and
seven movable objects. As can be scene, more than half of the trials
require more than three minutes to find a solution. My first focus of
the thesis will be on improving these plan times. In particular, I will
answer the following research question:

• Q1: How can we improve the planning time of our existing planner?

Sec.4.1 will discuss methods for addressing this question.

3.3 Rearrangement Planning under Uncertainty

The algorithm presented in Sec.3.2 planned assuming perfect knowl-
edge of the environment and perfect action execution. As a result,
while the plans generated by Alg.1 are feasible, they are often prone
to failure due to uncertainty. In general, open-loop plans are suscep-
tible to failure due to uncertainty in the initial pose of objects in the
scene (Fig.3.6a), and uncertainty in the motion of the manipulator
(Fig.3.6b). Alg.1 introduces a third source of uncertainty: uncertainty
in the evolution of the physical interaction (Fig.3.6c). This could be
due to poor selection of parameters for the model, noisy contacts or
errors in the geometric representation of the scene.

The second and largest focus of my thesis will be handling this
uncertainty in order to produce robust open-loop trajectories.

Formally, we will augment the problem described in Sec.3.1.
Rather than planning from a deterministic start state x0 ∈ X f ree

we instead begin in an initial belief state b0 = p(x0) that is a probabil-
ity distribution over the start state. Additionally we assume our state
evolves as a stochastic non-holonomic system. Thus we have a distri-
bution p(ξ|π) of trajectories that results from starting in x0 ∼ b0 and
executing control inputs π under the stochastic transition dynamics.
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Our goal is to find a sequence of control inputs π that maximizes
the probability pπ = Pr[Λ[ξ] = 1] of satisfying the success functional
Λ : Ξ → {0, 1} where Ξ is the set of all trajectories. We define the
success functional

Λ[ξ] =





1 : ξ(Tξ) ∈ XG

0 : otherwise
(3.3)

where Tξ is the duration of trajectory ξ.

(a) Uncertainty in initial object pose

(b) Uncertainty in action execution

(c) Uncertainty in physics parameters
Figure 3.6: Three sources of uncertainty
in the system. (a) and (b) are preva-
lent in many planning domains. Our
framework introduces a third source of
uncertainty: uncertainty in the physics
model((c)

This problem is particularly hard for rearrangement planning.
First, the problem is set in a high-dimensional space with continu-
ous controls. Second, contact causes physics to evolve in complex,
non-linear ways and quickly leads to multi-modal and non-smooth
distributions [44, 46, 53]. Third, finding good trajectories is inherently
hard: most trajectories achieve success with zero probability.

3.3.1 Trajectory Selection

In our initial work toward solving this problem, we frame the prob-
lem as a selection problem where the goal is to choose the most ro-
bust control sequence from a finite set of candidates, Πcan. We gen-
erate Πcan via repeated calls to our kinodynamic state space planner
from Alg.1.

Ideally, we would select:

π∗ = argmax
π∈Πcan

pπ

However, computing pπ exactly is not possible for rearrangement
planning. Instead, we compute an estimate p̂π :

p̂π =
1
m

m

∑
i=1

Λ [ξi] (3.4)

where ξ1 . . . ξm ∈ Ξ are m rollouts of π. We generate rollout ξi by
sampling an initial state x0 ∼ b0, then forward propagating x0

through the stochastic dynamics while execute the control inputs
dictated by π.

We assume we are given a budget, B, of rollouts that can be per-
formed. This corresponds to the total time our planner is allowed to
make a selection. Our goal is to formulate an allocation strategy that
assigns the B rollouts to candidates in Πcan. The simplest method is
to use uniform allocation. Here we perform an equal number of roll-
outs of every candidate π ∈ Πcan. However, an analysis of Binomial
confidence intervals shows this is wasteful: we can use fewer sam-
ples to differentiate between two candidates that have vastly different
success probabilities.
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Phase 1

Phase 2

Final Selection

Figure 3.7: The successive rejects algo-
rithm. During each phase, rollouts are
performed on all remaining candidates
to improve estimates of p̂ for each can-
didate. After each phase, the candidate
with lowest probability of success is
eliminated. This continues until a single
candidate remains in the set.

Instead, we can formalize the selection problem as a k-armed bandit
problem where each candidate πi ∈ Πcan is an arm. Pulling the i-
th arm corresponds to performing one rollout of πi to generate a
trajectory ξ.

Unlike the canonical bandit problem [54], the goal of trajectory
selection is not to maximize the expected sum of rewards across all
rollouts. Instead, after exhausting the budget of B rollouts, we choose
the single best candidate π̂∗ = argmaxπ∈Πcan

p̂π and execute π̂∗ on
the robot. Our goal is to optimally allocate the B rollouts to maximize
the probability of selecting the true best candidate in the set.

We can use the successive rejects algorithm [7] to efficiently allo-
cate the rollouts. The intuition behind the algorithm is to partition
the B rollouts between several phases and eliminate the worst per-
forming candidate at each phase until only one candidate remains
(Fig.3.7). In particular, given k total candidates and a budget of B
rollouts, then for each phase l we compute:

nl =

⌈
1

log k
· B− k

k + 1− l

⌉
(3.5)

where log k = 1/2 + ∑k
i=2 1/i and d·e denotes the ceiling operator [7].

nl is the total number of rollouts performed across all phases on each
candidate remaining in phase l. Only n = nl − nl−1 of these rollouts
are performed in phase l. The full algorithm can be seen in Alg.4.
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Algorithm 4 Successive Rejects
Require: candidates Πcan = {π1, . . . , πk}, initial belief b0

1: A = {1, . . . , k}
2: si ← 0 for all i ∈ A
3: n0 ← 0
4: for l = 1, . . . , k− 1 do
5: n← nl − nl−1 . See Eq.(3.5) for def’n
6: for all i ∈ A do
7: for j = 1, . . . , n do . Perform n rollouts
8: xj ∼ b0

9: ξ j ← Rollout(xj, πi)

10: si ← si + Λ[ξ j]

11: iworst ← argmini∈A(si/nl)

12: A← A \ {iworst} . Reject the worst p̂π

13: {π̂∗} ← A

3.3.2 Preliminary Results

Alg.4 assumes that we are given a set Πcan of control sequences and
our budget applies only the to expense of evaluating the sequences in
this set. To accurately reflect real world cost, we need to consider not
just the time it takes to evaluate trajectories, but also the time it takes
to generate the candidate set.

In reality, generating the candidate set is a large expense. If we get
a good control sequence early, we would like to spare the expense of
generating more sequences. Thus, we would like to frame the prob-
lem as one where we can choose to either run a test on an existing
control sequence, or add a new candidate to the set, allowing the size
of Πcan to vary as the problem requires, rather than remain fixed.

This leads to a second research question to be considered in the
thesis:

• Q2: How can we augment our trajectory selection framework to allow
growing the candidate set over time?

Finally, the algorithm described in Alg.4 has one fundamental lim-
itation: the performance of the algorithm is inherently limited by the
quality of action sequences in Πcan. Let F be the distribution of the
reward parameter pπ across all possible trajectories, i.e. F represents
the probability of generating a candidate π with success probability
pπ . Fig.3.8a shows two different distributions, F1 and F2. Fig.3.8b
shows the associated expected value of the success probability of the
selected sequence π ∈ Πcan as a function of the size of the set. As
can be seen, if Πcan is drawn from a stronger distribution, the size
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of Πcan can be much smaller while still achieving the same results in
expectation.
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(a) Two distributions the candidate
set Πcan could be drawn from
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(b) The expected success probability of
the chosen candidate as a function of set
size.
Figure 3.8: When the distribution the
Πcan is drawn from is stronger, the size
of the set can be smaller and still gener-
ate the same results in expectation.

This underlying distribution is directly related to our method
of generating Πcan. Currently we use our planner from Alg.1. This
planner does not take into account uncertainty during plan time,
leading to a distribution skewed left for many uncertainty profiles.
This leads to a third research question:

• Q3: How can we augment our planner to account for uncertainty at plan
time?

One traditional method of incorporating uncertainty at plan time
is to plan in belief space rather than state space. Planning in belief
space offers several key challenges. First, we plan in continuous
state and action space. The associated set of belief states is infinite in
dimension, making full enumeration of the search space infeasible.
Second, the nonprehensile interaction used by our planner renders
evolution of the uncertainty as non-linear and non-Gaussian. We will
discuss methods for addressing each of these challenges in Sec.4.2.





4
Research Questions

I propose to address the following research questions in this thesis:

Question

Q1: How can we improve the planning time of our existing planner?
Q2: How can we augment our trajectory selection framework to allow growing the trajectory set over time?
Q3: How can we augment our planner to account for uncertainty at plan time?

The following sections outline research directions that will enable
us to answer these questions.

4.1 Randomized Rearrangement Planning Speed

In our current version of the randomized rearrangement planner
from Sec.3.2 we often take minutes rather than seconds to solve a
rearrangement problem. As part of the thesis work, I will attempt to
answer the following question:

• Q1: How can we improve the planning time of our existing planner?
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Figure 4.1: A breakdown of the time
spent by the planner

Fig.4.1 shows a breakdown of plan time across five time intensive
components of the algorithm: state propagation, random state sam-
pling, nearest neighbor lookup, distance metric computation and goal
state sampling. As can be seen, state propagation strongly dominates
the plan time. This is not particularly surprising: state propagation
is often expensive because it requires collision checking a full action,
often at high resolution. For our planner, the expense of state propa-
gation is compounded by the need to run a physics model for every
action. Additionally, for each tree extension, we run k propagations,
one for each sampled action.

In this thesis, we will examine two methods for improving state
propagation. First, we can improve the quality of our propagation by
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biasing our control sampling to regions of control space likely to cre-
ate extensions toward our sampled state. Second, we can improve the
quantity of propagations per second by parallelization. In particular,
we can parallelize the k rollouts required at each extension, allowing
us to test many sampled controls simultaneously. Additionally, we
can parallelize tree building, allowing us to grow the tree in many
directions simultaneously.

The following two sections describe areas of exploration related to
these ideas.

4.1.1 Directed Action Sampling
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Figure 4.2: Improvement in distance to
a sampled configuration as we increase
k, the number of sampled controls on
each extension of the tree

Our current method of selecting an action samples k candidates uni-
formly from the continuous space of possible actions, performs for-
ward simulations of each candidate, and selects the closest based on
a distance metric (Alg.1:Line 5-Line 8).

The fundamental reason for using such a method is that solving
the two-point BVP for this problem is as difficult as solving the full
problem. However, when selecting actions uniformly at random, we
often do not make significant progress towards the sampled configu-
ration. Fig.4.2 shows the percent reduction in distance to the sampled
configuration as we increase k (averaged across 30 trials). As can be
seen, for small k we often increase the distance, sampling actions that
move away rather than towards the sample. Even with k = 10 sam-
ples, we only reduce the distance to the sample configuration by 25%
on average. This can be particularly detrimental when our sampled
configuration is a goal configuration, because our tree fails to grow
towards the goal.

To make significant progress toward a sampled configuration, we
often require the manipulator make contact with and move one or
more objects. Consider the example in Fig.4.3. Contact is critical to
move from the start configuration (Fig.4.3a) to the sampled configura-
tion (Fig.4.3c). Rather than sampling randomly from the space of all
actions, it may be possible to follow the ideas from [10] and decom-
pose action selection into a smaller subproblem where solving the
two-point BVP is easier.

In particular, we can select a single component of the configuration
space, either the manipulator or a single object, and then hypothesize
an ideal control that solves the two-point BVP only in the subspace
defined by the configuration of the selected component. For example,
in Fig.4.3d we select the configuration of the disc as the subspace.
We then generate an ideal control that moves the manipulator near
the object, then pushes the object to its target configuration. We do
not consider physics when selecting this control. We simply use very
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(a) The start configuration (b) Three randomly selected actions

(c) The target configuration (d) Three directed actions sampled from a distribution centered on an ideal control

Figure 4.3: Our random extension
method vs. a directed extension
method. The directed extension at-
tempts to move the object to its target
configuration by sampling a compound
action that first moves near the object
and then moves in the direction of the
object’s target configuration.

basic assumptions about contact dynamics.
We use the ideal control to bias our actual control sampling. We

identify two methods for applying the bias.

Sampling

We can use the ideal control as the mean of a distribution defined
on the action space. Then we sample k actions from this distribution
and our algorithm proceeds as usual, applying our physics model to
evolve the state under true dynamics, and selecting the action that
brings us closest to the sample (Fig.4.3d).

Optimization

Alternatively, we can use the ideal control to initialize a gradient
free optimization technique such as Covariance Matrix Adaptation
Evolution Strategy (CMA-ES) [34]. We can define an objective func-
tion for an action, a, that computes how close the action brings us to
the sample:

h(a) = Dist(Γ(xnear, a), xrand)

Then we sample a set of actions from a distribution centered on
the ideal control, evaluate them under h, update the distribution
parameters and repeat. This allows us to iteratively refine the action.
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With either method our sampled controls are more likely to create
contact, which is critical to goal achievement.

This scheme also highlights the flexibility of our algorithm. The
ideal control could be thought of as a higher level primitive. When
these are available, they can be utilized by the algorithm.

As part of the thesis we will study when and how to integrate this
directed sampling and its impact on overall plan time.

4.1.2 Parallelization

In addition to biasing the control sampling to select higher quality
controls, we can also speedup a single tree extension using paral-
lelization. In particular, each of the k rollouts performed during an
extension is independent given the start state and a dedicated physics
simulator. If we can run separate instances of the physics model si-
multaneously, we can perform rollouts of our k action samples in
parallel (Fig.4.4a). This can reduce the amount of time spent on prop-
agation. Consider the timings from Fig.4.1. In this planning call,
k = 3, meaning we would reduce propagation time by approximately
two-thirds with fully parallelized rollouts.

(a) k rollouts performed simultaneously
during an extension

(b) m extensions performed simultane-
ously

(c) Applying both ideas to our problem
requires mk simultaneous rollouts

Figure 4.4: Parallelized tree search.

In addition to parallelizing action rollouts for a single extension,
we may be able to take advantage of the large body of literature
focused on parallelizing randomized planners [19, 20, 38] in order to
enable performing multiple extensions simultaneously (Fig.4.4b).

These two parallelization techniques can be applied independently.
However, they are still fundamentally coupled in their resource de-
mands. To fully parallelize a single tree extension, we must have k
threads available, one for each sampled action. To run m extensions
simultaneously, we must have mk threads available (Fig.4.4c). When
we do not have the computational resources to support this, we must
decide how to allocate available threads. We note that, like trajec-
tory selection, this idea also has strong ties to bandit problems. In
particular, we can formulate the resource allocation as follows: given
m current extensions and p available threads, how do we allocate
threads to ensure we get the best quality extensions.

Now consider again the example from Fig.4.3. Each of the three
actions sampled using the directed action sampling are very similar
in their final distance from the target. In fact, without allowing more
complicated actions, it is difficult to sample an action significantly
better than the first (Fig.4.3d-left). As a result, rather than dedicate
more resources to this extension, we may choose to accept the first
control and allow the remaining k− 1 threads to be released for use
by other extensions.
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This presents an augmented version of a bandit type problem. m
is not fixed. We must choose how often to introduce a new extension.
A stronger tendency to introduce a new extension will allow the
tree to grow larger faster. But to do this, we will be forced to accept
lower quality extensions. As part of this thesis, we will examine
this tradeoff between growing the tree larger and growing a higher
quality tree, and how the use of parallelization affects our decision
making.

4.2 Robust Rearrangement Planning

The remainder of the thesis will be focused on rearrangement plan-
ning under uncertainty. In the following sections, we highlight re-
search questions and areas of exploration related to this field.

4.2.1 Improved Trajectory Selection

Our trajectory selection method described in Sec.3.3.1 framed the re-
arrangement planning under uncertainty problem as a k-arm bandit
problem. Here, we use our state space planner from Sec.3.2 to gener-
ate a set of candidate trajectories up front. Then we select a candidate
from the set by allocating a fixed budget of noisy rollouts among the
candidates and using these rollouts to characterize the robustness
of each. In particular, we select the candidate that achieves the most
success under these noisy rollouts.

In reality, generating the candidate trajectory set is a large expense.
Also selecting the fixed size of the set is difficult and highly depen-
dent on the distribution of the candidates that can be generated.
Rather than requiring the candidate set be generated up front, we
would instead like to gradually grow the set as needed. To support
this idea, we can frame the problem as one where we can choose to
either run a rollout on a candidate in the current set, or add a new
candidate to the set. This leads to the second research question of the
thesis:

• Q2: How can we augment our trajectory selection framework to allow
growing the trajectory set over time?

This idea is strongly linked to a large body of literature on many-
armed [62], infinite-arm [14, 36, 66] or continuous arm [6, 9, 18, 42]
bandit problems.

Early solutions to these problems [14] evaluated a single candidate
at a time, sticking with the candidate until a failure criteria is met,
and then discarding it. The discarded candidate is never revisited.
The selected candidate is the last candidate evaluated before the
budget expires.
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These solutions are attractive in their simplicity. However, these
solutions make two basic assumptions that make them non-applicable
to our problem:

• There exists a smooth function g that maps each control sequence,
π, to the expectation g(π) of its success probability, and informa-
tion about the shape of g is available.

• Generating a new arm to evaluate is free, i.e. the budget, B, of arm
pulls is not affected by the need to draw a new arm to evaluate.

For our problem, g is unknown and likely varies based on the prob-
lem. Also, generating a new arm is expensive because it requires a
call to the state space planner from Sec.3.2. Even with the speed im-
provements described in Sec.4.1, generating a new arm will require a
non-zero budget.

Many of the subsequent continuous, infinite or many armed ban-
dit solutions rely on similar assumptions. As part of the thesis we
will study methods that either relax these assumptions, or allow us to
modify our problem formulation to meet these assumptions. In the
following subsections we outline areas of exploration.

Candidate Trajectory Generation

Using our state space planner to generate trajectories is attractive
because it guarantees we only consider trajectories with non-zero
probability of achieving the goal. However, it is expensive.

An alternative idea for generating trajectories is to parameterize
the trajectory and then sample within this parametrization. For ex-
ample, we could represent a trajectory as a fixed-sized set of actions:

π =
[
a1, . . . , ap

]

where aj ∈ A for all j. Recall from Sec.3.2, an action a ∈ A is a
tuple representing a control u ∈ U and a duration d ∈ R≥0 to apply
the control. We can bound the control and duration spaces. Then
we sample candidate trajectories by sampling fixed-length action
sequences.

(a) Five randomly sampled tra-
jectories.

(b) Improvement of paths from
(a) by applying several iterations
of a gradient free optimization

(c) Five trajectories sampled by
shortcutting an original trajec-
tory and applying small amounts
of noise to each action.

Figure 4.5: Three methods for generat-
ing candidate paths shown for a simple
2d problem.

Using trajectories sampled in this way removes the need to run
our state-space planner, effectively reducing the expense of trajectory
generation to zero. However, this sampling method will likely lead to
our set having many trajectories that have zero probability of achiev-
ing the goal. Fig.4.5a shows an example of five trajectories sampled
for a point robot moving in 2d. As can be seen, even with a relatively
large goal region, none of the trajectories lead to the goal.

We could improve the success rate of these randomly sampled
trajectories by running a few iterations of a gradient free optimization
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that attempts to drive the trajectory closer to the goal. Here we define
an object function on the trajectories that represents the distance of
the final waypoint on the path to the goal. Then this object function is
used in a CMA-ES optimization. Fig.4.5a shows this idea applied to
our 2d problem.

An alternative idea is to run the state space planner once to gen-
erate a single candidate trajectory with non-zero probability of
achieving the goal. Then to generate new candidates we can per-
form shortcutting on the planned trajectory and apply small amounts
of random noise to the resulting control sequences. We can use the
shortcutting method proposed in [40]. This method performs short-
cutting in the lower-dimensional state space that contains only the
manipulator. This idea is attractive because it ensures we still have a
candidate set comprised mostly of trajectories with non-zero proba-
bility of achieving the goal, but it is much faster to generate. It also
does not require we limit ourselves to consider only trajectories of
fixed length p actions. However, the diversity of the considered paths
is greatly reduced. Fig.4.5c shows an example of five trajectories
sampled for the 2d point robot using this method.

Estimating g

As mentioned earlier, in general, we do not know the shape of
g. Therefore, to enable use of existing continuous arm bandit meth-
ods, we must devote some of the budget, B, to estimating g. Prior
work [18] proposes a method for estimating the shape of g when
g is assumed to be Lipschitz continuous. In the method, the bud-
get of arm pulls is split into two phases: a pure exploration phase in
which a discrete set of arms are pulled uniformly at random in order
to generate an approximation of the shape of g, and an exploration-
exploitation phase that uses the approximation in a multi-armed bandit
strategy.

1

0

Figure 4.6: We can estimate the shape
of g using estimates of p̂π for a set of
sampled control sequences.

We propose to use a similar idea in this thesis. We can use one of
the methods described in the previous section to quickly generate a
set of candidates used to estimate g (Fig.4.6). Then we can use this
estimation to drive when and how to sample future candidates.

4.2.2 Planning under uncertainty

Framing rearrangement planning under uncertainty as a trajectory
selection problem imposes one fundamental limitation: we cannot
optimize for robustness at plan time.

Figure 4.7: An example pushing action
that reduces uncertainty in object pose

Prior work [16, 27] has shown that nonprehensile interactions
such as pushing can be inherently uncertainty reducing (Fig.4.7).
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Ideally, we would like to augment our planner to allow it to select
such actions at plan time, increasing the probability of generating a
robust trajectory. This leads to our third research question addressed
by the thesis:

• Q3: How can we augment our planner to account for uncertainty at plan
time?

Incorporating uncertainty into our planner means we must move
from the deterministic planning domain assumed by our planner
from Sec.3.2 to a non-deterministic planning domain. Our determin-
istic planning model assumed a deterministic state transition function
Γ which mapped a state/action pair to a successor state.

When we move to the non-deterministic planning domain, we
replace the deterministic transition function Γ by a set of transition
probabilities P(x′|x, a) that describe the probability of reaching a
state x′ by applying action a from state x.

The most common formulation for problems with non-deterministic
transition functions is that of a Markov Decision Process (MDP).
Here, the problem is to find a policy that maps a state to the optimal
action to take from that state. After the robot executes an action, it
is assumed that the new state will be fully observable, i.e. the robot
knows his exact state at every decision point. Our problem falls out-
side this domain because we assume open-loop execution.

An alternative formulation is the Partially Observable Markov
Decision Process (POMDP). Here, the state is assumed to be partially
observable, i.e. the robot has some uncertainty in the state. This
uncertainty is represented as a probability distribution, or belief,
that maps a state to the probability of the system being in that state
given the current uncertainty. In POMDPs, transition probabilities are
defined across beliefs: P(b′|b, a) defines the probability of reaching
belief b′ given that we start in belief b and take action a.

Our lack of observations during execution mean our problem can
be formulated as a sub-domain of POMDPs called Unobservable
MDPs (UMDPs). These are a special case of POMDPs in which there
is a single observation, the null observation, that is generated with
probability one at every time step and gives no information about the
current state.

4.2.3 Representing the Distribution

Figure 4.8: The evolution of the un-
certainty when performing a simple
pushing action. As can be seen, the
uncertainty quickly becomes non-
Gaussian and non-smooth.

In our domain, the evolution of the uncertainty when using non-
prehensile interactions is non-smooth and non-Gaussian. Con-
sider Fig.4.8. After performing a simple pushing action, the distri-
bution of object poses becomes multi-modal and has rigid edges. As
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a result, using a closed form representation for the belief states and
the belief transition function is difficult.

One commonly used representation for unstructured beliefs is
to use sample-based or particle-based approaches [30, 55]. Here we
represent our uncertainty by a set of samples drawn from an initial
distribution. This allows us to approximate complicated distributions
with no closed form representation.

4.2.4 Belief RRT

The simplest method of incorporating uncertainty into our state
space planner from Sec.3.2 is to augment the state space used to
construct the tree to belief space, and use particles to represent the
belief at each node. Formally, we define a state space S such that
s ∈ S describes a set of state samples:

s = {x1 . . . xN : xi ∈ X}

The basic algorithm then proceeds through the following steps:

1. Sample a random belief state, srand ∈ S, by sampling a set of
state particles {x1

rand . . . xN
rand}

2. Select the nearest neighbor in the tree, snear, using a distance
metric defined on S

3. Sample a random action, a

4. Extend the tree by forward propagating each particle in snear:
snew = {xnew ∼ P(xnew|x, a) : x ∈ snear}

5. Add snew as a vertex in the tree and a as an edge linking snear

to snew.

We iterate this process until we reach a goal state. We define a goal
region SG ⊆ S as a set of belief states that achieve the goal with some
probability. Formally, we define a metric g(s) = ∑x∈s 1g(x) where:

1g(x) =





1 x ∈ XG

0 otherwise

Then s ∈ SG if g(s) ≥ gthresh.
As part of the thesis we will explore the feasibility of such an

algorithm. In the following sections we discuss the interesting com-
ponents.
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State space reduction

The full space of reachable beliefs is infinite in size. Additionally,
many of the beliefs have very small probability of achieving the goal.
Ideally, our tree would only contain states with high probability of
achieving the goal. Identifying such states exactly is difficult. How-
ever, it may be possible to use heuristic methods. For example, we
could impose the following property on any state s ∈ S in our tree:

Property 4.2.1. For any movable object,Mi, the poses in s representing
Mi must be completely contained in a p-dimensional sphere of radius rmax,
where p is the dimension of Ci.

Figure 4.9: An example of Prop. 4.2.1.
This state adheres to the property if
rq, r1, r2 < rmax.

Ensuring our belief maintains this property requires solving
the minimum covering sphere problem [29] for each object inM
(Fig.4.9). We can use an implementation based on the method pro-
posed by Welzl [67] that runs in time linear in the number of samples
in s.

Fixing rmax and strictly applying Prop. 4.2.1 may prove too restric-
tive for the planner. In addition, determining a fixed-value for rmax

will be difficult. We propose the following two modifications to the
basic algorithm to account for this. First, we loosely enforce Prop.
4.2.1 by accepting a state into the tree with some small probability
even if the property is violated. Second, we allow the value of rmax to
grow over time.

Distance metric

Defining a distance between two belief states, s1 and s2, is difficult.
As part of the thesis we will examine three possibilities.

(a) Centroid Distance

(b) Complete Linkage Distance

X

(c) Earth Mover’s Distance
Figure 4.10: Three proposed distance
metrics defined on S

Centroid Distance The distance between two belief states is the dis-
tance between the centroid of the samples in the states:

Dist(s1, s2) = Dist(ŝ1, ŝ2)

ŝi =
1
N ∑

xj∈si

xj

Complete Linkage Distance The distance between two belief states it
the max distance between any two samples in the belief states:

Dist(s1, s2) = max
xi∈s1

max
xj∈s2

Dist(xi, xj)

Earth Mover’s Distance To compute Earth Mover’s Distance we
first find a matching, M, of states between the two beliefs such that
the sum of the distances between all pairs is minimized. Then the
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(a) Tree policy used to traverse
the tree

(b) Single node added to the
tree

(c) Default policy used to per-
form a simulation

(d) Simulation result backprop-
agated through tree

Figure 4.11: The MCTS algorithm

distance between the beliefs is the sum of the distances between the
pairs in that matching:

Dist(s1, s2) = min
M

∑
(xi∈s1,xj∈s2)∈M

Dist(xi
1, xj

2)

Fig.4.10 illustrates each of these metrics. These metrics demon-
strate a tradeoff between complexity to compute and accuracy of the
computation. For example, the Earth Mover’s Distance requires solv-
ing a complicated matching problem, but accounts for all states in
the belief, improving accuracy over the Complete Linkage Distance,
which can be strongly influenced by outliers, and the Centroid Dis-
tance, which can fail to account for vast differences in the spread of
two beliefs.

Drawbacks

The proposed belief RRT requires that the full belief is propagated
through every action. This can be expensive. Ideally we would like to
propagate partial beliefs initially, and only propagate the full belief
when there is a high chance of reaching the goal state.

We believe this belief RRT could be viewed as a special case of
Monte Carlo Tree Search (MCTS) and by using the more general
MCTS formulation, we can overcome these difficulties.

4.2.5 Monte Carlo Tree Search

Our non-smooth dynamics make closed form representation of the
belief transition function difficult. Monte Carlo methods can be used
to approximate this function. These methods rely on performing
a number of noisy simulations of the transition function and us-
ing the results to form estimates of the true function. Monte Carlo
methods have been used effectively to solve MDPs [15, 43, 64] and
POMDPs [57, 63].



40 jennifer king

One of the most common and relevant Monte Carlo approaches
for solving MDP and POMDP problems is Monte Carlo Tree Search [22,
57] (MCTS). MCTS iteratively builds a tree using Monte Carlo simu-
lations of a default policy (Fig.4.11). Each node of the tree represents
a belief and each edge of the tree represents an action that connects
beliefs. The tree tracks the estimated value of each belief by using
black-box simulations to estimate the true value function.

The tree is built incrementally. At each iteration, a tree policy is
used to search through the tree until a node is reached for expansion
(Fig.4.11a). The tree policy attempts to balance exploration of new
regions of belief space, with exploitation of visited and promising
regions. Once the search leaves the tree (Fig.4.11b), a default policy is
used to rollout the remainder of the simulation (Fig.4.11c). Then the
reward resulting from the full simulation is backpropagated through
the tree and used to update value estimates for each node (Fig.4.11d).
The algorithm iterates until a termination criteria is achieved, i.e.
timeout, and then returns the best sequence of actions found so far.

We believe an MCTS based algorithm is a good fit for our problem.
We can easily use our physics model to perform black-box simula-
tions of control sequences. However, these simulations have some
computational expense, making forward simulation of a large num-
ber of particles through many candidate control sequences undesir-
able. The ability to iteratively build the belief representation, focusing
more computational resource on relevant regions of state space is
ideal.

In the following subsections, we detail MCTS as it applies to our
problem, and discuss options for the tree policy and default policy
used for performing rollouts.

MCTS for Unobservable MDPs

Alg.5 shows the MCTS algorithm applied to our problem. The tree
is rooted with an initial belief state s0 that contains a set of particles
drawn from the initial distribution defined on the state space. Then,
during the search an initial state x ∼ s0 is drawn from the belief state.
This state is propagated through the tree by using the tree policy to
select actions and using a noisy physics model to forward propagate
the state under the selected actions. After each propagation, the
new state is added to the particle set at the child node. The search
recurses through the tree, propagating a single state through the
noisy transition dynamics. Overtime, the belief states represented at
the nodes of the tree grow to represent the true belief distribution.

Once the search reaches a terminal node, a default policy is used
to rollout the remainder of a simulation and generate a reward. This
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Algorithm 5 The MCTS algorithm applied to rearrangement plan-
ning

1: s0 ← GenerateInitialSamples()

2: T ← InitializeTree(s0)

3: while not timeout do

4: x ← SampleState(s0)

5: s← s0

6: while not terminal s do

7: a← TreePolicy(s)
8: x ← NoisyPhysicsPropagate(x, a.u, a.d)
9: s← GetChildNode(T, s, a)
10: s.UpdateBelief(x)

11: r ← DefaultPolicy(x)
12: T.BackPropagate(s, r)

13: path← ExtractBestPath(T)

reward is propagated back through the tree to update a value func-
tion stored at each node. Typical MCTS planners return a single
action to be executed. We deviate from this approach and return
the best path in the tree. The best path is defined by the sequence of
actions that result in highest reward when time expires.

Action set

MCTS planners rely on a discrete action set. In our formulation
of the problem, we wish to search across a continuous action space.
One option for dealing with continuous action spaces is to discretize
the action space. For high degree-of-freedom robots, like HERB, dis-
cretizing the action space will lead to a prohibitively large number of
discrete actions in our action set. Even in lower dimensional spaces,
such as for K-Rex, full discretization could create a very large action
set.

We know that contact is critical to success in rearrangement plan-
ning. We can use this to create our discrete action set. In particular,
we can create a discrete set comprised of one action for each mov-
able object in the scene. This action will move the manipulator to the
moveable. We note that the direction of the action will vary as a func-
tion of the state the action is applied to. Thus, each node in the tree
will maintain a separate discrete action set. To help guide tree growth
to the goal, we add an additional goal-directed action to the discrete
set at each node.

Finally, we would like to follow the ideas from [56] and allow our
action set to adapt over time. To do this we can use gradient free
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optimization approaches. In particular, from each node, rather than
generate a single action per movable, we can sample a set of actions.
As the tree is built, we will refine estimates for the value of each of
these actions. We can use these estimates to shift the discrete action
set to more promising regions of action space.

For example, we could use an evolution strategy. Assume at each
node we sample p actions for each movable. For the i-th moveable,
we sample these actions from a distribution with mean mi and co-
variance Ci. Then, we track a value X̂j: the average value of taking
action aj from the current node as calculated from backpropagation
of simulations. Consider actions

[
a1 . . . ap

]
for movable i. Once we

have a sufficient estimate of X̂j for j = 1 . . . p, we can use this es-
timate to shift the mean, mi and covariance, Ci, and sample a new
discrete set of actions.

As part of the thesis, we will explore using such methods to vary
the action set and the resulting implications on the performance of
the algorithm.

Tree policy

The simplest tree policy is uniform random selection. Under this
policy, an action is selected uniformly at random from each node
encountered during the search.

An alternative, and popular approach, is to use a bandit-based
method to select actions. The UCT algorithm [43] proposes to use
UCB1 [8] as the tree policy. In particular, outgoing actions from each
node are treated as arms in a multi-armed bandit problem. UCB1

then selects an action, or arm, as follows:

jt = argmax
j∈{1...|A|}

X̂j + 2Cp

√
ln n
nj

(4.1)

where n is the number of times the node has been visited, nj is the
number of times action aj has been selected from the current node
and Cp > 0 is a constant.

The use of such a method is ideal because it provides a formal
method for trading between exploration and exploitation, and also
allows us to maintain theoretical bounds on the performance of the
algorithm.

Default policy

The default policy is used to select action sequences once the
search has left the tree. The most commonly used default policy to
is to perform uniform random action selection. Concretely, a fixed
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length sequence of actions is drawn uniformly either from the dis-
cretized set or the continuous action space, and forward simulated
using the black box physics model. The results of the simulation are
then backpropagated up the tree to update the value function of all
visited nodes.

We construct the value function in our domain to represent the
probability of achieving the goal. Formally, when applying the de-
fault policy we receive reward 1 if any state visited during our sim-
ulation represents a goal state. Otherwise we receive reward 0. As
shown in Fig.4.5a, randomly drawn action sequences are unlikely to
achieve the goal. Thus, randomly drawing sequences will lead to a
tree with almost no value.

We can augment our value function to represent distance from
goal, rather than strictly representing goal achievement. For exam-
ple, we can score the value of a rollout as 1/DXG(x f ) where x f is the
final state visited during the rollout and DXG : X → R≥0 is a func-
tion defining the distance from a state to the goal region. Then the
solution extracted from the tree represents the action sequence most
likely to bring us close to the goal.

Alternatively, we can use a different default policy. In particular,
rather than randomly selecting actions sequences, we can use our
state space planner from Sec.3.2 to generate actions sequences that
result in goal achievement. In particular, we can run the state space
planner for a fixed amount of time, i.e. 5 seconds, and return 1 if a
solution is found and 0 otherwise.

Figure 4.12: An example of MCTS
applied to rearrangement planning.
A tree policy is used to select actions
that make contact (top-right). Then
the default policy plans in the a lower
dimensional space (middle-right). The
result is propagated through the full
space to generate a reward (bottom-
right).

This method is attractive because our default policy is guided
to try to achieve the goal, improving the probability of propagat-
ing non-zero reward up the tree. However, the method incurs the
expense of running the state space planner. A possibly less compu-
tationally expensive alternative is to run the state space planner in a
lower dimensional subspace that contains only the manipulator and
any movable objects that are defined in the goal. For example, if the
goal is to push a particular object to a goal region, then we would
search in a subspace containing only the manipulator and the object
we wish to move. Once a solution is extracted, the path can be prop-
agated using the full dimensional state to calculate reward. Fig.4.12

illustrates this idea.
As part of the thesis, we will explore the tradeoff between using a

random default policy with the augmented value function vs. using
some variation of our state space planner as a default policy.

Relationship to Belief RRT

As was mentioned, the belief RRT described in Sec.4.2.4 could be
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viewed as a special case of MCTS. In particular, the tree policy guides
the search through the tree such that we reach the node nearest a
sampled belief. The new branch added the tree is a randomly sam-
pled action and the default policy is the null policy, i.e. take no action
and get 0 reward.

The policies described above offer three main advantageous over
the naive belief RRT. First, they do not require we define a distance
metric in belief space. As was stated, this is difficult. Second, they
do not require that the full belief is propagated through every action
sequence. Third, they naturally allow resources to be guided to paths
in the tree that have demonstrated an ability to achieve the goal.
However, the large drawback of MCTS algorithms is the need for a
discrete action set. We hypothesize that if the methods described in
this section for generating and updating this discrete action set are
effective, MCTS will outperform the belief RRT. As part of the thesis
we will attempt to validate this hypothesis.

4.3 Summary

In summary, to answer each research question we will study the
following subquestions:

Q1: How can we improve the planning time of our existing planner?

• How can we integrate directed sampling to speed planning time of
our state space planner?

• How to we tradeoff between growing the tree larger and growing
a higher quality tree and how does parallelization impact this
decision?

Q2: How can we augment our trajectory selection framework to
allow growing the trajectory set over time?

• How can we reduce our reliance on the state space planner in
order to speed generation of candidate trajectories?

• Can we limit the space of trajectories considered to only the set
of shortcuts of a particular trajectory? How does this impact the
overall quality of the solution?

Q3: How can we augment our planner to account for uncertainty at
plan time?
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• How can we form a discrete set of actions from our continuous
action set in order to enable UCB-based action selection during
tree building?

• How do we construct reward to allow the most useful and infor-
mative information to be backpropagated through the tree?

• What default policy should we use in the MCTS algorithm?





5
Evaluation

We will demonstrate our algorithms on two platforms: the HERB
robot and the K-Rex robot. These two platforms exhibit fundamental
differences which will highlight the flexibility of our system.

5.1 General experiment setup

For both the HERB and K-Rex robots, we will first capture an exten-
sive set of experimental results from simulation trials. As highlighted
previously in the document, the thesis has two main focuses: (1)
planning in deterministic environments and (2) planning in uncer-
tain environments. As such, we will break our experiments into two
phases.

5.1.1 Planning in deterministic environments

For each task, we will first run a set of tests where we provide
the planner with perfect information about the planning environ-
ment. Tab.5.1 defines a set of metrics we will capture during each of
these tests. These metrics will allow us to analyze the performance
of our planner in deterministic environments. In addition, they allow
us to perform comprehensive analysis of the timing of the planning.
This will be particularly useful when addressing Q1.

Metrics

Planning success or failure
Total planning time

Time per physics propagation
Time per distance metric computation

Time per sample attempt
Sampling success rate

Time per goal sample attempt
Goal sampling success rate

Total tree size
Time per tree extension

Table 5.1: Metrics captured during
experimental trials

5.1.2 Planning in uncertain environments

Research questions Q2 and Q3 each address planning under uncer-
tainty. We will test our algorithms developed to address these ques-
tions using the same set of tasks used for planning in deterministic
environments.

During this phase of testing we will simulate uncertainty from
three sources: (1) the initial pose estimate of all objects in the scene,
(2) execution of actions by the robot and (3) parameters for the
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physics models. We will initialize our planner with the uncertainty
models used in the simulation. After generating a plan, we will exe-
cute it in our noisy simulator and record success or failure and, when
applicable, distance from goal on failed trials. This will allow us to
characterize our performance under uncertainty.

5.1.3 Real robot trials

In addition to our simulation experiments, we will collect a smaller
set of data from experiments run on the HERB and K-Rex robots. For
our real robot experiments, we will generate initial pose estimates
of all objects in the environment by performing a manual survey of
their locations. We will artificially add noise to these estimates for the
trials involving uncertainty. This will remove the need for a working
perception system on the robots.

5.2 HERB experiments

HERB is a bimanual mobile manipulator with two seven-degree of
freedom arms. He is designed to be a personal care robot, perform-
ing basic household tasks. We will use HERB to demonstrate the
application of our algorithms in high-dimensional spaces. The ex-
periments we demonstrate on HERB will be table clearing scenarios
where HERB is working in a cluttered space. In the following sec-
tions we discuss the dataset created for the HERB experiments, the
tasks we will test and the metrics we will collect and analyze. As
part of the thesis, we will compare the performance of a quasistatic
physics model against off-the-shelf models such as Box2d [3], Open
Dynamic Engine (ODE) [1] and the Bullet physics engine [4].

5.2.1 Benchmark dataset

Figure 5.1: Example test scene from the
HERB benchmark dataset.

We have designed a set of 35 scenes that will serve as benchmark
scenarios for the HERB experiments. These scenes each contain be-
tween 1 and 7 movable objects on a table within the robot’s reachable
workspace. Fig.5.1 shows an example scene. We will test al scenes in
simulation. For real HERB experiments we will select a representative
subset of the scenes.

The pose of the objects in each scene was randomly sampled from
the set of reachable poses of the robot. The start configuration of the
robot was also randomly selected from the set of feasible configura-
tions that lie on a predefined physics manifold parallel to the table
(see Sec.3.2.3). For some tests, we will ignore the defined start posi-
tion and allow the planner to sample start configurations from the
manifold.



robust rearrangement planning using nonprehensile interaction 49

5.2.2 Tasks

Using the dataset we will examine two types of tasks to be achieved
by our planner:

• Push object to pose - The manipulator is tasked with pushing a
single object to a goal region. An example solution for such a goal
can be seen in Fig.3.4.

• Grasp object - The manipulator is tasked with making a particular
object graspable

5.2.3 Baseline comparison

For the HERB tests in deterministic environments, we compare our
planner against the DARRT planner [10].

For our planners that operate in uncertain environments, we will
use our deterministic planner as a baseline for comparison.

5.3 K-Rex Experiments

The K-Rex robot provides a platform that has fewer degrees of free-
dom than HERB, and is often working in much less restricted and
even less cluttered spaces. The K-Rex experiments will showcase that
a planner like ours can be used to transform a robot that is often re-
stricted to passive or user-controlled interactions into an autonomous
mobile manipulator.

Our primary focus with K-Rex experiments is to show the flexibil-
ity of our planner to achieving different types of goals. In the follow-
ing sections we describe two detailed tasks for K-Rex experiments.
For each of these tasks, we will attach a simple, unactuated plate to
the front of the rover to use for pushing objects. As part of the thesis,
we will compare physics models such as ODE [1] and Bullet [4] with
models developed specifically for rover simulations.

5.3.1 Traversal

Figure 5.2: An example traversal sce-
nario for K-Rex experiments. The robot
is tasked with traversing from its start
configuration to the location marked by
the green dot.

In our first experiment we will task K-Rex with traversing through a
cluttered terrain from a start pose to a goal region. We will allow the
robot to interact and push rocks and debris in order to successfully
execute the traversal (Fig.5.2).

This task is well motivated for a mobile robot such as K-Rex. Al-
lowing the robot to interact with and push objects out of the way
can lead to far more efficient routes, and sometimes make infeasible
traversals feasible.
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We believe this task will strongly benefit from the directed action
sampling described in Sec.4.1.1. Solving the two-point boundary
value problem is possible for the K-Rex robot. Furthermore, our goal
is defined only by the pose of the robot, the poses of the objects in
the environment are not critical for goal achievement. As a result,
solving the two-point boundary value problem in the lower dimen-
sional subspace of only the robot configuration should allow us to
connect to goal states in many cases.

Baseline comparison

We will compare the performance of our planner on this task with
a planner that forbids interaction with objects. In addition, we will
compare with a planner that ignores all of the objects that the robot
is allowed to interact with. This comparison will allow us to analyze
the importance of modeling the pushing interactions in these types of
tasks.

5.3.2 Site Clearing

Figure 5.3: An example site clearing
task for K-Rex. The rover is tasked with
removing all debris from the region
outlined by the dotted line.

The second task we will use for our K-Rex experiments is a site clear-
ance task (Fig.5.3). Here, the robot is tasked with removing objects
from a region of space, such as a landing site. This task is important
because it demonstrates improved capability of the rover. The rover
will autonomously manipulate its environment, a critical skill for
rovers tasked with infrastructure development and maintenance on
remote surfaces.

Each of the three prior tasks used an underspecified goal, i.e. the
goal concerned only part of the state space such as the manipulator
or the manipulator and a single object. The goal for this task could be
fully specified, requiring the manipulator to deliberately move every
object in the scene.

Baseline comparison

We will compare our planner with a primitive based planner such
as the DARRT [10] planner. These planners reason about moving
one object at a time, using simplifying assumptions about the phys-
ical interactions. In addition, we will compare against using simple
static strategies, such as driving a “lawn-mower” pattern through the
space.
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Timeline

Tab.6.1 describes the timeline for answering each research question
and the target publication for each work.

Topic Section Question Deadline

Whole arm randomized rearrangement planning [40] Sec.3.2 September 2014 (ICRA) (completed)
Rearrangement planning with dynamic interactions [35] Sec.3.2.4 September 2014 (ICRA) (completed)
Robust rearrangement planning as trajectory selection [45] Sec.3.3.1 February 2015 (IROS) (completed)

Improved rearrangement planning via parallelization Sec.4.1 Q1 September 2015 (ICRA)
Monte Carlo Tree Search for robust rearrangement planning Sec.4.2.5 Q3 February 2016 (RSS)
K-Rex Experiments Sec.5.3 March 2016

Trajectory selection as a continuum-arm bandit problem Sec.4.2.1 Q2 September 2016 (ICRA)
Thesis Writing May-October 2016

Thesis Defense October 2016

Table 6.1: Proposed timeline for thesis
work

6.0.3 K-Rex detailed schedule

Experience Dates

Onsite 1 June 8-19 2015

Onsite 2 July 6-24 2015

Onsite 3 Aug 17-Sep 4 2015

Onsite 4 Mar 14-25 2016

Onsite 5 June 6-17 2016

Table 6.2: Proposed schedule for onsite
visits to NASA Ames Research Facility

All K-Rex experiments will be carried out at the NASA Ames Re-
search Facility. Tab.6.3 shows a proposed schedule. For the first set
of tasks, we will hypothesize a mechanism for pushing and a set of
objects to simulate. This will allow us to perform proof-of-concept
validation in our simulation. The second set of tasks are aimed at
enabling real robot experiments. Tab.6.2 proposes a schedule for nec-
essary visits to the NASA Ames Research facility.
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Activity Deadline

Obtain NASA rover model and specs for Roverscape June 2015 (Onsite 1)
Integrate K-Rex model and control space into planner July 2015 (Onsite 2)
K-Rex traversal tasks in simulation July 2015 (Onsite 2)
K-Rex site clearing tasks in simulation September 2015 (Onsite 3)

Finalize design for rover pushing attachment October 2015

Finalize design of clutter items for experiments December 2015

Initial integration March 2016 (Onsite 4)
Execution of traversal and clearance task June 2016 (Onsite 5)

Table 6.3: Proposed schedule for K-Rex
testing at NASA Ames Research Facility
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