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Problem statement: The goal of the project is to recognize the food items in a test image, given a set of training images containing representative arrangement of all possible food items that may be encountered in a test image.

First evaluation goal: The goal for the first evaluation was to attempt to compute the tentative localizations of the foreground and background regions. We use these localizations to compute statistics of foreground pixels.
Localization Approach used:
We use color as the discriminative feature used to segment and classify the objects

HSV (Hue, Saturation and Value) color space was used as opposed to RGB color space. In the RGB space all three dimensions would have to be considered, while from the training data it was observed that in the HSV space, only Saturation had enough discriminative power for localization because the foreground was significantly well saturated as compared to the background. For recognition, the Hue will be utilized because although most food items are have a well saturated color, their Hue varies significantly (for most cases).

For training, the histogram of saturation values of the foreground pixels and background pixels were computed. In order to accomplish this, figure-ground masks were assumed to be known (computed manually for the given data). The normalized histograms were used as estimates of the probability density functions. The intersection of these two histograms was chosen as the threshold to be placed on the saturation value of a pixel in a test image – to make a binary decision (foreground vs. background). This is because such a threshold picking scheme provides the least probability of error. Determination of this threshold completes the training stage.

When a test image is provided, the above determined threshold is used to create a binary map (BM1) (1: foreground, 0: background). This is filtered by a median filter (7 x 7) to remove a portion of the random noise present in the background. A series of morphological operations are performed. The first operation eliminates any pixel, initially classified as a foreground, that has fewer than 50% of its neighbors as foreground (a 41 x 41 sized block was placed centered on the pixel in consideration). This gives us a second mapping (BM2). As a subsequent step, all pixels which were classified as foreground by BM1, but were converted to background by BM2, and are currently surrounded by at least 20% foreground pixels, were converted back to foreground. These thresholds were heuristically chosen. This mimics a ‘softer’ version of the opening operation. This provides a detailed localization. This is followed by an operation that replaces every pixel in the map with a 1 if more than 30% of its neighbors are foreground (irrespective of this pixel originally being a background or foreground pixel). This provides a more solid region (blob) identified as the location of the object.
Preliminary Localization results:

Results obtained on a few images provided are shown below:
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Classification approach used:
In the regions localized as foreground by the above strategy, hue histograms are used to discriminate between various classes of objects. The 10 class problem is first broken down into a 4 class problem (red classes: {tomato, red pepper}, yellow classes: {yellow pepper, corn}, purple class: {grapes}, brown classes: {hamburger, donut, nugget, fries, apple pie}) as these 4 classes are well separated in hue. Statistically speaking, it can be seen that the 95% confidence intervals for these 4 classes are non-overlapping. Even though it may seem like it, the discriminative capabilities of pixel colors are not exhausted at this point. 

Thresholding operations or a probabilistic approach will be used to perform the classification. The precise approach will be determined via experimental evaluations.
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