
1

Shading + Color

Forsyth & Ponce Chap. 4&5
Seliski Chap. 2.2, 2.3.2
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• V = Viewing direction   S= Illumination direction
• N = Local orientation of the surface
• Given an incoming ray Sand outgoing ray

V what proportion of the incoming light is reflected along 
outgoing ray?

N

VS

o

o
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• Given an incoming ray Sand outgoing ray
V what proportion of the incoming light is reflected along 
outgoing ray?

BRDF = Bidirectional Reflectance Distribution Function

f(qo,j o,qi,j i)

N

VS

o

o
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Special case: Specular

• All the light is reflected in single direction, symmetric 
of the illumination direction with respect to the 
normal vector.

• Includes mirrors, conductive materials….
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Special case: Diffuse

• The light is reflected in uniformly in all 
directions

• Due to micro-texture and/or scattering 
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Steve Marschner (Szeliski/Seitz)

Specular Specular + Diffuse lobe
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Steve Marschner (Szeliski/Seitz)
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S
N

V
qiqo

Operational definitions:

The radiance reflected by a patch in a direction is obtained by integrating the 
radiance over all the directions of incoming lights, i.e. multiplying the BDRF 
by L(qi,j i) and integrating over dwi. The integral is hard to compute in 
general, but we are interested in the limit cases:

-If the light source is a point source, the integral is approximated by 
assuming that the source is a small sphere and letting the radius go to 0. In 
the Lambertian case, the scene radiance will be proportional to the albedo of 
the surface (as defined before) and to the cosine of the angle between the 
source direction and the surface normal. It is independent of the viewing 
direction V, as predicted by the fact that the light is reflected equally in all 
directions for a Lambertian surface.

-If the source is at a finite distance, the radiance falls off with the square of 
the distance.

-- If multiple sources at direction S1,..,Sn are used, then the intensity is the 

same as would be obtained from a combined, virtual source S = SSi

-- The other extreme case is a specular surface, in which case the intensity 
is non-zero only in the specular direction (symmetric of S with respect to N).
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N

Illuminant

Specular lobe

Body

Specular spike

A more general model of reflection than specular reflection shows that the 
light is reflected in three ways: body diffuse reflection, specular reflection, 
and specular lobe. The diffuse reflection can be modelled as a Lambertian
cosine component: I proportional to cos qi. The specular reflection is a delta 
function in the specular direction Vs: d(qi-qe)d(j i-j e-p). The question remains 
to model the specular lobe.
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Combined model:
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N

Torrance-Sparrow, Beckman,…

After integration of all those effects, the aggregate model is the sum of three 
terms. A Lambertian term, proportional to the cosine of the incidence angle 
as usual, a specular spike term which is non-zero only in the specular 
direction. A new specular lobe term which is proportional to a gaussian
function of the angle between the viewing direction and the specular 
direction. This model assumes:

The variation in height (measured by sigma in h) is large compared to the 
wavelength of the light. 

The source is far from the surface.

The facets form symmetrical V-shape and are symmetrically distributed 
around the normal.
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s = 3o

s = 6o

s = 12o
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• Not addressed:
– Shadows
– Inter-reflections
– Complex light sources

[Data from the Yale 
face database]
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Summary
• The BRDF characterizes completely 

the radiometric properties of a 
material

• Simplified models:
– Lambertian: Reflected equally in all 

directions
– Specular: Reflected in one direction

• More complex models:
– Model physical reflection at interface
– Model surface texture by using facet 

model
• Limitations/Simplifications:

– Inter-reflections
– Shadows
– Extended sources
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Color
Forsyth&Ponce Chap. 6

Color representations
Color reflection models and image segmentation
Color constancy
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l
760nm380nm 700nm600nm500nm

violet blue green yellow red

E(l )
l

Spectral power distribution

l

Almost white: little color content E(l )

l

Almost monochromatic: saturated color

Color is intuitively an important cue for understanding images. In particular, 
objects that look similar in b/w images can be discriminated more easily in 
color images.

Colored light is described by its power distribution E(l ), that is the power 
emitted for every wavelength l . For computer vision, we consider the visible 
wavelength between 380nm(violet) and 760nm. 

The power distribution contains two types of information: 1. The overall 
intensity or brightness of the light which is the integral of the power spectrum 
over all the wavelengths, that is the total power transmitted. 2. The relative 
values of the E(l )’s, which carries the information about color. For example, 
an almost flat spectrum corresponds to white light (little color), a spectrum 
with a single peak corresponds to a pure saturated color.
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S(l )

E(l )

llls dEp )()(�=

pIlluminant Recorded intensity

Reflected 

Color Measurement:

Let S(l ) by the spectral power distribution of the light source. After reflection 
from a surface, the light reflected in a given direction has a different spectral 
distribution E(l ). The relation between E(l ) and S(l ) will be made explicit 
next, but let just say that E(l ) is proportional to S(l ), the coefficient of 
proportionality depending only on the surface material (albedo) and the 
geometry. In particular, we do not consider the case of fluorescence in which 
light incident at a given wavelength is reflected at a different wavelength.

The light emitted in a given direction is measured by a photosensitive 
detector (for example, a CCD element in a digital camera, or the cones in the 
back of the eye.) The detector has a different sensitivity s (l ) for each 
wavelength l (for example, because of a filter in the case of the camera.) 
Therefore, the intensity actually measured by the detector for each 
wavelength l is the product: s (l )E(l ). In particular if s (l ) is close to 0, the 
corresponding wavelength are attenuated in the measurement.

The output p of the detector is the sum over all the wavelengths of the 
individual measurements, that is, the integral of s (l )E(l ). This is the 
standard measurement model for color images.
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Color Reflection: What is color?

( ) lllrls dSp )()(�=

S(l )

E(l )
p

Photoreceptor 
sensitivity

Spectral
albedo
(“object color”)

Illuminant
color

Color reflection
For a given wavelength, the reflected light is given by the model we developed earlier:

The geometric terms capture the orientation between surface and illuminant direction(s); the 
specular term captures the specular reflection from the surface. r (l ) is the spectral albedo
(the albedo of the surface at that wavelength.)

Analysis of color reflection models require some simplification of this model. First, since the 
specular reflection are localized in the image, we assume that the diffuse component 
dominates. Also, we ignore for now the geometric terms because they multiply all the 
contribution of the wavelengths equally and we are interested in understanding the color of 
the light (relative values of E(l )), but not the absolute intensity. With those simplifications, 
we can write that the reflected light (radiance) is given by:

The measurement by the photosensitive detector is obtained by taking the integral over all 
the wavelengths. 
There is an immediate problem, which is a major limitation to the use of color in practice: the 
observed measurement p depends on:

- The albedo of the surface, which we would call intuitively the “surface color”

- The spectrum of the illuminant, which we would call the “illuminant color”
The fundamental problem is that we are interested in the surface color, which is intrinsic to 
the object, but our observation is corrupted by the illuminant color. Obviously, there are not 
enough equations to separate the two.
This problem leads to the fundamental problem of color constancy.

( ) ( ) ( ) ermspecular t termsgeometric +´= llrl SE

( ) ( ) ( )llrl SE =
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l

r (l)
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Human Color Perception: Cone Receptors

llls dEp SS )()(�=
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Human perception:

Color perception in humans is by means of photosensitive receivers, the 
cones. There are three cones with maximum sensitivity at Large, Medium, 
and Short wavelength. Each  cone has a different sensitivity curve s(l ). The 
measurement performed by each cone is the integral of the product s (l )E(l ) 
as shown before. Those three are the main color receptors.
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Color Representation: Trichromacy (Grassman)

E = w1 P1 + w2 P2 + w3 P3

Trichromacy:
Since the set of all possible wavelengths is a continuous interval, the set of all possible 
spectral distributions E(l ) is technically an infinite dimensional space and we would need a 
large set of numbers to describe any color. In fact, it is customary to describe a color as a 
combination of three primary colors. For example, colors are described as combinations of 
red, green, and blue primary colors. That is, the color distribution E is viewed as a linear 
combination aP1+bP2+cP3 of the three primary colors. Why is it that only three primary 
colors are sufficient in practice? This property is called trichromacy and is the result of a 
theory developed by Grassman.

The basic experiment is as follows: subjects are presented a split field in which the left half is 
illuminated by a test light and the second half is illuminated by a mixture of primaries. The 
subjects are then asked to adjust the relative contribution of the primaries until the left and 
right half of the field match. The mixture projected in the right half is a linear combination of 
the primaries. It turns out that subject can always achieve a match, implying that any color 
can be matched by a linear combination of primaries. Grassman’s result indicate also that it 
is a linear operation: the coefficients describing the sum of two test lights are the sums of the 
coefficients describing each test light. The coefficients are also the same for all subjects.

It is important to realize that reduction to 3 primaries is based on human perception. The 
result does not imply that the spectral distribution of the test light and the mixture are 
identical, it only says that they can be matched to a high degree of accuracy. Also, the 
primaries need not be the traditional red,green, and blue.



21

RGB Color Matching Functions

Primaries:
R � 645.2nm
G � 526.3nm
B � 444.4nm
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Linear Color Representation: RGB Space

G

B

R

Magenta

White

Yellow

Cyan

Linear Color Representations: RGB

The first class of color representations uses primaries to form a linear 
representation of color. The simplest one is the RGB representation in which 
the primaries are the red, green, and blue colors. A color is represented by 
three coordinates R,G,B between 0 and 1. White corresponds to R=G=B=1, 
yellow to R=G=1, B=0. The intensity of the light is the total amount of power 
that is: (R+G+B)

Graphically, a color can be viewed as a point inside a cube whose axis 
correspond to pure red, green and blue and one corner correspond to black 
(power for all wavelengths is zero) and the opposite corner correspond to 
white (power is maximum and equal for all wavelengths.)

Broadcast television uses a different representation YIQ which is simply a 
linear combination of RGB (so that the intensity can be transmitted 
independently.)
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Color Representation: XYZ Space

ZYX
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y

ZYX
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Linear Representations: XYZ

Although widely used, the RGB representation is not the standard. An 
international commision established a different standard using a different set 
of primaries called X,Y,Z. A color is defined by the coefficients X,Y, and Z of 
the three primary colors. Like for the RGB standard, the intensity is defined 
as the sum of the coefficients: X+Y+Z. Normalizing by the intensity is 
desirable because two light sources of distributions E(l ) and kE(l ) have 
different intensity but they have the same “color”, that is, the relative values 
of E(l ) is the same for both light sources. After normalization, the 
coefficients are redundant and only the two normalized values x and y are 
retained to represent the color.
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Chromaticity Diagram
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Chromaticity Diagram:

A useful graphical representation of the (x,y) color space is the chromaticity 
diagram. In this representation, the valid colors constructed from x and y are 
bounded by a closed curve. At the boundary, colors are satured. For a color 
corresponding to a point P, the hue is given by the intersection of the line 
joining P and W (the location of the white color) with the boundary. The 
saturation is the ratio WP/WH.
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Color Representation:  Uniform Spaces

Uniform color distribution:

The (x,y) distribution has better properties in terms of perceptual distances, 
but it is not perfect. In particular, the space is not uniform in the following 
sense: given a color position P, if we draw the locations of the colors that 
human subjects cannot distinguish around P, we end up with an ellipse 
centered at P. We would like the space to be uniform so that the ellipses all
have the same size, meaning that a path of (x,y) space of given area 
represent a fixed area from a perceptual standpoint. Unfortunately, the 
ellipses are not uniform at all in (x,y) space. The colors are much more 
compressed toward the blue corner than toward the green corner. As a 
result, absolute distances between colors are still not quite meaningful. 

A transformation of the space (international standard CIE) leads to different 
space (u,v) in which the distribution is uniform. Distances between colors are 
meaningful in that space in an absolute sense.

Such transformations are necessary in applications in which the validity of 
the result is based on human evaluation (for example image retrieval.)
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Color constancy

Nice demo/explanation at: 
http://www.cnn.com/2009/OPINION/10/26

/lotto.optical.illusions/index.html
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Color Constancy: Illuminant Spectra

l

S(l)

Color constancy

The color constancy phenomenon can be described by a simple observation: 
If you observe an object, say a red object, on a bright sunny day and later on 
a cloudy day, you would not perceive any difference in the color, the object 
still appears red. However, looking at the spectrum of natural ambient lights 
under different conditions, we see that the illuminant color is very different 
depending on the conditions. This implies that the cones in the eye must 
have measured very different “observed color”. In fact, if we measure the 
spectral distribution of the reflected light under different conditions, it clearly 
varies a lot, yet the human visual system seems to report a constant color, 
the surface color.

The situation is even more dramatic when considering artificial lights whose 
spectra can vary widely. Again, the perceived color is unaffected by the 
illuminant and is the surface color. The basic phenomenon is that the visual 
system normalizes for the color of the illuminant. This is called “color 
constancy”.

The problem is that for computer vision, we need to apply color constancy to 
be able to extract the surface color information which is the one we are really 
interested in. Unfortunately, there is no complete algorithm for this (and no 
complete physiological theory either.)
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Example: Sky

S(l)

l
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Example: Reflection from tree

Cloudless sky

Cloudy sky

E(l)

l
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Color Constancy: Land’s Experiments

White light
Colored light

Reading: 1,.3,.3

Reading: 1,.3,.3

“red”

“blue”

Land’s experiments

The color constancy phenomenon was confirm by Edwin Land’s experiments 
in which subjects are presented with flat patterns of colored rectangles under 
different lights. In all experiments, subjects would name the correct color 
irrespective of the illuminant color. For example, a red square illuminated 
with white light would elicit the correct response “red”, but a blue square 
illuminated with colored light would also get the correct answer “blue”, even 
though the actual reflected light is the same in both cases. In that case, the 
human visual system seems to be able to distinguish between two colors 
even though the light radiating to the eye has the same spectrum!

The same result is obtained by varying the light spatially (say from left to 
right) in which case the subjects correctly identify that the rectangles are 
uniform. The problem is now to design an algorithm that can achieve the 
same level of color constancy.
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Linear Models

Finite basis for illuminant:

Finite basis for surface albedo:

Linear relation:

Final relations: sensor response vector P linear transformation of
illuminant vector sand albedo vector r
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Linear models:

Nearly all the constancy and color analysis use a linear model. In this model, 
the illuminant is represented by a linear combination of m basis functions. 
The spectral albedo distribution is also represented by a linear combination 
of n basis functions. Substituting those linear combinations into the
measurement equations, we can see that the measurement pk at detector k
is a linear combination of the coefficients of the illuminants and the albedo. 
The measurements from all the detectors (typically 3, like the cones) are put 
in one measurement vector p, the coefficient of the illuminant in s
(dimension m) and the coefficients of the albedo in r (dimension n.) There is 
a linear relation between p and r, the matrix depending only on the 
illuminant. There is also a linear relation between p and s, the matrix 
depending only on r.

The problem is that we know p but we do not know r and s, which we want 
to recover.
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Summary of possible solutions

Known illuminant

Llll ,,1 �== sMp

pr 1-L=

Unknown illuminant, multiple points:

Unknown illuminant, known average (gray world):

pMs 1-=

Two unknown illuminants:

2
1

211 pp -LL=

If the illuminant is known, the solution is trivial, we just need to invert the illumination matrix.If 
the illuminant is not known but we have measurements at S points. Assuming that the 
illuminant does not vary substantially between points, then we have 3 equations at each 
point (3s total) for ns+m unknowns. This can be solved only for n=2 as long as s>=m. For 
n>2, we need one point of known reflectance to solve the problem because the number of 
unknowns becomes n(s-1)+m. This can be solved for m=n=3 for a single reference point.

Another approach is to assume that the average albedo distribution is known, that is we 
know the average “color” of the objects (average value of rj). In that case, we can write that 
the measurement vector is also constant and is the product of the illumination vector by the 
average albedo matrix. Inverting this matrix gives us the illuminant and in turns gives us the 
the albedo. Assuming average albedo (“gray world”) is dangerous in general.

A more reasonable approach to constancy is to not try to derive the albedo vector 
(reconstruction) but rather to compute the color that the object would have under a canonical 
light. Specifically, if a point is observed under two different illuminants 1 and 2, the 
corresponding measurements are related by a matrix which depends only on the source 
vector at that point. Therefore, if we have measurements at several points with same albedo, 
then the transformation matrix can be recovered (9 unknowns for 3s equations if we have 3 
receptors.) If we transform the response vector from image 2 using this matrix, we are 
effectively generating image 2 as it would look in the illumination of image 1 (the canonical 
illumination.) This is an attractive approach because it does not attempt to recover physical 
quantities. It merely attempts to convert the image to a canonical illumination. 

It has been shown empirically that for natural illuminants, the transfer matrix is almost 
diagonal. This implies that the matrix can be computed from a single point (3 equations, 3 
unknowns) and that the ratios of albedos between the two images are constant. If the 
reference light is white, then this simply says that the elements of the diagonal matrix are the 
ratios of observed brightness to brightness under white light (von Kries hypothesis.)
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Gamut Mapping:
Another view of the color constancy problem is “gamut mapping” (an approach originally 
developed by Forsyth.) Given an illuminant, the gamut under this illuminant is the set of all 
possible observed colors under all possible surface colors. The total set of observed colors 
is the “gamut” of the illuminant. If we plot those colors in a chromaticity space, it can be 
shown that the gamut is a convex region of the chromaticity space. Let us call the gamut of a 
reference illuminant W (for example, but not necessarily, white light.) If we observe images 
under a different illuminant, we get a different gamut, say G, also a convex region in 
chromaticity space. We know that there exists a transformation (using the previous 
representation with basis, we can assume that this transformation is linear) T mapping the 
observed colors under the new illuminant to the corresponding observed color under the 
canonical illuminant.  Because W covers all possible observed colors under the canonical 
illumination, we must have:                  . In fact, since both G and W are convex, we need to 
check only their convex hulls. Many possible transformations T may satisfy this relation. It 
can be shown that the set of possible T is itself a convex set. This suggests an algorithm for 
finding the transformation:

-Compute the gamut G of the new illuminant from currently observed images

-Compute the (convex) set of linear transformations T such that the transformed convex hull 
of G is included in W.

- Choose one element of that set. For example, take the mean of all the possible Ts.

- Transform all the observed colors in the scene by T. This will produce the colors that would 
be seen under the canonical illuminant.

WGT Ì)(
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1 0 0 0

1 1 0 0

1 1 1 0

1 1 1 1

0 0 0 0

1 1 0 0

1 1 1 0

0 1 0 0

W = [1 1 1 1 0 1 1 1 0 0 1 1 0 0 0 1]T

G1 = [0 1 1 0 0 1 1 1 0 0 1 0 0 0 0 0]T

0 0 0 0

0 1 1 1

0 1 1 0

0 1 0 0

G2 = [0 0 0 0 0 1 1 1 0 1 1 0 0 1 0 0]T

G2 = T2(G)

W. G1 = 6

W. G2 = 4

Note that:

- In practice, it is not possible to observe all the possible surface colors to build the canonical 
gamut. Instead, the canonical gamut is approximated by observing a (hopefully) large set of 
surface colors in training images taken under the canonical illuminant.

- It is extremely difficult to build the set of admissible transformations in the case of general 
linear transformations. T is usually simplified to a diagonal matrix (I.e., each color 
component is scaled separately.)

Computationally, the problem of finding the gamut mapping can be converted to a simple 
correlation problem. Suppose that the color space is discretized so that it is divided into a set 
of equally spaced bins. A bin (i,j) is 1 if color ( i,j) is observed under this illuminant, 0 
otherwise. If the space is discretized into NxN bins, we can convert the gamut W of a 
reference illuminant into a vector N2 column vector W by stacking the columns of the 
discretized color space (see example above.) We can do the same with the gamut G of a 
new scene taken under an unknown illuminant, this gives a vector G. The dot-product of 
W.G (correlation) is simply the number of bins that are common between W and G. In 
particular if W.G = number of non-zero bins in G, then G is completely inside W. 

This provide a simple test (in principle!) for determining if a scene was generated under the 
same illuminant as W:

- Compute the gamut G of the new illuminant and vectorize

- Compute the correlation W.G

- Test if the correlation is large (I.e., G included in W)
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• Given reference illuminants W1,..,Wn

• Given scene gamut G
• For each possible illuminant i: 

• ci = W i.G

• The illuminant is the average of the W i’s for 
which ci = max(c1,..,cn)

Note that:

- If we have several reference illuminant models W1,..,Wn, we can compute 
the correlation of the new gamut with all of them. Those W’s that lead to high 
correlation correspond to illuminant close to the new illuminant, which can be 
approximated by taking their mean.

- We have simplified the presentation a bit by assuming that the color space 
was binarized (I.e., it contains only 0s and 1s.) In fact, some colors may be 
much more likely under some illuminant, a fact that cannot be taken into 
account with the binarized representation. A more sophisticated way of 
implementing this idea is, for a color (i,j), to store the frequency at which this 
color occurs under the reference illuminant. In probabilistic terms, this means 
that we store the probability of observing this color given the illuminant. 
Formally, we are storing the log conditional probability log P(observed color 
is (i,j) | illuminant). The maximum correlation in that case is equivalent to 
finding the maximum likelihood solution for the illuminant. This is because 
the correlation becomes:

The right-end side is exactly the total log-likelihood P(observed
data|illuminant)
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• Color representations:
– Trichromacy
– Color space uniformity
– RGB, XYZ, uv

• Color reflection models and segmentation

– Example: Dichromatic model
• Color constancy

– Gamut mapping
– Correlation

• Human vision:
– www.owlmet.rice.edu/~psyc521/lectures
– bigbird.psych.purdue.edu/~solaris/606V/slides
– http://min.ecn.purdue.edu/~taylor/eisl/land.html


