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Application: Motion segmentation

Motion Segmentation:

The problem of motion segmentation is to extract from a video sequence the object
that are independently moving in the scene (for example, vehicles @tiieaén

an urban scene). The difficulty is that there are three sources oéappation that

are combined:

-Background motion (or “ego-motion”) due to the motion of the camera itself.

-- Independent motion due to the motion of individual objects with respect to the
background. This is the part that we would like to detect.

-- Parallax motion, the apparent motion due to the fact that scene poimitawn
plane. Ideally, we would like to separate this apparent motion fromnitlepéndent
motion. This is a very difficult problem.
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Motion segmentation using dominant motion
subtraction

— Assume the scene contains mostly static
“background” + “small” moving objects
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Motion Segmentation: Dominant motion:

Motion segmentation in the case of a moving camera is complicated eeoaus

need to separate the motion due to the camera (egomotion) from the motion due to
the objects. Robust segmentation is the general case is still a tigficblem.

We’'ll discuss here several special cases that are important ticprac

A first approach is a hierarchical approach in which the dominant motionhever t
entire image is recovered. Assuming that most of the image is occupied by a stat
scene, the motion of most of the pixels in the image is due to the egomotion, this is
the dominant motion. Let’s denote by a the set of parameters of the motionamodel
= (a b,....). The motion ax,y is a function of the positiony and of the parameters

a. We can estimate a, the dominant motion, assuming that the world islptanar
minimizing the objective function shown earlier. This can be done directly.

Once we have the dominant motion, we can transform imgge image | by
warping it according to the parameters of the motion field. This givesvamage

I' .., which is registered with It using the egomotion. Points that are on moving
objects do not agree with the dominant motion. Therefore, the difference bdtwee
1 and | gives us the pixels on the moving objects.

The minimization ok is basically the same thing as what we called earlier the
“constant flow”, except that now we have more parameters to estimate.

This approach can be made hierarchical by applying the same procedure to the
regions that are found to differ from the egomotion.
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— Just taking differences between images to detect
iIndependent motion is not going to work in genera
Need better models of background
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l(xy) - I,(xy)| >t 2?

In an ideal world, we should be able to find the independently moving objects by
image subtraction after compensating for camera motion. An interep@oial case
of motion segmentation is the case in which the background is stationaryrsthe fi
simple idea would be to identify those pixels that are on moving objects by simply
thresholding the difference of intensl{ix,y) - | .;(x,y) between the pixel values at
timest andt-1, or to threshold the difference between the current image and the
background imaggXx.y) - I,(x,y). This approach will not work in general because of
the key problems in motion segmentation. In particular the changing background:
On a pixel by pixel basis, the background is never stationary. The pixel values
change constantly due to gradual changes in illumination, and smalhnmothe
environment (for example tree leaves in the wind.)



Background Model: Segmentation:
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Mean & Covariance:

The main problem is that each pixel in the background varies in a different way ove
time. We need to represent the variation pattern of each pixel as conmpmted f
observing sequences of training images from the background. We’ll assunoaf

that we have a set of T images It of the background to use for trainingarWe c
characterize the variation of each pixel over time by a probadibtyibutionP,,

meaning thaP,(I(x,y) = V) is the probability that pixek(y) has valuesif it is in the
background.

The background is modeled on a pixel-by-pixel basis by computing apeath

the mean m of the pixel value over time, and the standard deviation s. Each pixel is
then assumed to have a normal (Gaussian) distribution N(m,s). More |y;dbise
probability that a background pixel has valus given by the density function:

(- m?

A pixel in the new image is gassifietl as a foreground pixEbify) - m| >ks.k
controls the confidence with which we want to detect foreground pkkel8.
implies 99% confidence.

The parameters of the background model can be updated over time, allowing for
gradual changes in illumination.
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Mixture models:

The problem with this approach is that the normal distribution may be too simplist
of a model. For example, because of small motions in the background sces® a gi
pixel may be on, for example, three different regions. In that casedhtne pixel
values may be atrtificially large and lead to wrong segmentatioitses improved
approach is to represent the distribution of each pixel in the background as a
weighted sum of normal distributions (called a “mixture of Gaussians”h Eac
Gaussian is weighted according to the frequency with which it explans t
background. More precisely, the probability for a background pixel to havewalue
IS modeled as:

(v- m)*

P(I(xY)=v)=  we >

Both weights, means, and standard deviaitions are learned from training images of
the background.

Pixels that are more than two standard deviations away from all the cempaf
the mixture model are classified as background pixels.

The parameters of the mixture model can be updated over time, allowiggdoal
changes in illumination.
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model at time+1 = (1a) (model at timd) + a (new data)

= “learning rate”

Gaussian model:
r= aP( 141)

(1 /')/7?"'/'“1
s2, =@ r)st+r(v,- m,)

Linear Prediction and Adaptation:

As mentioned before, the background may changeugtlycover time, for example, because of
gradual changes in lighting. As a result, the madehputed from initial training images is no longer
valid after observing the scene for some time.

Therefore, the background model needs to be updatedtime. In general, a linear update is used,
of the form:

model at time+1 = (1-a) (model at time t) + a (new data)

a is the learning rate. H is close tol, the model is re-created everytime new data arrivesis

close to0, the background model changes very slowly ovee firar example, let's consider the case
of a Gaussian model, in which the probability disttion for a given background pixel at tihéhat

is, after observing background values at that pigelo timet) is a Gaussian distributidd(m,s,)
weighted by w,. Let's assume that we have a new image at tirieand that the pixel with value

V.., is classified as part of the background with pralighP (v,,,), then the model is updated as:

r=aR, (V)

:(l_ f)m+th+1

a is the learning rate as lyet?olreq ntlﬂggtﬁe- quntby—?/h h we want to updagepthrameters
of the background at that plxel If the probabltufyt &t pixe Belonglng to the background is high,
then we want to give the new pixel value a highgliein updating the means and covariance.

Such linear adaptation rules are causal filtersaardvidely used for capturing gradually changing
conditions.
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Hysteresis Thresholding

P,>T,

P,>T,
and
connected

Hysteresis Thresholding:

All the previous techniques look at each pixel individually, without any
concept of region. In fact, moving objects typically form connected regions in
the image. It is important to perform the segmentation in a way that favors
connected regions.

The previous techniques tend to generate fragmented regions because
some pixels that are part of the moving object may have values that are too
close to the background values and are therefore not classified as
foreground pixels. The trade-off is that if we make the threshold less
conservative (for example s instead of 2s) we will find more of the points in
the foreground regions, but they we will also find a lot of spurious points. On
the other hand, using a tighter threshold (say 3s) we will miss a lot of
foreground pixels and end up with a fragmented region. One (of many)
solution to this problem is to use hysteresis thresholding in the same way as
it was used in edge detection:

Pixels are first classified as foreground using a conservative threshold T,,.
Those pixels are part of foreground objects with high confidence. Then, any
pixel that is connected to a foreground pixel and satisfies a less conservative
threshold T,is also classified as foreground. This approach tends to generate
connected regions and to compromise between detection of spurious
foreground points and fragmentation of regions.
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Motion segmentation using dominant motion
subtraction

Background models

Segmentation from independent motion and parallax:

Layered representations

— The differences in motion are due not only to iredeent
moving objects, but also to parts of the scenefardnt
depths Layered representation

Other applications
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o3 Layered Representation
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Motion Segmentation: Layered Motion:

The previous technique assumes that the backgreeertk is planar. This is a reasonable assumption
in many applications, but not in general. A moraggal assumption is to assume that the scene is
made of several planes (layers). Instead of usigthe egomotion estimated over the entire image,
we need to segment out the various layers fronmntlage. This is done in a way very similar as
before:

« Estimate the dominant motion a over the entiregena
« Warp the images according to the dominant motion.
« Extract the regions that do not agree with the idamt motion.
« For each region:
« Estimate the dominant motion again over that negio
« Extract the moving objects in the region by wagpamd differencing.

This assumes that there is a dominant motion,aree region is very large relative to the othetdsT
might not be the case, so another approach isstodiivide into K different motion models and find
the corresponding pixels. A sketch of the algoriiem

« Estimate the motion in local blocks (e.g., NxN wamg in the image)

« Each window produces a vector representing thimatt motion (e.g. 6-dim if affine model)
« Cluster the vectors into K clusters (correspondmi motions)

« Assign each pixel to the cluster that best agwettsthe local motion

* Re-estimate the motion in each cluster and iterate

This type of algorithm will be discussed later ion@ details when we talk about EM and model
selection.

The layered approach to motion segmentation (atich&son) has proved very effective.
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Example from Adelson et al.
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— If we know the (small) motions between images, W
can register all the images into a single, higher-
resolution image plane Super-resolution

/e
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Application: Super-Resolution

Example from Shmuel Peleg E
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« Fundamentals:
— Motion equation

— Approximations:
» Constant
* Affine

» Planar/[Homography
/Quadratic

« Applications:
— Feature tracking
— Template tracking
— Mosaicing
— Motion
segmentation
— Stabilization
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