
16-720 COMPUTER VISION ASSIGNMENT #1 

HOMOGRAPHIES & CALIBRATION 

Due Wednesday, September 23, 2009 at 2:30 PM 

TA: Brian C. Becker (briancbecker@cmu.edu) 

1 INTRODUCTION 
An integral part of robotics is sensing and understanding the environment, a role computer vision often tries to 

accomplish. In this homework, we will be exploring the usefulness of homographies and camera calibration in the 

context of tasks such as object detection. In addition to being incredibly useful for robotics, these concepts also 

extend into other fields such as computer graphics, as we will see later in this homework. 

The backdrop for this assignment will be a small fictional autonomous mobile robot equipped with a single camera. 

For the purposes of this homework, let’s name the robot Floor-E, a name similar to, but legally distinct from 

Pixar’s® Wall-E. Floor-E wanders around indoor environments, avoiding bumping into objects. Your job is to 

program a simple vision system that identifies objects and adds their locations to a map, using concepts introduced 

in the class.  

2 PLANAR HOMOGRAPHY 50% 
Robots often deal with planes, whether in the form of walls, ground, or some other flat surface. When two 

cameras observe a plane, there exists a relationship between the images captured. This relationship is defined by a 

3x3 transformation matrix is called a planar homography. The planar homography allows us to compute how the 

second camera’s image looks from only the first image. In fact, we can compute how images of the plane will look 

from any camera at any location without knowing any internal camera parameters and without actually taking the 

pictures – all with the planar homography. 

 

FIGURE 1: TRANSFORMING PLANAR IMAGES WITH A HOMOGRAPHY 



2.1 THEORY: HOMOGRAPHY PROOF 15% 

Mathematically speaking, a point  on a plane  imaged by two cameras  and  will have projections 

 on ’s image and  on ’s image.  Assume that the two cameras have 3x4 

projection matricies  and  associated with them, respectively.  

Prove there exists a 3x3 matrix  such that for any point  on  satisfies: 

 

Recall that  denotes the equality in homogenous coordinates, meaning that the left and right hand side are 

proportional.  depends on the image plane and projection matricies of the two cameras. There is an extreme 

case where the plane contains both camera centers. In this case, there will exist an infinite number of homography 

matricies . However, we will ignore this case.  

2.1.1 NON-PLANAR MAPPING 5% 
Why is the planar homography not completely sufficient to map any arbitrary image to another viewpoint? State 

your answer concisely in one or two sentences.  

2.2 WARMING UP TO HOMOGRAPHIES 15% 

This section provides a short introduction to get you used to working with images and homographies in Matlab. 

Let’s start with image floor1.jpg  and perform some simple image warping using planar homographies. Write a 

Matlab function that applies the transformation  to an image so that  where  is a 

point in the image expressed in homogenous coordinates. Use the function signature: 

function warpedImage = warpImage (inputImage, H)  

The function should work for any 3x3 homography  but test your function with the following homographies: 

 

 will stretch the image in the vertical direction by a factor of 2,  will shift the image, and  will warp and 

shift the image in an odd way.  

Take care to properly generate the warped image without “holes” in the new image by mapping every point/pixel 

in the new image to a corresponding value in the old image and not the reverse. For more information on this 

subject, please see the last section of the Matlab warmup.  

Save the image warped by , , and  as floor1_h1.jpg , floor1_h2.jpg , and floor1_h3 .jpg  

respectively. 

It is important to keep in mind that vectorizing code will speed up repeated pixel operations. Although not 

required, this function can be implemented without a single for loop (hint meshgrid, inpolygon, s ub2ind, 

find , intersect ). You can use profile  and profview  to see what parts of your code are taking the longest.  

2.3 COMPUTING HOMOGRAPHIES FROM 2D POINT CORRESPONDENCES 15% 



If we know the world coordinates of the points on a plane and cameras, and the cameras’ internal parameters, we 

can compute the homography between any two cameras. However, we do not actually need to know the world 

coordinates, but just a few 2D point correspondences in the images. More formally, we can pose this problem as 

given a set of points  in image 1 and the corresponding set of points 

 in image 2, there exists a homography  such that . 

floor2.jpg  and floor3.jpg  are images taken from two different locations. Use cpselect  to choose pairs of 

corresponding points between the images. Only choose points that are all on the same plane. For estimation to 

work well, a sufficient number of points should be provided (at least the number of degrees of freedom of ). You 

should select corresponding points in the two images manually (or with the help of cpselect ) and give all your 

results with your own point set. Write a Matlab function that computes the homography  from a set of image 

point correspondences in image 1 (pts1 ) and image 2 (pts2 ) and find  for this example. The function prototype 

should be: 

function H = computeHomography( pts1 , pts2 )  

Input arrays should be Nx2 matricies, listing a single image point’s coordinates per row. Verify the 3x3 homography 

 is correct by applying  to floor 2.jpg  using the previous function warpImage  and checking that it matches 

the viewpoint of floor 3.jpg . Save the corresponding points (pts1  and pts2 ) and  to sec2_3. mat  and then 

save the warped image as floor_2_to_3.jpg . 

2.3.1 EXTRA CREDIT: OVERHEAD VIEW +2.5% 
We can now compute homographies between images and warp planar scenes from one camera location to 

another. Homographies allow us to view planar scenes from any arbitrary camera location. Having no mechanism 

of flight, Floor-E is tired of seeing everything from so close to the ground. It wants to be unleashed from gravity’s 

relentless grip and see things as if floating effortlessly above the ground. Calculate a homography that provides a 

top-down overhead view of the ground from image floor2.jpg . Save the top view as floor2_to_top.jpg . 

Hint: Use the fact that the floor has square tiles.  

2.4 EXTRA CREDIT: CREATING MOSAICS/PANORAMAS +5% 

Once a homography exists between two planar images, they can be merged into a single image. A mosaic image is 

a composition of many different images.  A panoramic image of a non-planar scene can be created if the depth of 

the scene is small compared to the distance from the camera.  

Floor-E got lost outside and found a fantastic view of downtown Pittsburgh just as the sun was setting. 

Unfortunately, it couldn’t fit the entire scene into the field of view of its camera. It had to take two pictures of the 

scene, left.jpg  and right.jpg . Write a Matlab function that creates a mosaic image from two images and the 

homography calculated from corresponding points. Use the following prototype: 

function mosaicImage = createMosaic(img1, img2, H)  

Save the mosaic image as pittsburgh_panorama.jpg . In order to avoid aliasing and sub-sampling effects, 

consider producing the output by solving for each pixel of the destination image rather than mapping each pixel in 

the input image to a point in the destination image (which will leave holes). Also note that the input and output 

images will not be the same size. 

Now download AutoStitch (www.autostitch.net) and create a panoramic from these images. Autostitch uses an 

algorithm called SIFT to automatically select corresponding points. Also, notice that Autostitch blends the images 

http://www.autostitch.net/


and doesn’t assume a planar scene, which leads to a better panorama. The implementation details of Autostitch 

will be discussed later in class. AutoStitch is a Windows program, but there are equitable programs for Linux/Mac. 

Hugin (www.hugin.sf.net) is another good stitching program, if a bit less intuitive to use.  

3 DETECTING OBJECTS 30% 
So far, Floor-E can use homographies to view planar scenes from any arbitrary location (including top down) and 

combine multiple images of planar scenes into a single panoramic view. However, Floor-E is ecstatic to discover 

that by using homographies, non-planar objects can be detected.  As we know from section 2.1.1 of this 

assignment, only objects in the plane can be transferred correctly from one viewpoint to another. Applying a 

homography to a non-planar, 3D-rich scene results in misshapen 3D objects. Floor-E can exploit this property to 

find objects that protrude from the surface of planes.  

When implementing this section, do not worry if you get less than ideal results. This method is very rudimentary 

and not recommended for general object detection. Because the algorithm is simple, you will probably find the 

output won’t be perfect and may be very noisy. Later in the class, more effective and sophisticated methods of 

detecting objects will be explored.  

3.1 USING HOMOGRAPHIES TO DETECT 3D OBJECTS 10% 

Our robot has taken two pictures floor 6.jpg  and floor7 .jpg  from two different points viewing a cluttered 

floor. It is unsure where is safe to drive and where obstacles block the way. Compute a homography between the 

two viewpoints using only floor correspondences. View the warped version of each (warping floor6 .jpg  to 

floor 7.jpg ’s viewpoint and vice versa). 

Instead of creating a mosaic of the two images, you can calculate a difference map by subtracting pixels where the 

image transformed by the homography overlaps with the original image. Points on the plane should map perfectly, 

while not contained in the plane will not. Subtract pixel values to get an object map. Use the following function 

prototype: 

function diffImage = detectNonPlanarObjects(img1, img2, H)  

Save the resulting image as diffImage.jpg .  

 

FIGURE 2: DIFFERENCE IMAGE PROCESSED TO BINARY IMAGE 

http://www.hugin.sf.net/


3.2 IMAGE PROCESSING 10% 

Convert the difference map to grayscale using rgb2gray  and then use some image processing algorithms to clean 

up the image, remove noise, and isolate the 3D objects that the robot must avoid. Hint: find , imdilate , 

imerode , medfilt2 , strel , etc. Save the image as binaryDiffImage.jpg . 

Notice this is not a particularly good method of locating objects. Floor-E is quite disappointed with the results, but 

is heartened by the fact that later in the semester, better object detection algorithms will be investigated.  

3.3 IMAGE COORDINATES TO WORLD COORDINATES 10% 

Use bwlabel  and regionprops  to find individual binary blobs in the image (where each blob represents an 

object). Once individual objects have been located on the plane, we can define a world coordinate system on the 

plane which corresponds to a world map for the robot. Assuming each square tile on the floor is 0.31 m to a side, 

refer to image floor 6_world.jpg  for the origin and basis for the coordinate system. First calculate a 

homography between image coordinates and world coordinates. This gives you a homography from image points 

contained in the floor plane to world coordinates. Then using the information obtained about each individual 

object from regionprops , calculate the  location of objects relative to the world coordinate system. For the 

purposes of this section, you can use the centroid of the objects. In the real world, more sophisticated methods of 

determining which side of the object is closest to the robot might be needed.  Actually in the real world you would 

need a much more sophisticated detection algorithm to begin with, but we’ll ignore that for now. 

Save the homography  (with corresponding points imgpts  and worldpts  for the image and world coordinates 

respectively) that transforms between the ground plane viewed in the image and the world coordinates. Also list 

 values for each object  where  is the centroid of each object in the image and  is the 

location on the ground relative to the world coordinate frame laid out in floor6_world.jpg . Store this as a 4xN 

matrix called stats . Save all four variables (imgpts , worldpts , H, stats ) to sec3_3 .mat .  

Plot a point on the centroid of each object in the image using a circle (hint: hold ). Next to each circle representing 

the centroid of each object, display the  position of each point (hint: text ). The resulting image should 

contain the original scene with a virtual overlay identifying the position of each object. Make sure the text color is 

readable (hint: set óColorô). Save the image as worl dmap.jpg  (hint print, saveas , gcf ). 

4 CAMERA CALIBRATION 20% 
Camera calibration is finding the mapping between the camera image plane and the real world. Intrinsic 

parameters are usually fixed per camera and result from CCD arrangement and lens configuration. Extrinsic 

parameters contain the relationship of the camera coordinates to the world coordinates.  

While camera calibration can be done with known 3D points and their 2D projections into the image, often it is 

tedious to measure/locate 3D points in the world. In the more advanced class Geometry-Based Methods in Vision, 

automatic methods of calibration that exploit properties of the environment will be covered. However, one 

alternative solution that is often employed is to use a printed calibration target, such as a checkerboard pattern. 

When the geometry of the calibration target is known, it can be presented to the camera at many different 

positions/angles to infer the camera parameters.  

There are many different calibration targets and software packages that aid in the camera calibration process. We 

will be using one of the more popular packages, the Camera Calibration Toolbox for Matlab, to calibrate a camera. 



In addition to the 3x3 intrinsic camera parameters, the extrinsic parameters can also be calculated so the full 3x4 

projective camera matrix can be recovered.  

4.1 INTRINSIC CALIBRATION 10% 

Floor-E has fixed the location and orientation of its camera and taken several pictures of a checkerboard pattern 

with a square size of 30 mm. Find the images located in the folder check  and use the Camera Calibration Toolbox 

for Matlab (http://www.vision.caltech.edu/bouguetj/calib_doc/) to calibrate the camera. We have provided the 

toolbox under the folder TOOLBOX_calib . 

Use the following procedure:  

1. Use http://www.vision.caltech.edu/bouguetj/calib_doc/htmls/example.html as a reference 

2. Change the directory in Matlab to the directory containing the calibration images (check ).  

3. Ensure Matlab can find the calibration toolbox with addpath('../TOOLBOX_calib/');  

4. Start the calibration by typing in calib_gui .  

5. Specify in the images check1.jpg  through check8.jpg  and load them 

6. Extract grid corners (use winx=5, winy=5, number of squares along the X direction = 5, number of squares 

along the Y direction = 7, size of each square along the X direction = 30mm, size of each square along the 

Y direction = 30mm). Specify the grid points consistently in the order seen in check_convention.jpg . 

7. Populate and save the 3x3 intrinsic parameters matrix  as a variable named k  and save it in 

sec4_1 .mat . 

4.2 EXTRINSIC CALIBRATION 5% 

Floor-E now knows the parameters of the camera that are irrespective of the position and orientation of the 

camera. We can get the full 3x4 projective camera matrix by calculating the extrinsic camera parameters. Using the 

same grid point order as check_convention.jpg , use the toolbox’s extrinsic camera calibration to specify the 

world reference frame from the checkerboard in check_ext.jpg . Store the 3x3 rotation as R and 3x1 translation 

vector as t,  calculate the full projective camera matrix M, and save all three variables in sec4_2 .mat . (hint: one 

way to verify that your  matrix is correct is to verify that the point  maps to checkerboard 

corner 1 in the image check_ext.jpg ). 

4.3 PROJECTING FROM 3D TO 2D 5% 

A passing hummingbird becomes intrigued by Floor-E and hovers at position  in world 

coordinates. Which object in the scene is the hummingbird obscuring? Give the 2D location of the hummingbird’s 

projection into the image, naming the variable pt  and saving it as sec4_3 .mat . Note that because only a few 

checkerboard patterns were used, and the full functionality of the toolbox was not used (reprojection of corners, 

manual placement of corners with high errors, and distortion modeling) the calibration may differ slightly. Thus, if 

the point is not exactly on an object, try running the calibration again. If it is still off, select the nearest object. 

5 IMPLEMENTATION HINTS 
 Image coordinates of the points are the corresponding row and column indices of the image array. 

 Beware of numerical ill-conditions. Your estimation procedure may perform better if you scale image 

coordinates between 0 and 2. 

http://www.vision.caltech.edu/bouguetj/calib_doc/
http://www.vision.caltech.edu/bouguetj/calib_doc/htmls/example.html


 To find the size of a new warped image, it helps to calculate the corner points and see where they warp 

to.  

 Out of memory errors can occur if the homography stretches the image too much, causing a very large 

warped image to be created. One solution is to reduce the size of the images, another is to check the 

homography by choosing different points.   

6 WHAT TO TURN IN 
 Proof from section 2.1 and a couple sentences from 2.1.1 in sec2_1.pdf  (Latex/Word/OpenOffice are 

suggested) 

 Images: floor_h1.jpg , floor_h2.jpg , floor_h3.jpg , floor_2_to_3.jpg ,  

floor2_to_top.jp g (optional, extra credit), pittsburgh_panorama.jpg (optional, extra credit), 
diffImage.jpg, binaryDiffImage.jpg, worldmap.jpg  

 Matricies: pts1 , pts2 , and H in sec2_3.m at , imgpts , worldpts , H, stats  in sec3_3.mat, k  in 

sec4_1.mat , R, t , and M in sec4_2.mat , pt  in sec4_3.mat  

 M-files: warpImage .m ,  computeHomography.m , createMosaic .m (optional, extra credit), and 
detectNonPlanarObjects.m  

To help us grade, you must use the function names/arguments and the image filenames we have described. We 

will deduct points or return your work if you fail to adhere to our naming conventions. Note that helper functions 

are fine, but the main function calls should be identical to the prototypes we provided. Also, please do not submit 

any data files we provided to you. Only submit the files listed above. 

Note: The homography used in warping and mosaicing results should be estimated by using your own 

correspondences. ALL results, including Matlab code, the results in the form of images and mat files, and proofs, 

should be directly submitted to your course directory.  


