
16-720 COMPUTER VISION ASSIGNMENT #4 

EPIPOLAR GEOMETRY, STEREO, & 3D RECONSTRUCTION 

Due Tuesday, November 3
rd

 , 2009 at 11:59 PM 

TA: Brian C. Becker (briancbecker@cmu.edu) 

 
Every day you implicitly infer 3D structure of the world around you. You gauge how far away cars are to determine 

when it is safe to cross the street, estimate the size of an object when reaching to pick it up, or guess how many 

M&Ms can fit into a car. In this homework, you will be exploiting geometric properties of camera configurations to 

reconstruct a 3D model of a scene, given two images captured from different viewpoints. We will be using several 

state-of-the-art algorithms. Our images are of a fountain from a paper on the evaluation of multi-view stereo [1]. 

 

There are 11 views of the fountain for robust, multi-view stereo; however, you will only be required to work with 

two nearly frontal views: a left and a right image pair. First, we will use point correspondences from SIFT to 

estimate the fundamental matrix. This allows us to reconstruct the 2D point correspondences into a 3D point 

cloud, up to a projective ambiguity. Knowing the intrinsic camera parameters allows us to calculate the essential 

matrix and perform full metric 3D reconstruction. This yields a sparse 3D point cloud of the scene where each 

point cloud corresponds to a matched feature, or 2D point correspondence between the image pair. To fully 

reconstruct the scene in its entirety, we would like dense correspondences, or matches for each pixel in the image. 

Using the fundamental matrix to find epipolar lines, it possible to rectify the image for stereo processing. You can 

then generate a depth map, and do full 3D metric surface reconstruction of the scene. See Figure 1 for sample 

results. 

Front View Top View Top Left View 

Figure 1: Metric 3D reconstruction of water fountain based on fundamental matrix estimation and stereo  
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1 EPIPOLAR GEOMETRY 35% 
In this section you will first explore different methods of estimating the fundamental matrix given a pair of images. 

The fundamental matrix completely describes the epipolar geometry of two images. You will recover the 

fundamental matrix F from a set of point correspondences in 2 images. The pair of images we will be using is 

0004. png  and 0005. png , two sub-sampled images of the fountain images from [1]. Grayscale versions of the 

images have been provided as well, named 0004.pgm  and 0005.pgm , respectively.  

Estimating the fundamental matrix requires 2D correspondences between the image pair. SIFT will give you 

candidate correspondences, which will need to be verified through RANSAC. Once you have determined which of 

your SIFT candidate correspondences conform to the epipolar constraints, you will then code the 8-point 

algorithm, which performs a least squares estimation of the fundamental matrix from N correspondences.  

1.1 FINDING CANDIDATE CORRESPONDENCES WITH SIFT 5% 

In the homework #3, you saw how useful SIFT is for finding and matching interest points across several images. We 

have provided a modified version of 5ŀǾƛŘ [ƻǿŜΩǎ SIFT package [2] for matching keypoints between images. You 

will use this to get 2D correspondences between the image pair of the left/right images of the fountain. Write a 

function with the following prototype that takes two filenames to grayscale images and returns SIFT 

correspondences. 

function [ pts1 , pts2 ] = getMatchingPts(im1name, im2name)  

Where pts1  and pts2  are 2 x N matricies corresponding to the (X,Y) points in the first image and the second 

image, respectively. 

 

Figure 2: SIFT keypoints detected between fountain image pair 

1.2 THE SEVEN POINT ALGORITHM 10% 

Since the fundamental matrix only has seven degrees of freedom, it is possible to calculate F using only seven point 

correspondences. Unfortunately, this requires solving non-linear equations. In this section, you will implement the 

dreaded Seven Point Algorithm described in class (Geometry of Multiple Views lecture notes, page 10-15) and 

outlined in Section 15.6 of Forsyth & Ponce. Submit a function with the following signature: 

f unction F s = sevenpoint( pts1 ,  pts2 );  



Note there may be cases where you get multiple solutions; in this case Fs should be a cell array containing all 

possible solutions. If only one solution exists, return a cell array of size 1 containing the fundamental matrix. 

Implementation hint: You can use the roots  command in MATLAB to solve for the roots of your 3
rd

 degree 

polynomial.  

1.3 FINDING CORRESPONDENCES WITH RANSAC 10% 

Now you can exactly calculate the fundamental matrix from seven correspondences. How do you choose which 

correspondences to choose? How can you determine which of your N candidate correspondences are good ones? 

In this section you will implement a popular algorithm, RANSAC (RANdom SAmpling Consensus) to achieve this. 

(The RANSAC algorithm is described in Geometry of Multiple Views lecture notes, page 14 and Section 15.5.2 of 

Forsyth & Ponce). You can also refer to page 328 in Szeliski. Your fully automatic estimation of F should satisfy the 

following signature: 

function [F,pts1 , pts2 ] = ransacF(im1 name, im2 name)  

The parameters im1name and im2name are the filenames of the grayscale first/second images in the pair. pts1  

and pts2  are the point correspondences proposed by SIFT and verified as inliers for the returned fundamental 

matrix F. The convention we will use is to map a point in the first image to a line in the second. Use your 7-point 

algorithm to evaluate sets of seven randomly selected correspondences. If multiple solutions are returned from 

the7-point algorithm, evaluate them all. Make sure you iterate enough times (hundreds at least) to find a good set 

of inliers.  

At the end, you can use the displayEpipolarF  function from before to display points and their corresponding 

epipolar lines to see how well your RANSAC implementation did. Note that the actual location of the epipoles for 

the F found by your code may be fairly unstable (i.e. between two runs, you may see some variation in the epipole 

location, or equivalently the angles of the epipolar lines). All that we are concerned with for this assignment is that 

ŀ ŎƻǊǊŜǎǇƻƴŘƛƴƎ Ǉƻƛƴǘ ƛƴ ǘƘŜ ǎŜŎƻƴŘ ƛƳŀƎŜ ŦƻǊ ŀ ƎƛǾŜƴ Ǉƻƛƴǘ ƛƴ ǘƘŜ ŬǊǎǘ ƛƳŀƎŜ ŘƻŜǎ ƛƴŘŜŜŘ ƭƛŜ ƻƴ ǘƘŜ ŜǇƛǇƻƭŀǊ ƭƛƴe. 

¢Ƙƛǎ ǎƘƻǳƭŘ ōŜ ǘǊǳŜ ǊŜƎŀǊŘƭŜǎǎ ƻŦ ǘƘŜ ǾŀǊƛŀǘƛƻƴǎ ƛƴ ǘƘŜ ŜǇƛǇƻƭŜΩǎ ǇƻǎƛǘƛƻƴΦ  

 

Figure 3: RANSAC verified SIFT correspondences + epipolar lines 

1.4 THE EIGHT POINT ALGORITHM 10%  

The 8-point algorithm discussed in class (Geometry of Multiple Views lecture notes, page 10) and outlined in 

Section 10.1 of Forsyth & Ponce is arguably the simplest method for estimating the fundamental matrix. For this 



section, you will use correspondences from the image pair returned by RANSAC in the previous section and pass 

them to your implementation of the 8-point algorithm. 

Submit a function with the following signature for this portion of the assignment: 

function F = eightpoint( pts1 , pts2 );  

You should test your code on hand-selected correspondences for each image pair. Remember that the x-

coordinate of a point in the image is its column entry, and y-coordinate is the row entry. Note: 8-point is just a 

figurative name. Your algorithm should use an over-determined system. 

To visualize the correctness of your estimated F, use the function displayEpipolarF . 

You should scale the data as was discussed in class, by dividing each coordinate by the image size M. After 

computing FΣ ȅƻǳ ǿƛƭƭ ƘŀǾŜ ǘƻ άǳƴǎŎŀƭŜέ ǘƘŜ ŦǳƴŘŀƳŜƴǘŀƭ ƳŀǘǊƛȄ ŀǎ ŦƻƭƭƻǿǎΥ 

 

1.4.1 NON-LINEAR REFINEMENT 
Usually the results from the 8-point algorithm are not directly used. Instead, it is used as an initial estimate for a 

nonlinear refinement step. A function has been provided to improve your F estimate from the 8-point algorithm: 

refineF . It uses a simplex search, and imposes the rank constraint using the SVD and setting the lowest 

eigenvalue to zero. You should call this function from inside your 8-point algorithm as a last step.  

2 METRIC 3D RECONSTRUCTION 20% 
To this point we have explored various methods for computing F from point correspondences. We now turn to one 

of the most significant properties of F: the fundamental matrix can be used to determine the camera matrices of 

the two views used to generate FΦ ¸ƻǳ Ŏŀƴ ŬƴŘ ŘŜǘŀƛƭǎ ŀōƻǳǘ ŎƻƳǇǳǘƛƴƎ ǘƘŜ ǘǿƻ ŎŀƳŜǊŀ ƳŀǘǊƛŎŜǎ M1 and M2 in 

both the lecture notes and in F&P. In general, M1 and M2 will be projective camera matrices, i.e., they are related to 

each other by a projective transform. In order to obtain the 3D structure of the scene, we would need to upgrade 

these camera matrices to Euclidean camera matrices. The Euclidean camera matrices encode the overall scene 

structure to a similarity transform, such that the reconstructed 3D structure and the true 3D struŎǘǳǊŜ ŘƛũŜǊ ŦǊƻƳ 

each other by a global rotation, translation and scaling. 

¢ƻ ƻōǘŀƛƴ ǘƘŜ 9ǳŎƭƛŘŜŀƴ ǎŎŜƴŜ ǎǘǊǳŎǘǳǊŜΣ ŬǊǎǘ you need to upgrade the fundamental matrix F to an essential matrix 

E. For this purpose, you will need the internal camera calibration matrices (K) of the two cameras. Since the two 

fountain images were taken with the same camera, the calibration matrices are the same for each image:  

 

 

 



2.1 SCALING THE CALIBRATION 5% 

While the original fountain images are 2048x3072, we have provided images scaled down to 320x480 (scale factor 

). However, the instrinsic camera parameters K are for the large original images. Consequently, you 

either need to scale K down or the points up to match to the correct position in the original images. In this section, 

we will handle scaling up our points and fundamental matrix to the reference frame of the original image. For 

instance, if you have a SIFT descriptor located at , this would correspond to the point 

 in the original 2048x3072 image. Write a function that takes in the points and scales them: 

function [ scaledPts1 , scaledPts2 ] = scalePts ( pts1 , pts2 , scale)  

You will need to re-run the eightpoint  with the scaled version of the points to get the fundamental matrix for 

the original sized images (note displayEpipolarF  will not work with the resulting scaledF  unless you also scale 

up the image).  

Note: From now on, we will refer to scaledPts1 , scaledP ts2 , and scaledF  as just pts1 , pts2 , and F. 

2.1.1 EXTRA CREDIT: ESTIMATING K +10% 
As we saw in class, you can automatically estimate the intrinsic camera matrix K given enough images and 

constraints. Use the third image 0006.png and 0006.pgm with the previously provided images to auto-calibrate K. 

Assume the same camera was used to take all the pictures. Verify that the 3D reconstruction using this auto-

calibration methods yields a visually similar 3D reconstruction as scaling up the point correspondences, and save 

several viewpoints of your reconstruction using the estimate of K. Name your m-script autocalibrate.m . 

2.2 ESSENTIAL MATRIX 5% 

Now write the function with the signature below, to calculate an essential matrix E given a fundamental matrix F 

and the calibration matrices of the two cameras K1, K2.  

function [E] = essentialMatrix( F, K1, K2 )  

Now that you have obtained the essential matrix, we can use E to calculate the position of the second camera, in 

ǊŜƭŀǘƛƻƴ ǘƻ ǘƘŜ ŬǊǎǘ ŎŀƳŜǊŀΦ ¢ƻ ƳŀƪŜ ǘƘƛǎ ŀssignment more tolerable, this code has been provided for you. 

function [M2s] = camera2(E)  

ŎŀƭŎǳƭŀǘŜǎ ŦƻǳǊ ǇƻǎǎƛōƭŜ ƭƻŎŀǘƛƻƴǎ ŦƻǊ ǘƘŜ ǎŜŎƻƴŘ ŎŀƳŜǊŀΣ ŀǎǎǳƳƛƴƎ ǘƘŜ ŬǊǎǘ ŎŀƳŜǊŀ ƛǎ ŬȄŜŘ ŀǘ aм Ґ ώLΣлϐΦ !ƴ 

ŜǎǎŜƴǘƛŀƭ ƳŀǘǊƛȄ Ŏŀƴ ōŜ ŘŜŎƻƳǇƻǎŜŘ ƛƴǘƻ ŦƻǳǊ ŘƛũŜǊŜƴǘ Ǉŀirs of camera matrices; however, only the correct pair of 

camera matrices would give you triangulated 3D points in front of both the cameras, see the next section for 

triangulation details. Once you have implemented the triangulation function, you can test ǘƘŜ п ŘƛũŜǊŜƴǘ ŎŀƳŜǊŀ 

matrices in M2s to determine the correct M2. 

As a sanity check, to ensure you are on the right track, you can compare your M2 ǿƛǘƘ ǘƘŜ ¢!Ωǎ ŎŀƭŎǳƭŀǘƛƻƴ όȅƻǳǊ 

result may be somewhat different): 

 

 



2.3 TRIANGULATION 10% 

You have now determined the location of the two cameras, relative to each other. Additionally, we also know how 

each of the cameras map points in space to image coordinates, based on the calibration matrix. Therefore, given 

two corresponding points in each image, p1 and p2, you can triangulate the point in 3D space which projects onto 

the two image planes. Write a function to triangulate a set of points (see General Case: Projective Reconstruction 

lecture notes, page 50 or Szeliski page 355 for more details): 

function [P] = triangulate(M1, p ts 1, M2, p ts 2)  

pts1 and pts 2 are 2 × N matrices of the N points in image 1 and image 2 respectively that have been scaled up 

from Sec 2.1. M1 and M2 are the 3 × 4  camera matrices calculated in the previous section. Remember that you 

will need to multiply the given internal camera calibration matrices to your obtained solution for the canonical 

ŎŀƳŜǊŀǎ ƳŀǘǊƛŎŜǎ ǘƻ ƻōǘŀƛƴ ǘƘŜ Ŭƴŀƭ ŎŀƳŜǊŀ ƳŀǘǊƛŎŜǎΦ ¢ƘŜ ƻǳǘǇǳǘ t ƛǎ ŀ 3 × N matrix of N 3D points. You only 

have to implement the algebraic (linear) case.  

2.3.1 PLOTTING THE 3D KEYPOINTS 
Now, we can determine the 3D location of the SIFT point correspondences from Sec 2.1 using your triangulate  

function. These 3D point locations caƴ ǘƘŜƴ ǇƭƻǘǘŜŘ ǳǎƛƴƎ ǘƘŜ a!¢[!. ŦǳƴŎǘƛƻƴ ǎŎŀǘǘŜǊоΦ ¢ƘŜ ǊŜǎǳƭǘƛƴƎ ŬƎǳǊŜ Ŏŀƴ 

be rotated using the Rotate 3D  ǘƻƻƭΣ ǿƘƛŎƘ Ŏŀƴ ōŜ ŀŎŎŜǎǎŜŘ ǘƘǊƻǳƎƘ ǘƘŜ ŬƎǳǊŜ ƳŜƴǳōŀǊΦ tƭŜŀǎŜ ǘŀƪŜ ŀ ŦŜǿ 

screenshots of the 3D visualization, and include them with your homework submission. 

3 STEREO 40% 
Even with the automatically calculated SIFT point keypoints, we only have a handful of point correspondences 

which leads to a rather pathetic reconstruction of the scene. To get a nice smooth reconstruction, we need dense 

correspondences. To do this, we will turn to the notoriously fickle stereo algorithm. What we want to know is fairly 

simple conceptually: for each pixel in the first image, what is the corresponding pixel in the second image? As we 

saw in class, the basic stereo algorithm is simple but yields poor results on anything approximating real life data. 

Luckily for you, our images are not too poorly suited for stereo and you can get a fairly decent reconstruction (see 

Figure 4). 

3.1 STEREO RECTIFICATION 10%  

We know that the fundamental matrix can be interpreted as a point in the first image must lie on the 

corresponding epipolar line in the second image. This drastically reduces the search space when searching for 

dense correspondences. However, it is inconvenient to search through an arbitrary line in the image. Stereo 

rectification transforms a pair of images so the epipolar lines are parallel, reducing the stereo algorithm to raster 

scan matching in the horizontal direction. We will be using a recent stereo rectification algorithm from [3] that 

only requires the fundamental matrix and point correspondences to rectify the image.  

[ǳŎƪƛƭȅ ŦƻǊ ȅƻǳΣ ǿŜ ǿƻƴΩǘ ƳŀƪŜ ȅƻǳ ŎƻŘŜ ǘƘŜ ŀƭƎƻǊƛǘƘƳΦ An important part of computer vision is to be able to 

ƛƴǘŜǊŦŀŎŜ ǿƛǘƘ ƻǘƘŜǊ ǇŜƻǇƭŜΩǎ ŎƻŘŜ ǎƻ ȅƻǳ ŘƻƴΩt have to keep reinventing the wheel. As a convenience, we have 

provided a modified package of [3], which can be found in the RectKitU folder. What you need to do is use the 

fundamental matrix to align the epipolar lines horizontally. Pass in color images to rectifyImageU along with the 

fundamental matrix and point correspondences. You will get back rectified images, along with the homographies 

used to warp the images, and the bounding boxes. Read the paper/code/lecture notes for more information. 



3.2 STEREO MATCHING 10% 

Once you have rectified images, you will perform matching to get a disparity map. Stereo matching is typically 

done with scanning windows, comparing a window around a pixel in one image to a window sliding down the 

epipolar line in the second image. Various similarity measures can be used for matching the closest pixel in the 

second image along the epipolar line to the pixel in the first image, including SSD, SAD, etc. However, one very 

recently introduced descriptor called DAISY is designed to be used for stereo matching [4]. You will be using this 

state of the art descriptor to perform stereo matching on the stereo rectified images from Sec 4.1.  Refer to the 

lecture notes for more information on stereo matching. We have provided a distSqr  function to easily calculate 

Euclidean distances between DAISY descriptors. You should not use more than one for loop per row and your 

algorithm should not run for more than a minute to run.  Because your warped images have blank spots, make 

sure to use inpolygon  to avoid matching pixels outside the image area. 

There are of course smarter tricks you can play here with the matching. For instance, you may find it useful to limit 

the disparity to some threshold ( ) to avoid huge multi hundred pixel disparities (as this 

is an unlikely occurrence). Other stereo algorithms take into account surface smoothness or global consistency, but 

ȅƻǳ ŘƻƴΩǘ ƘŀǾŜ ǘƻ ŎƻƴǎƛŘŜǊ ǘƘŜǎŜ ŀŘǾŀƴŎŜŘ ǘŜŎƘƴƛǉǳŜǎ ƛƴ ǘƘƛǎ ƘƻƳŜǿƻǊƪΦ 

A depth map shows the Z distance from the camera and can be generated by taking the absolute value of the 

disparity. It is a nice representation of the scene and is often used for visualization purposes. While the disparity 

map will be used for later sections, save a copy of the depth map for viewing, which should be similar to Figure 4.  

 

Figure 4: Stereo Rectified images and the resulting depth map (depth = abs(disparity)) 

3.3 DENSE CORRESPONDENCES 10% 

The disparity map gives us the disparity at each pixel along the epipolar lines, which allows you to calculate dense 

correspondences in the rectified stereo pair. However, this is not exactly what we want. We desire the dense 

correspondences to be in the reference frame of the original images (just as the SIFT correspondences are 

measured in the original image coordinates). Thus, we need to backwards transform the matches from the 

rectified images to the original images. You can do this by calculating the matched pixels and their coordinates in 

the rectified images and then using the homographies returned by the RectKitU package to transform the 


